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Abstract. Kouretes is one of the 16 teams participating in the first
Nao competition of the RoboCup Standard Platform League at Robocup
2008. This paper describes the technical aspects of the team’s work.

1 Team History

Team Kouretes was founded in February 2006 by Michail G. Lagoudakis and
became active in the Four-Legged league. In January 2007, under the leadership
of Nikos Vlassis team activities were extended to the Simulation league. The
team had its first exposure to RoboCup at the RoboCup 2006 event in Bremen,
Germany, where it participated in the Technical Challenges of the Four-Legged
league. At that time, Aibo programming by the team was done exclusively in an
interpreted language, the Universal Real-Time Behavior Interface (URBI), with-
out any use of existing code. Subsequent work led to the participation of the team
in the Four-Legged league of the RoboCup German Open 2007 competition in
Hannover, Germany. The software architecture of the team was developed on the
basis of previously released code by GT2004 and SPQRL 2006. The tournament
included ten teams from all over the world. Kouretes reached the quarterfinals
round, where it was defeated by the 2006 World Champion Nubots. The team
ranked in the 7th/8th place in a tournament featuring the team’s first win and
first goals. In Spring 2007, the team began working with the newly-released
Microsoft Robotics Studio (MSRS). The team’s software was developed from
scratch exclusively in C# and included all the required services, as well as the
motion configuration files for the simulated RobuDog robot of RoboSoft. The
team’s participation in the MSRS Simulation Challenge at RoboCup 2007 in At-
lanta led to the placement of the team at the 2nd place worldwide bringing the
first trophy home. The tournament involved nine teams from all over the world;
Kouretes was the only European participating team. In October 2007, Team
Kouretes and Team Cerberus (Turkey) were invited to play friendly demon-
stration games for the public during the international business meeting Hi-Tech
Innovators Partenariat 2007 in Thessaloniki, Greece. This two-day event marked
the first time full RoboCup games under the official rules were played in Greece.
In May 2008, Team Kouretes was invited to Rome, Italy by Team SPQR to play
friendly demonstration games for the public at the TechnoTown Museum and to
participate in RomeCup 2008. Detailed information about the team, including
pictures and videos, may be found at the team’s site www.kouretes.gr.



2 Team Leadership

Michail G. Lagoudakis is an assistant professor with the Division of Computer
Science of the Department of Electronic and Computer Engineering (ECE) at
the Technical University of Crete since 2005. He received his Ph.D. degree from
Duke University, USA in 2003 and was a postdoctoral researcher at the Geor-
gia Institute of Technology, USA until 2005. His research experience in robotics
spans several areas: path planning, motion control, reinforcement learning, co-
ordination.

Nikos Vlassis is an assistant professor with the Division of Production Sys-
tems of the Department of Production Engineering and Management (DPEM)
at the Technical University of Crete since 2007. He received his Ph.D. degree
from the Technical University of Athens, Greece in 1998 and was an assistant
professor with the University of Amsterdam, Netherlands until 2006. His cur-
rent research interests include stochastic optimal control, unsupervised learning,
and reinforcement learning. Vlassis has extensive experience with the RoboCup
Simulation league and various distinctions with the UvA Trilearn robot soccer
team, including the 1st position at the RoboCup world championship (2003),
three times 1st position at the German Open tournament (2003, 2004, 2005),
and the 1st position at the American Open tournament (2003).

3 Team Members

Team Kouretes 2008 includes five members from two academic departments. The
brackets indicate the main area each member is working on.

1. Daisy Chroni, undergraduate (DPEM) [Bipedal Stability]
2. Andreas Panakos, undergraduate (ECE) [Image Processing]
3. Alexandros Paraschos, undergraduate (ECE) [Bipedal Locomotion]
4. Georgios Pierris, undergraduate (ECE) [Bipedal Skills]
5. Efstathios Vafias, undergraduate (DPEM) [Bipedal Simulation]

4 Team Research

The team’s research focuses on various aspects ranging from motion control to
image processing. Below, we describe the main points of our ongoing work.

4.1 Motion editor

In our initial experiments with the simulated Nao robot, we tried to create
some basic movements using sequences of complete robot configurations or poses.
Soon, we realized that this process was extremely tedious, therefore we focused
on the development of a graphical motion editor, which would facilitate the de-
sign of any simple or complex movement through the creation, management,
storage, and reproduction of any sequence of robot poses. In its current version,



Fig. 1. Graphical user interface of the Kouretes Motion Editor.

our motion editor is implemented as a client-server architecture, where the client
and the server sides are interconnected over a TCP/IP network using sockets.
The server is a special “controller” running on the Webots simulator; it simply
listens for a client on specific ports and undertakes the role of transferring joint
values between the robot and the client, once a client is connected. The client is
an independent application running on the local or any remote machine and pro-
vides the graphical user interface (GUI) for managing poses and pose sequences
to generate the desired movement (Figure 1).

The client GUI offers 22 sliders, one for each joint of the robot; two of them
(L/R HipYawPitch) are clamped together. The user can set the value of any
joint either by sliding the corresponding slider to the desired position or by
setting directly the desired arithmetic value. Any change made to a joint value
is immediately communicated to the robot through the server, therefore the
current robot pose is always visible on the Webots display. The current pose
can be captured and stored at any time in an editable list of poses. The user
can adjust the transition time between poses and play the current pose sequence
to observe the complete motion sequence on the simulator. Once the desired
movement is complete, the pose sequence can be exported to a file and can be
further used by any robot controller. Exploiting the Webots API functionality,
the GUI allows the user to enable/disable physics during the design of poses, a
feature useful for preventing unexpected robot falls while setting poses.



Fig. 2. Nao standing up from a face-down fall.

A much need movement in the Nao league is that of standing up after a fall.
Using the motion editor, it was fairly easy to design a stand up movement from
a face-down fall (Figure 2) in reasonable time. The motion editor is being used
for designing other necessary movements for the Nao league (kicks, goalkeeper
actions, etc.). The final version of the motion editor will be able to connect
either to a real robot or to a simulator (Webots or MSRS). An advantage of
connecting to the real robot is the fact that joint values in a pose could be set
by manually moving the robot joints to the desired position under small values
of joint stiffness and recording the resulting poses. The motion editor will also
offer alternative views of the motion sequence, such as a graphic representation
of joint values over time, and safety mechanisms, such as warnings for potentially
unstable poses and infeasible pose transitions.

4.2 Motion parametrization

The first step in our endeavor to control the robot in a principled way is to
parameterize the motion primitives of the robot. This involves defining a set of
trajectories qi(t), one for each joint angle qi, which describe the evolution of qi
over time. Two standard approaches in the literature [1] involve splines, which al-
low modeling open-loop motions, and central pattern generators (CPGs), which
can additionally model closed-loop motions. In our approach, the parameterized
motion is open-loop, but instead of splines we use an expansion over trigono-
metric basis functions, as follows:

qi(t) = a0 +
K∑

k=1

ak cos(2πkt) +
K∑

k=1

bk sin(2πkt), (1)

where K is a fixed number (e.g., K ≈ 5). The motivation for choosing trigono-
metric basis function is the fact that most of the motions of the humanoid are
periodic, in which case a trigonometric basis set is a natural candidate. Addi-
tionally, a trigonometric expansion offers the possibility to easily learn an initial
motion function from pre-cached motion data, such as motion sequences de-
signed using the motion editor above. When these data are equally spaced in



Fig. 3. Joint trajectories of the original (left) and the reconstructed (right) walk.

time (the typical case), trigonometric interpolation can be easily carried out by
the discrete Fourier transform. Towards this end, we analyzed the walk pattern
provided with the sample controller in the Webots simulator and reproduced it
using a trigonometric expansion shown in Figure 3 for four walk steps.

4.3 Omnidirectional walk

Given the parameterized walk pattern, it was fairly easy to speed up or slow
down the robot walk by changing the frequency of sampling poses. Also, by
amplifying or downsizing the amplitude of the joints corresponding to one side
of the robot we were able to produce circular walk patterns of various curvatures.
Unfortunately, under open-loop, these modifications can succeed only within a
small range of values. Beyond those values, the robot becomes unstable. Our
current focus for producing a stable omnidirectional walk engine focuses on using
CPGs. The use of CPGs offers certain advantages, like robust control of the
joints and easy adjustment of walking speed and step length, but also several
drawbacks, such as a high number of parameters that have to be configured.
We expect to overcome the main drawback by using programmable CPGs [2]
which can be trained using the provided walk. Programmable CPG’s are in fact
a network of CPGs that have the ability to reproduce a periodic signal after they
get trained from the signal itself. Each CPG in the network reproduces a specific
frequency component from the original signal. After training with the periodic
joint trajectories from the provided walk we can use a programmable CPG to
control each joint. In order to achieve synchronized movement of each leg we can
connect every programmable CPG with its predecessor in the kinematic chain. In
addition, to keep the legs in phase we have to connect the CPGs of the hip joints.
The CPGs collectively will produce the trajectory of the legs in the cartesian
space and will make the robot walk. The stability issue can be addressed by
adding some feedback to the CPG network and thus closing the loop. These
feedback signals can be both the FSR and the inertial unit readings. The first
provide feedback for ground contact which is important for phase resetting, while
the latter measures the tilt for both the lateral and the sagittal planes needed
for compensating disturbances.



4.4 Static and dynamic balance

Another aspect of our work involves integrating a balancing module into motion
control. This module ensures that the robot maintains its balance while carrying
out some motion. This balancing module takes two forms: a static and a dynamic.
The static balancing module is used in cases where static balance of the robot is
required, for example, when the robot tries to shoot the ball. The static balancing
module ensures that the zero moment point (ZMP) [3] is within the support
polygon of the ground foot of the robot, while the configuration of the robot
changes continuously until the ball is hit. The latter is modeled as a constrained
optimization problem, where the parameterized motion of the free foot (the one
shooting the ball) plus the motion of several other joints (e.g. the arms) needed
to maintain total posture balance, are computed in such a way that the ZMP
stability constraint is not violated. The dynamic balancing module mainly takes
care of recovering from pushes and other external disturbances. Here, we use
the accelerometers of the robot to detect abrupt acceleration caused by external
forces, and then we estimate where the ZMP should be placed so that (static)
stability is resumed. Our approach is related to the push recovery approach of
Rebula et al. [4], where the balance recovery motion is learned from data instead
of relying on the modeled robot physics.

4.5 Learning motions by reinforcement learning

A final aspect of our work involves the use of reinforcement learning (RL) for
learning good motion functions for the various robot tasks (walking, rotating in
place, ball kicking, etc.). Our approach is based on the natural actor-critic (NAC)
framework [1]. This approach allows estimating (by running several trial-and-
error episodes) the gradient of the value function of the parameterized motion
policy as a function of the motion parameters (the quantities ak and bk in eq. 1).
Then, by following this gradient we eventually reach a (local) optimum of the
motion policy. The attractive properties of the NAC framework are its stability
(convergence to a local optimum is guaranteed) and ease of implementation.

Alternatively, the problem of learning complex motion functions on a high-
dimensional humanoid robot could be viewed as a multi-agent problem, whereby
each agent controls a single joint of the robot and all controlling agents collab-
orate with each other towards a common goal. Recent independent research
work by our team leaders has led to extensions of classic reinforcement learn-
ing algorithms to collaborative multi-agent learning where many agents learn to
collaborate as a team [5, 6]. The scaling properties of these algorithms through
exploitation of domain knowledge make them attractive for learning sophisti-
cated motion skills for the Nao robot. While the large number of degrees of
freedom on the Aibo imply a huge joint action space, this obstacle could be
overcome by appropriate factorization of the representation on the basis of joint
proximity on the robot body. Under such a learning scheme, the ankle joints
of the left leg may need to “talk” to the knee joints of the same leg, but need
not communicate directly with the ankle joints of the right leg. The resulting



Fig. 4. The Kouretes Image Tool for studying piecewise linear filters on HSI images.

tree-like factorizations will make the above mentioned learning algorithms even
more efficient as the required operations can be completed in polynomial time.

4.6 Image processing

Visual object recognition on the Nao is based on the module developed by our
team for the Aibo robots [7], given that the key objects in the Nao field are sim-
ilar to the objects used in the Aibo field, except for some differences in size [8].
Past experience has shown that the main weakness in our image processor is
the color segmentation procedure that maps each pixel of the camera image
to its correct color class (green, orange, skyblue, yellow, white). Our current
color segmentation procedure is based on a method that first transforms the
image into the HSI format and then uses mainly the H-dimension to separate
the colors, continually adapting the separation thresholds every 20 frames for
best separation [9]. This method is more effective when the raw image is satu-
rated, however it has proved to be quite sensitive to lighting conditions. We are
developing a new color segmentation procedure that allows for complex trans-
formations on the image with the goal of best color separation. To this end, we
have developed a couple of tools for studying images in RGB and HSI formats.
In particular, the first tool analyzes the image and displays histograms for each



image component (R/G/B or H/S/I). Furthermore, it allows the direct additive
or multiplicative modification of all R/G/B or H/S/I values and the results are
displayed on screen in real time. The other tool enables the study of the effect
of various transformations on HSI images when applying piece-wise linear filters
to each of the H/S/I dimensions (Figure 4). The range of each dimension can
be split into any number of intervals and an arbitrary linear transformation can
be applied to each one of them. The resulting non-linear transformation of the
image is displayed in real time on screen. The final version of these tools will
close the loop by allowing the user to manually label large regions of uniform
color in the image and by training a classifier to learn a color map using the
transformed image as input.
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