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Abstract
In this paper we focus on the design of high
performance peer-to-peer content sharing systems. In
particular, our goal is to achieve global load balancing
and short user-request response times. This is a
formidable challenge, given the requirement to respect
the autonomy of peers, their heterogeneity in terms of
processing and storage capacities, their different content
contributions, the huge system scale, and the dynamic
system environment. Our approach exploits the semantic
categorization of published documents and constructs
clusters of peers. We provide a formal formulation for the
problem of load balancing in our setting and prove that
it is NP-complete. We also present a greedy polynomial
time algorithm that achieves nearly optimal load
balancing as shown by our experimental results.

1. Introduction
The client-server model has been the dominant model
for constructing distributed systems and services and the
simplicity of its concept has played a key role in the
successful commercial deployment of distributed
computing for more than a decade. The emergence of
internet computing and applications, however, have made
prominent some of the model’s inherent weaknesses: the
requirement of central control of information and
processing at specialized computing nodes (i.e., the
servers) is too stringent and limiting for a variety of
rapidly emerging internet computing application classes.
Internet content sharing systems are an example of
systems supporting such an application class, which has
become very popular recently through systems like
Napster, Gnutella, Kazaa, Audio Galaxy, [15,9,12,3] etc.

In general, content sharing systems consist of a
(potentially very large) number of computing nodes,
offering (computing and storage) resources and content
(“documents”) to the community. Thus, nodes belonging
to users may contribute content to the rest of the
community and, in addition, may permit the use of their
own resources to store content contributed by others and
allow access to it from other community members. Given
these characteristics, the central control of information at
special nodes is undesirable in order to avoid central
points of failure and performance bottlenecks, to preserve
the anonymity of users accessing content and services,
and to fully utilize the available resources contributed by
all member nodes. As a result, the peer-to-peer (P2P)
paradigm for architecting distributed systems is recently
becoming increasingly popular. P2P systems consist of a
set of peers, which are nodes of equal stature, which have
autonomy, and which can collaborate with each other,
pulling together their resources, in order to either obtain
services or jointly tackle large computing jobs.

1.1. A high level view of the problem – our
goals
With the general goal of ensuring high performance in
large-scale P2P content sharing systems in mind, in this
paper we focus on two particular subgoals: (i) ensuring
load balancing across all nodes of such a system, and (ii)
ensuring short response times to user requests. In
addition to the obvious high usefulness of achieving
these goals, it should be stressed that achieving load
balancing is of fundamental importance in a P2P system,
given the equal stature of the nodes, and that ensuring
low response times realizes one of the main promises
inherent in the peer-to-peer paradigm. The load-balancing
problem for P2P content sharing systems has not been
addressed by related research and is an open problem.

Furthermore, typical systems such as Freenet and
OceanStore [6,14] might face serious difficulties when it
comes to ensuring low response times, since requests are
passed from peer to peer, either until one is found that
stores the desired document(s), or until a user-determined
‘number-of-hops’ count is reached and the system gives
up. Our solution will not burden the user with such
difficult decisions and will ensure a response time within
only a few hops for the common case and an upper bound
on the number of hops for the worst case.

1.2. A high-level view of the problem – the
difficulties
Despite the appropriateness of the P2P paradigm,
ensuring high performance in P2P content sharing
systems is a formidable task. The associated difficulties
stem from the desirable use of the P2P paradigm and from
the application’s features. Having autonomous nodes of
equal stature introduces the need of complex distributed
coordination algorithms. Furthermore, the system should
be expected to scale to hundreds of thousands of nodes
and millions of documents. In addition, different nodes
make different and varying content contributions (e.g.,
from no contribution at all, to contributing several
documents) and offer/possess heterogeneous processing
and storage capacities, a fact which further raises
significantly the level of complexity involved in managing
content and providing efficient access to it. Finally, the
system may operate in a highly dynamic environment in
which the popularity of the stored content varies with
time, nodes enter and leave the system at their free will,
and content can be added and deleted at any time.

1.3. Summary of main results
We assume that the content in the system has (an
initially static and) known popularity1, with document
popularities following the Zipf distribution, as is the case
for Web objects [5,2] and as it is substantiated by [17]. In
our envisioned system the contributed documents are
accompanied by keywords characterizing their semantic
content and we utilize tools (e.g., [16, 4]) that can classify
the documents, given their associated keywords.
The key elements of our approach are that: (i) we
exploit the semantics of documents, which permit their
1

Initial popularities of documents can fairly easily be estimated in
most applications. For example, music file popularities follows
their position in popular charts; the popularities of book files in
library applications can be estimated using check-out information
at conventional libraries; popularities of video files can be
estimated by information at video rental stores, etc.

grouping into semantic categories, and (ii) we form
clusters of peer nodes, based on the semantic category of
the documents contributed by the peers. Given this, our
load balancing task is then viewed as a two level problem:
First, we ensure load balancing across the peer clusters
(inter-cluster load balancing) through the appropriate
assignment of the document categories to the clusters;
second, we ensure the load balancing among the peers
that belong in the same cluster (intra-cluster load
balancing), for all clusters. Finally, our intra-cluster load
balancing and response time goals are achieved through
the exploitation of metadata associating clusters with
semantic categories.
The inter-cluster load balancing problem is NPcomplete thus we develop a polynomial time incomplete
greedy algorithm, which utilizes ideas from number
partitioning algorithms [11, 13, 8] to solve our problem.
In a companion paper [18] we take a different approach
and utilize the fairness index of [10] as a metric for load
balancing.
In that paper we also show that our solution is robust
with respect to different distributions of the popularity of
semantic categories, varying skew of access to
documents, different scales (with respect to the number of
documents, the number of nodes, the number of
categories, and to the number of clusters), differing
content contributions by nodes, differing node processing
and storage capacities, and with respect to the dynamics
of the environment.
We hold the view that internet content sharing systems
are an exciting application class, indicative of the next
wave of applications and the associated difficulties, which
the distributed computing community will be called to
face. Also, the P2P paradigm is rapidly emerging as the
paradigm of choice for such applications. And, based on
the difficulties mentioned above, P2P content sharing
systems pose a number of difficult challenges to our
community, especially if efficiency and high performance
are sought. Despite the emergence of several applications
for P2P content sharing recently, academic researchers
have not paid the attention the subject deserves as of
yet2, especially to the performance aspects and
particularly to the critical issues of load balancing and
short response times. Thus, with this work we explore
exciting new territory where we attempt to tailor and apply
knowledge accumulated by the distributed systems
community over the years.

2. Proposed architecture

2

Notable exceptions are Gridella [1] and some other recent efforts.

The basic (technological and ‘philosophical’) principle
of our approach is that in order to achieve high
performance in such a system, we need to impose a logical
system structure (as opposed to the ‘chaos’ that can
emerge) that can facilitate the achievement of our
performance goals. The challenge is to ensure that this
structure respects the autonomic behavior of peers and
the heterogeneity of their characteristics and that the
overall solution successfully addresses the difficulties
presented in the previous section.

2.1. System organisation
The nodes/peers of the system will be logically
organized into a set C of clusters. All nodes belonging to
the same cluster will be able to either serve the requests
for documents contributed by all the nodes of that cluster
(in the case the nodes store all documents), or find
another node that can (because they maintain cluster
metadata describing which documents are stored by which
cluster nodes).

2.

the metadata kept locally at the node: (i) will associate
categories with the proper clusters of nodes and (ii)
will identify either all or, if user storage space is
scarce, only a representative subset (consisting
preferably of ‘nearby’ nodes, for faster access) of the
clusters’ nodes, and
3. the request will be forwarded to the proper cluster(s)
storing these categories.
Initially the request will be forwarded to one randomly
chosen node of the cluster. This random node selection
can ensure that the nodes get an equal share of the
workload targeting this cluster. If that node is not
responding (say, due to failures or because it does/could
not store the requested document(s)), it will forward the
request to some other node of the same cluster. This will
be repeated until the desired document(s) are found. Note
that, in the common case, the user request will visit only a
very small number of nodes, and the response time in the
worst case will be bounded from above by the (tuneable)
number of nodes in the cluster. So, with this approach we
can see that both (i) the load is balanced within a cluster
and (ii) low response times are ensured.

2.2. System and problem parameters
2.3. Global load balancing
We denote with |S|, the number of elements of the set S.
Our system will consist of a set D of sharable documents.
The |D| documents are contributed by a set N of nodes.
Each node in the system is a user’s computer. Nodes can
contribute more than one document to the system. The |D|
sharable documents of the system belong to a set S of
semantic categories. This is captured by a function
f : D → S that uniquely maps each document to a
semantic category. Each document d is associated with a
popularity, p( d ) ∈ [0,1] , that is the probability of access
of d. We will denote with p(s) the total popularity of
semantic category s. This popularity is equal to the sum of
the popularities of the documents it consists of. In other
words, p ( s ) = ∑ p ( d ) . Each node n has a popularity
{d : f ( d ) = s}

p( n) ∈ [0,1] that is equal to the sum of the popularities of
∑ p( d ) .

its documents. Formally, p ( n ) =

d∈ D ( n)

2.3. User request processing
User requests are submitted to the system through the
users’ nodes. Requests can be either to publish
(contribute) or to retrieve (download) documents. At each
node:
1. the semantic categories of the associated documents
will be first identified, through the keywords
accompanying the request,

In order to ensure the high performance of the system,
we have to avoid bottlenecks and balance the load across
all system nodes. Load in our case is the number of
requests served by a data store node of the system. This
goal can be partly achieved by associating the semantic
categories with clusters of nodes, in a manner that ensures
a uniform distribution of the document-category
popularities to the clusters of nodes. We refer to this
property as inter-cluster load balancing.
With the term intra-cluster load balancing we mean
that, for each cluster, all the nodes that belong to it receive
on average (approximately) the same number of requests
from the total requests that target this cluster. With the
term global load balancing we mean that the average
load of all the nodes that belong to the system must be as
uniform as possible. Global load balancing is achieved by
independently achieving inter-cluster and intra-cluster
load balancing. Since, intra-cluster load balancing is
straightforwardly achieved as described in Section 2.3,
henceforth we concentrate on the problem of inter-cluster
load balancing.
2.3.1. Formal Problem Definition. We now formally define
the problem of inter-cluster load balancing (ICLB). We
initially assume that peers have the same processing and
storage capacities and enough storage space to store all
documents of the categories to which they contribute. We

contribute documents belonging to a single semantic
category.
Question: Is there a partition of N into k clusters N1, N 2,
…, Nk such that the following two constraints are
satisfied?
1. If two documents belong to the same semantic
category, then the nodes that contributed/store these
documents belong to the same cluster.
2. Clusters have equal normalized popularities.
p ( N i ) p( N j )
Formally,
=
, for all 1 ≤ i, j ≤ k .
Ni
Nj
The load-balancing objective formalized by ICLB is to
create k clusters of peers/nodes that will have equal total
popularity and consequently equal load. But not all
clusters are of equal size. So the popularity should be
normalized with respect to the number of nodes in the
clusters so that the average load faced by each peer/node
in the system will be equal, facilitating global load
balancing. Thus, we want the clusters that will be created
to have equal normalized cluster popularities and this is
captured by the second constraint above.
Proposition. ICLB is NP-complete.
Proof. Membership in NP is straightforward. To prove
NP-hardness we use a transformation from the
BALANCED PARTITION problem. This problem is a
generalization of the PARTITION problem given in [7]. 3 ¦
Obviously, in many situations we will not be able to
come up with a solution to ICLB. In these cases, it is
useful to consider partitioning the given set of nodes N
into clusters with nearly equal normalized popularities.
This can be done, for example, by minimizing the following
quantity:
min ∑ p ( N i ) − p( N j )
1≤ i≤ k 1≤ j ≤k

We have experimented with a greedy algorithm, called
MinDiff, which solves this minimization problem by using
similar ideas as in known number partitioning algorithms
[11, 13, 8].

more skewed workloads
normalised popularity

2.3.2. The decision problem ICLB. Instance: A set N of
nodes (peers) and a set D of documents contributed by
the nodes in N. Each document d ∈ D has an associated
semantic category f(d) from a set of semantic categories S
and a popularity p( d ) ∈ [0,1] . Each node is assumed to

In MinDiff initially all clusters are empty. Then MinDiff
considers each semantic category s in turn, and assigns it
to the cluster of nodes which minimizes the total
difference of balanced popularities among clusters. The
assignment of a category s to a cluster is essentially the
assignment of all nodes contributing documents with
category s to that cluster. It is not difficult to see that
MinDiff is incomplete (i.e., it might miss the optimal
solution). However, MinDiff runs in polynomial time and
achieves very good results as we show below.
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Figure 1. The MinDiff algorithm for more skewed
(top) and less skewed (bottom) workloads

3. Experimental results
Figure 1 presents the results of MinDiff for 19,800
documents, 300 semantic categories and 50 clusters of
nodes. We consider two different semantic category
popularity distributions: both are Zipf-like with ?=0.3 (top
diagram) and ?=0.7 (bottom diagram). In both diagrams the
10% of the semantic categories are represented by a
number of nodes proportional to their popularity, while the
rest of the semantic categories share the rest of the nodes
equally. In both cases we notice that the MinDiff
algorithm achieves very good load balancing as you can
see by inspecting the normalized popularities on the y-axis
(the differences are in the order of 10-4 to 10-6). Differences
are smaller in the first diagram since the popularity
distribution of the semantic categories is less skewed.
More detailed experiments are given in the long version of
this paper, which is available from the authors.

3

The NP -hardness result for BALANCED PARTITION is due to
Apostolos Dimitromanolakis.
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normalised popularity

do away with all these assumptions in the companion
paper [18]. Our next definition is in the spirit of [7].

4. Summary

[10]

In this paper we studied the problem of achieving global
load balancing and short user-request response times in
peer-to-peer content sharing systems. This is a formidable
challenge, given the requirement to respect the autonomy
of peers, their heterogeneity in terms of processing and
storage capacities, their different content contributions,
the huge system scale, and the dynamic system
environment. We presented an approach that exploits the
semantic categorization of published documents and
constructs clusters of peers. We provided a formal
formulation for the problem of load balancing in this
context and proved that it is NP-complete. We also
presented a greedy polynomial time algorithm that
achieves nearly optimal load balancing as shown by our
experiments.
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