
Copyright by

Michail G. Lagoudakis

2003



EFFICIENT APPROXIMATE POLICY ITERATION METHODS

FOR SEQUENTIAL DECISION MAKING IN REINFORCEMENT LEARNING

by

Michail G. Lagoudakis

Department of Computer Science
Duke University

Date:

Approved:

Ronald Parr, Supervisor

Michael L. Littman

Xiaobai Sun

Leslie P. Kaelbling

Dissertation submitted in partial fulfillment of the
requirements for the degree of Doctor of Philosophy

in the Department of Computer Science
in the Graduate School

of Duke University

2003



ABSTRACT

(Computer Science—Machine Learning)

EFFICIENT APPROXIMATE POLICY ITERATION METHODS

FOR SEQUENTIAL DECISION MAKING IN REINFORCEMENT LEARNING

by

Michail G. Lagoudakis

Department of Computer Science
Duke University

Date:

Approved:

Ronald Parr, Supervisor

Michael L. Littman

Xiaobai Sun

Leslie P. Kaelbling

An abstract of a dissertation submitted in partial fulfillment
of the requirements for the degree of Doctor of Philosophy

in the Department of Computer Science
in the Graduate School

of Duke University

2003



Abstract

Reinforcement learning is a promising learning paradigm in which an agent learns how

to make good decisions by interacting with an (unknown) environment. This learning

framework can be extended along two dimensions: the number of decision makers

(single- or multi- agent) and the nature of interaction (collaborative or competitive).

This characterization leads to the four decision making situations that are considered

in this thesis and are modeled as Markov decision processes, team Markov decision

processes, zero-sum Markov games, and team zero-sum Markov games.

Existing reinforcement learning algorithms have not been applied widely on real-

world problems, mainly because the required resources grow fast as a function of the

size of the problem. Exact, but impractical, solutions are commonly abandoned in

favor of approximate, but practical, solutions. Unfortunately, research on efficient and

stable approximate methods has focused mainly on the prediction problem, where an

agent tries to learn the outcome of a fixed decision policy. This thesis contributes two

efficient and stable algorithms based on the general framework of approximate policy

iteration for the control problem, whereby the agent tries to learn a good decision

policy.

Least-Squares Policy Iteration (LSPI) is an algorithm for learning good policies

based on a least-squares fixed-point approximation of the value function. LSPI makes

efficient use of sample experience and, therefore, is most appropriate for domains

where training data are expensive or a simulator of the process is not available.

Rollout Classification Policy Iteration (RCPI) on the other hand learns good policies

based on the use of rollouts (Monte-Carlo simulation estimates) to train a classifier

that represents an approximate policy. For that reason, RCPI is most appropriate for

domains where experience comes at no cost or where a simulator is available. Both
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algorithms exhibit nice theoretical properties, and they bear strong connections to

other research areas, such as feature selection and classification learning, respectively.

The proposed algorithms are demonstrated on a variety of learning tasks: chain

walk, inverted pendulum balancing, bicycle balancing and riding, the game of Tetris,

multiagent system administration, distributed power grid control, server-router flow

control, two-player soccer game, and multiagent server-router flow control. These

results demonstrate clearly the efficiency and applicability of the new algorithms on

large reinforcement learning control problems.
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Chapter 1

Introduction

In any decision situation, the amount of relevant information available is

inversely proportional to the importance of the decision. (Cooke’s Law)

1.1 Decision Making

Consider the following scenarios:

• I am an automatic controller. I am trying to control a system and keep it

operational, but my control actions are not precise and the system transitions

are stochastic. What should I do?

• I am a game player. I am trying to play and win a game against an opponent,

but there is randomness in the game and my opponent changes behavior in

unpredictable ways. What should I do?

• We are a group of computer system administrators. We are trying to maximize

the long-term throughput of a network of machines, but machines fail stochas-

tically and jobs arrive from some unknown distribution. What should we do?

• We are a team of routers in a network. We are trying to route requests through

the network so that the buffer load is balanced, but we don’t know how these

requests are processed and the servers on the other side are not really helping

us. What should we do?

What is common in all these scenarios? First, they all involve some sort of decision

making. Some entity, the decision maker or agent, whether it is a computer controller,

1



a game player, a group of people, or a group or routers, is faced repeatedly with the

task of deciding what to do. Clearly this is not a single-shot decision made once

and for all, but rather a sequence of decisions that are made one after another. Are

these decisions independent? Most likely, they are not. Any single decision, at any

time, may have short- and/or long- term effects. The overall behavior of the agent is

characterized over long sequences of decisions. Such problems, known as sequential

decision problems, are very common in everyday life.

The scenarios above have more in common. There is a significant degree of un-

certainty in all these examples. Actions are not reliable; most of the time they may

have the intended effect, but not always. Demands and opponents are, in general,

unknown; the agent must be prepared for any possibility. Unexpected transitions and

failures may occur; if these possibilities are ignored, the agent’s decision making plans

are likely to fail. This is, unfortunately or fortunately, how the real world behaves

and it is probably this particular aspect that makes the problem interesting. The

implication for our decision makers is that not only do they have to take uncertainty

seriously into account if they want to succeed, they also have to be prepared for every

possible decision making situation they might encounter. So, a better characteriza-

tion of the general problem our agents are facing would be sequential decision making

under uncertainty.

Now that we have a better description of the problem, it is natural to ask: “Why

is careful decision making important? Is there good or bad decision making, and

how is this determined?” Indeed, the problem would make no sense if there were no

way to tell what constitutes good or bad decision making. In general, every decision

maker acts with a goal in mind. The controller wants the system to stay within the

operational area. The game player wants to win the game. The system administrators

want to maximize their profit. Finally, the routers want to achieve certain service
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guarantees independently of what the servers do. With a goal in mind and the desire

to achieve it, the agent can distinguish between good and bad decision making, but

cannot necessarily identify individual good or bad decisions. In any case, the agent

must find out how to achieve the goal and how individual decisions contribute to this

effect.

Good decision making is broadly considered an intrinsic aspect of intelligence.

Intelligent entities (people, organizations, companies, governments) are constantly

trying to make good decisions in order to achieve their goals (without necessarily

being constantly successful). In the field of artificial intelligence and other related

disciplines, such as psychology and operations research, the study of decision making

has been considerably motivated by the challenge of building automated decision

making systems. From the simpler ones, like a thermostat, to more complex ones, like

automated stock market bidders, such systems can potentially complement or replace

the decision making capabilities of people to a good or an evil end (an important

ethical question that will not be addressed here).

1.2 Abstraction, Planning, and Learning

The scenarios presented above seem to be completely different at a surface level.

However, abstracting from the details of each domain, it is easy to see that at the

core they are all essentially the same. An agent interacts with a complex stochastic

process at discrete time steps. At each step, the agent observes the state of the

process and decides which action to take in that state. Depending on the dynamics

of the process and the action taken by the agent, the process makes a (stochastic)

transition to a new state and the procedure repeats. In order to be able to quantify

“good” and “bad” decision making and to express goals in a uniform manner, it is

assumed that the agent receives an immediate numerical reward signal at each step.
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Figure 1.1: Sequential decision making under uncertainty.

This reward relates to the action that the agent chose and the state transition of the

process at that time step, but it does not necessarily consist an indication of a good

or bad decision. The goal of the agent is to maximize the total reward in the long-

term (the sum of all immediate rewards over all time steps). With this definition,

a single decision is “good” or “bad” to the extent that it contributes to the goal of

maximizing the long-term, total reward. This general model of interaction is depicted

in Figure 1.1.

It is easy to see how the scenarios above fit into this framework. For the automatic

controller, the state may consist of a set of measurements taken from the system, the

actions may be turning certain switches ON or OFF, and the immediate reward may

be a positive value if the current state of the system is within the operational area

and a negative value otherwise. Clearly, maximizing the total reward is equivalent to

keeping the system operational. For the game player, the state would be a description

of the status of the game, for example, the configuration of the board for a board

game, and the actions would be the ones allowed by the rules of the game. The

immediate reward would be zero for all steps except for the very last one, where it

would be a positive value for a winning end and a negative value for a loss. Again,
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maximizing the total reward is equivalent to winning the game. For the system

administrators, the state could include the status and the load of each machine, the

actions could be administrative tasks, such as “reboot” or “backup”, and the reward

could be the number of completed jobs at each step. Finally, for the team of routers,

the state could include the load of each buffer, the actions could be the choice of a

buffer to which to route a job, and the reward could be a positive value for balanced

load and zero otherwise.

The task of the agent is to find a good decision policy given some information

about the process. Depending on the type and amount of information available to the

agent, we can distinguish between the problems of planning and learning. Planning

refers to the case where the internal workings of the process are known to the agent,

that is, the agent has a full probabilistic model of how its actions affect the reward

and the state of the process, how transitions of the process are influenced, and what

the probability of each event happening is. In this case, there is uncertainty in the

process, but there is no uncertainty about the process. Learning refers to the case

where the agent doesn’t know the internal workings of the process and the process

looks like a black box. In this case, the only information available to the agent comes

from interacting with the process and consists of observations of states, actions,

and rewards (samples)1. Clearly, in the case of learning, there is uncertainty in the

process and uncertainty about the process. The goal is the same for both planning

and learning: to make good decisions so that the total reward is maximized in the

long term.

It is obvious that learning represents a much harder problem than planning. This

is not to say that planning is easy. In most cases, the process we want to control, and

hence any model thereof, is so complex that storing and potentially manipulating

1This view of learning represents the reinforcement learning paradigm. Other learning paradigms
exist: supervised learning, unsupervised learning, case-based learning, inductive learning, etc.
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such a large and complex model becomes problematic. However, for reasonably-sized

models, there is a number of standard algorithms that can solve the problem analyt-

ically and produce an optimal decision policy. On the other hand, learning relies on

samples and a crucial factor here is the number and distribution of samples available

to the agent. It is expected, in general, that the behavior of the agent improves with

more samples, since more samples provide more information or knowledge about the

process. In the (unrealistic) limit of an infinite and comprehensive set of samples,

all other things being equal, any learning algorithm should converge to the optimal

solution.

1.3 Reinforcement Learning

The learning problem, as described above, gives rise to a learning paradigm that

has received significant attention in the last fifteen years and is known as Reinforce-

ment Learning (RL) [34, 62]. Reinforcement learning lies between supervised learning

(learning with a teacher who provides examples of correct behavior) and unsupervised

learning (learning with no assistance; trying to find structure in the data). In rein-

forcement learning the reward signal reinforces good decision making and penalizes

bad decision making. As such, reinforcement learning represents a large class of prob-

lems, where an interactive agent learns to act in its environment by trial-and-error.

There are two classes of problems in the context of reinforcement learning: predic-

tion problems, in which the agent learns to predict the long-term accumulated reward

of a fixed decision policy for different starting states; and, control problems, in which

the agent learns a decision policy that maximizes the long-term cumulative reward

for any starting state. Control is, in general, harder than prediction. However, many

times, prediction and control are interleaved; in order to achieve better control, the

agent has to be able to predict the outcome of its current control policy.
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There are two main approaches to reinforcement learning. Model-based learning

(or, indirect control) uses samples to learn a model of the process and then calls one

of the standard planning algorithms on the learned model to generate a good decision

policy. However, building an accurate model of a complex process from samples can

be very difficult and is certainly error-prone. Model-free learning (or, direct control),

on the other hand, uses the samples to learn a good decision making policy directly

without ever building a model. In this case, learning relies on representations that

are geared toward representing policies.

The focus of this thesis is on model-free reinforcement learning for control prob-

lems. Despite the amount of recent research in this area, existing algorithms that use

exact representations have not been applied widely on real-world problems, mainly

because the required resources grow extremely quickly as a function of the size of

the problem. As a result, exact, but impractical, solutions are commonly abandoned

in favor of approximate, but practical, solutions. This has sparked interest in ap-

proximate methods, however, it has also raised the question of stability2, beyond

the question of efficiency. Research on efficient and stable approximate methods has

focused mainly on the prediction problem, leaving the problem of efficient and stable

methods for control a largely open question.

1.4 Contributions

This thesis addresses the control problem in reinforcement learning with the objective

of devising algorithms that offer quality and stability guarantees and are character-

ized efficiency and scalability properties. In particular, I contribute two efficient and

stable reinforcement learning algorithms for control: Least-Squares Policy Iteration

(LSPI) and Rollout Classification Policy Iteration (RCPI). LSPI is an algorithm for

2A learning algorithm is stable if perturbations in the input to the algorithm incur bounded changes
in the output of the algorithm.
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learning good policies based on a least-squares fixed-point approximation of the value

function. LSPI makes efficient use of sample experience and, therefore, is most ap-

propriate for domains where training data are expensive or a simulator of the process

is not available. RCPI, on the other hand, learns good policies based on the use of

rollouts (Monte-Carlo simulation estimates) to train a classifier that represents an

approximate policy. For that reason, RCPI is most appropriate for domains where

experience comes at no cost or where a simulator is available.

LSPI and RCPI satisfy an inclusive relationship, since LSPI applies to any domain

where RCPI applies and many more. However, in the presence of a simulator, LSPI

and RCPI are complementary in the sense that RCPI is a better choice for domains

where value function representation can be problematic, whereas LSPI is a better fit

in domains where direct policy representation is difficult.

Both LSPI and RCPI exhibit nice theoretical properties and they bear strong ties

with such research fields as feature selection and classification learning, respectively.

Both algorithms can automatically benefit from advances in these fields.

It is my belief that LSPI and RCPI advance the current state-of-the-art in rein-

forcement learning for control as they successfully address several issues:

• Quality: Depending on the guarantees induced on their subcomponents, both

LSPI and RCPI can guarantee a certain level of performance for their output.

• Stability: Both LSPI and RCPI are based on approximate policy iteration which

is an inherently stable framework.

• Efficiency: LSPI makes full use of every single sample and has the ability to

reuse stored data, thus speeding up learning significantly. Even though RCPI

is not as sample-efficient as LSPI, it uses a representation that provides for fast

learning.
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• Scalability: Both algorithms scale to problems with large state spaces. Further,

LSPI in particular extends naturally to decision making problems with large

action spaces involving multiple agents and/or competitive interaction.

• Simplicity: Both LSPI and RCPI are very simple algorithms in both concept

and coding.

• Applicability: LSPI and RCPI are general algorithms applicable to a wide vari-

ety of single-agent decision making problems. LSPI further applies to problems

involving multiple agents and/or competitive interaction.

• Open-Endness: The strong connections of LSPI to feature selection and linear

subspaces, as well as the strong connections of RCPI to supervised learning and

classification leave ground for further research and advances.

The proposed algorithms (mostly LSPI) are demonstrated experimentally on a

variety of learning tasks: inverted pendulum balancing, bicycle balancing and riding,

the game of Tetris, multiagent system administration, distributed power grid con-

trol, server-router flow control, two-player soccer game, and multiagent server-router

flow control. To my knowledge, LSPI is the only algorithm that has been applied

successfully to such a wide variety of problems. As a preview, think of an agent that

learns to successfully control (balance and ride to a goal) a bicycle by just observing

random trials. Think also of an agent that learns to play soccer by just observing

random games. Recall that the agent has no idea that the process is a bicycle or a

soccer game; both appear as “black” boxes to its eyes.

1.5 Thesis Outline

Chapter 2 provides the basic definitions and describes the mathematical framework

used throughout the thesis for modeling decision making problems, namely Markov
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decision processes (MDPs), as well as its extensions (team MDPs, Markov games,

team Markov games). It also describes the main planning algorithms used for solving

decision making problems modeled in this framework.

Chapter 3 discusses the policy iteration algorithm and its approximate forms in

detail. It also provides an overview of the general theoretical results and error bounds

for approximate policy iteration.

Chapter 4 discusses approximation methods for representing value functions over

large state spaces. It focuses mostly on linear approximation architectures and the

related projection methods as they are used extensively in the rest of the thesis.

Chapter 5 reviews some previous value function based reinforcement learning al-

gorithms and discusses their properties and limitations. In particular, it reviews tem-

poral difference learning, least-squares temporal difference learning, SARSA learning,

and Q-learning.

Chapter 6 introduces the Least-Squares Policy Iteration (LSPI) algorithm, a new

reinforcement learning algorithm for control. First, it presents LSTDQ, an algorithm

for prediction, which is embedded within a policy iteration framework to form LSPI.

The basic LSPI algorithm for MDPs is then extended for team MDPs, Markov games,

and team Markov games and is refined in each case for maximum efficiency.

Chapter 7 discusses approximation methods for representing policies over large

state spaces. It also reviews the basic direct policy learning algorithm and discusses

its properties and limitations.

Chapter 8 introduces the Rollout Classification Policy Iteration (RCPI) algorithm,

another new reinforcement learning algorithm for control. RCPI bypasses the prob-

lems of value function learning and approximation by using rollouts to learn sparsely

a good policy and a classifier to generalize over the entire state space.

Chapter 9 demonstrates the new algorithms on a variety of control problems:
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chain walk, inverted pendulum balancing, bicycle balancing and riding, and the game

of Tetris; also on two multiagent domains: system administration and power grid

control; on two Markov games: two-player soccer game and flow control; and, finally,

on multiagent flow control, a team Markov game.

Finally, Chapter 10 compares the new algorithms in this thesis to previous related

work and concludes by summarizing and discussing the results and contributions of

this thesis.

11



Chapter 2

Sequential Decision Making Models

This chapter provides the basic definitions and describes the mathematical framework

used throughout the thesis for modeling sequential decision making problems, namely

Markov decision processes and its extensions. After defining the concepts of a policy,

a value function, and the Bellman equations, it describes the main (planning) algo-

rithms used for solving decision problems modeled in this framework. The extensions

of the Markov decision process framework to team Markov decision processes, zero-

sum Markov games, and team zero-sum Markov games are discussed next. Finally,

the problem of learning in this framework is introduced.

2.1 Markov Decision Processes

A Markov decision process (MDP) [9, 30, 53] is a discrete time stochastic process

described by a 6-tuple (S,A,P , R, γ,D), where:

• S is the state space of the process;

S represents the different situations in which decisions must be made. It is

assumed that S is a finite set, S = {s1, s2, ..., sn}, but infinite or continuous

state spaces are also possible. A state s is a description of the current status of

the process and it is commonly given as a vector of real numbers.

• A is the action space of the decision maker;

A represents the possible choices or decisions available to the decision maker

in each state. It is assumed that A is a finite set, A = {a1, a2, ..., am}. It is
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possible to define different action spaces for different states, but, for the sake

of uniformity, it is assumed that all actions in A are available in all states.

• P is the transition model of the process;

P dictates the change in the state of the process at each time step. P(s, a, s′) =

P (s′|s, a) denotes the probability of making a transition to state s′ when taking

action a in state s (a transition is denoted as s
a
−→ s′). P is a Markovian model

in the sense that transition probabilities depend only on the current state of

the process s and the current action a; they are independent of the history of

the process1.

• R is the reward function (or cost function) of the process;

R determines the immediate numerical reward (or cost) at each time step. In

general, R maps transitions to real numbers, R : S×A×S 7→ IR, and R(s, a, s′)

denotes the reward (or cost) associated with the transition s
a
−→ s′. However,

stochastic versions of R are also possible, in which case, R(s, a, s′) denotes the

expected reward (or cost) of the transition s
a
−→ s′. For simplicity of notation,

we also define R : S ×A 7→ IR, the expected reward for taking action a in state

s, as:

R(s, a) =
∑

s′∈S

P(s, a, s′)R(s, a, s′) .

The reward function is also Markovian; the reward at each time step depends

only on the current state of the process s and the current action a.

• γ ∈ (0, 1] is the discount factor of the process;

γ is a parameter that determines the rate at which future rewards are dis-

counted; a reward rt received after t steps is weighted by γt. In general, for

1For this reason, the time index t is not explicitly provided.
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γ < 1, the same reward is worth more if it is received earlier during the run;

as t → ∞ rewards are diminished. The discount factor is an implicit way to

introduce the notion of elapsed time in the process.

• D is the initial state distribution of the process.

D is a probability distribution over S and determines the initial state of the

process. In most practical problems, the initial state is deterministically chosen,

and therefore D assigns probability 1 to that state. In other cases, or when D

is omitted, D is assumed to be the uniform distribution, that is, the process is

likely to be initialized in any state with equal probability.

MDPs are discrete-time processes. The process begins at time t = 0 in some state

s0 ∈ S drawn from D. At each time step t, the decision maker observes the current

state2 of the process st and chooses an action at for that state. The next state of

the process st+1 is drawn stochastically according to the model P(st, at, st+1) and the

reward rt at that time step is determined by R(st, at, st+1).

The horizon h of the process is the span of the process over time, that is, the

temporal extent of each run. The horizon can be infinite (the process runs forever),

finite (the process terminates with probability 1 in a finite number of steps which is

not known in advance), or fixed (the process runs for a fixed number of steps). In

general, it is assumed that the MDP has an infinite horizon and that γ < 1, unless

otherwise stated. If γ = 1, the horizon is assumed to be finite or fixed.

A complete run of the process over its horizon is called an episode and consists of

a long sequence of states, actions, and rewards:

s0
a0−−−→
r0

s1
a1−−−→
r1

s2
a2−−−→
r2

s3
a3−−−→
r3

s4 ... sh−1
ah−1
−−−→

rh−1

sh .

2For MDPs, it is assumed that the agent has full observability of the state. The cases where
there is hidden state information are formulated as partially observable Markov decision processes
(POMDPs), which are not discussed here.
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The quantity of interest in any MDP is the expected total discounted reward from any

initial state s:

Est∼P(r0 + γr1 + γ2r2 + γ3r3 + · · ·+ γhrh | s0 = s) = Est∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
,

where the expectation is taken with respect to all possible trajectories of the process

in the state space under the decisions of the agent and the transition model of the

process, assuming that the process is initialized in state s. The goal of the decision

maker is to make decisions so that the expected total discounted reward when s is

drawn from D,

Es∼D ; at∼? ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
,

is optimized (either maximized or minimized depending on the problem).

2.2 Policies

A policy dictates how the decision maker chooses actions in each state. A stationary,

deterministic policy π is a mapping π : S 7→ A from states to actions; π(s) denotes

the action the agent takes in state s. Such a policy is called deterministic because

there is a single, deterministic, action choice for each state, and stationary because

it doesn’t change over time3.

A stationary, stochastic policy π is a mapping π : S 7→ Ω(A), where Ω(A) is the

set of all probability distributions over A. Stochastic policies are also called soft, for

they do not commit to a single action per state. π(a; s) stands for the probability

that the soft policy π chooses action a in state s. An example of a soft policy is the

(1 − ǫ) policy, for some 0 ≤ ǫ ≤ 1, which picks deterministically a particular action

with probability 1− ǫ and picks a uniformly random action with probability ǫ.

3All policies considered in this thesis are assumed to be stationary, unless otherwise noted.
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Each policy π is characterized by the expected total discounted reward Rπ it

accumulates during an episode starting in a state s drawn from D:

Rπ = Es∼D ; at∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

An optimal policy π∗ for an MDP is a policy that maximizes4 the expected total

discounted reward:

π∗ = arg max
π

Rπ = arg max
π

Es∼D ; at∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

An undominated optimal policy π∗ is a policy that maximizes the expected total

discounted reward uniformly over the entire state space, or equivalently an optimal

policy for a starting state distribution D that is uniform over the state space. Such

a policy is called “undominated” because for any given state s ∈ S there is no other

policy that can gain greater expected total discounted reward starting from state s.

It is well-known [9, 30] that for every MDP there exists at least one, not necessarily

unique, (undominated) optimal policy that is stationary and deterministic.

2.3 Value Functions

For any MDP, the state value function V assigns a value to each state. The value

V π(s) of a state s under a policy π is the expected return when the process starts in

state s and the decision maker follows policy π:

V π(s) = Eat∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

Similarly, the state-action value function Q assigns a value to each pair (s, a) of states

and actions. The value Qπ(s, a) of taking action a in state s under a policy π is the

4There is an analogous definition for cost minimization problems.
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expected return when the process starts in state s, and the decision maker takes

action a for the first step and follows policy π thereafter:

Qπ(s, a) = Eat∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s, a0 = a

)
.

The state and the state-action value functions for a deterministic policy π are related

as follows:

V π(s) = Qπ
(
s, π(s)

)
.

For a stochastic policy π this relationship takes into account the probability distrib-

ution over actions:

V π(s) =
∑

a∈A

π(a; s)Qπ(s, a) .

The state-action value function of a policy π (either deterministic or stochastic) can

also be expressed in terms of the state value function:

Qπ(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′)V π(s′) .

Given any policy π, the greedy policy π′ over π is a deterministic policy that can

be obtained from either Qπ or V π and is better than π. In particular, given the

state-action value function Qπ, the greedy policy π′ over π (or, over Qπ) is defined

as the policy that maximizes Qπ in every state:

π′(s) = arg max
a∈A

Qπ(s, a) .

The policy π′ is better than π in the sense that π′ yields an expected return that is

at least as much as that of π. In other words,

∀s ∈ S, Qπ′(
s, π′(s)

)
≥ Qπ

(
s, π(s)

)
.
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Given the state value function V π, the greedy policy π′ over π (or, over V π) is obtained

as:

π′(s) = arg max
a∈A

[
R(s, a) + γ

∑

s′∈S

P(s, a, s′)V π(s′)

]
.

Another way to see that π′ is better than π is to note that

∀s ∈ S, V π′

(s) ≥ V π(s) .

Let Q∗ = Qπ∗

and V ∗ = V π∗

be the state-action and the state value functions

of any optimal policy π∗, also known as the optimal value functions5. An obvious

consequence is that the greedy policy over the optimal value function Q∗ or V ∗ is

simply the optimal policy π∗ which is also the only policy with this property [30].

Notice that the greedy policy over π can be obtained by simple maximization

without any further information from the state-action value function Qπ, whereas the

transition model and the reward function of the process are necessary for obtaining

the greedy policy from the state value function V π.

2.4 Bellman Equations

For any policy π, the linear Bellman equation relates the Qπ values of several state-

action pairs. For a deterministic policy π and for any state-action pair (s, a), it is

true that6:

Qπ(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′)Qπ
(
s′, π(s′)

)
.

This equation follows directly from the definition of the state-action value function.

For a stochastic policy π, the expectation over possible actions must be taken into

5Even if there are several distinct optimal policies, they all share the same unique optimal value
functions.

6For the purposes of this thesis, most equations and algorithms are formed in terms of the state-
action value function Q; there is a similar formulation in terms of the state value function V .
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account:

Qπ(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′)
∑

a′∈A

π(a′; s′)Qπ(s′, a′) .

The exact Qπ values for all state-action pairs can be found by solving the (|S||A| ×

|S||A|) linear system that results from writing down the linear Bellman equation

for all state-action pairs. In either case, using matrix notation, this system can be

written down as

Qπ = R+ γPΠπQ
π ,

whereQπ andR are vectors of size |S||A|, P is a stochastic matrix of size (|S||A|×|S|)

that contains the transition model of the process,

P
(
(s, a), s′

)
= P(s, a, s′) ,

and Ππ is a stochastic matrix of size (|S| × |S||A|) that describes policy π,

Ππ

(
s′, (s′, a′)

)
= π(a′; s′) .

The resulting linear system,

(I− γPΠπ)Qπ = R ,

can be solved analytically or iteratively to obtain the exact Qπ values.

On the other hand, the nonlinear Bellman optimality equation relates values of

the state-action value function Q∗ of the (unknown) optimal policy π∗ for several

state-action pairs:

Q∗(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′) max
a′∈A

Q∗(s′, a′) .

This equation expresses the fact that the action choices of the optimal policy maxi-

mize the expected return. Unfortunately, the resulting system in this case is nonlin-

ear, because of the maximization operator, and a closed form solution is not possible.
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In matrix format, this nonlinear system becomes

Q∗ = R+ γPΠQ∗

maxQ
∗ .

As above, Q∗ andR are vectors of size |S||A|, P is a stochastic matrix of size (|S||A|×

|S|) that contains the transition model of the process, and ΠQ∗

max is a stochastic matrix

of size (|S| × |S||A|) defined as7

ΠQ∗

max

(
s′, (s′, a′)

)
=





1 , if a′ = arg max
a∈A

Q∗(s′, a)

0 , otherwise
.

Q∗ can be approximated arbitrarily closely by an iterative procedure as suggested by

the equation above:

Q(t+1) = R+ γPΠQ(t)

maxQ
(t) .

It can be shown that this iteration is a contraction with rate γ [9, 11], and so starting

with any arbitrary initialization it eventually converges to Q∗.

2.5 Bellman Operators

In certain cases, it is convenient to view the right-hand sides of the Bellman equations

as operators on a real-valued vector Q of size |S||A| with components Q(s, a). For

any policy π, the Bellman operator Tπ is defined as

(TπQ)(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′)Q(s′, π(s′)) ,

if π is deterministic, and

(TπQ)(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′)
∑

a′∈A

π(a′; s′)Q(s′, a′) ,

7It is assumed that ties in the arg max operator are broken in some way to ensure a unique
maximizing argument.
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if π is stochastic. Tπ is a monotonic and quasi-linear operator and a contraction

mapping in the L∞ norm with contraction rate γ [13]:

‖TπQ1 − TπQ2‖∞ ≤ γ‖Q1 −Q2‖∞ ,

for any two vectors Q1 and Q2. Let T n be the notation for n successive applications

of the operator T , that is,

T nQ = (T (T (T...(TQ)...)))︸ ︷︷ ︸
n times

.

For any initial vector Q, successive applications of Tπ converge to the state-action

value function Qπ of policy π:

lim
n→∞

T n
πQ = Qπ .

The Bellman optimality operator T∗ is defined as:

(T∗Q)(s, a) = R(s, a) + γ
∑

s′∈S

P(s, a, s′) max
a′∈A

Q(s′, a′) .

T∗ is also a monotonic and quasi-linear operator and a contraction mapping in the

L∞ norm with contraction rate γ [13]:

‖T∗Q1 − T∗Q2‖∞ ≤ γ‖Q1 −Q2‖∞ ,

for any two vectors Q1 and Q2. Successive applications of T∗ to any initial vector Q

converge to the state-action value function Q∗ of the optimal policy:

lim
n→∞

T n
∗ Q = Q∗ .

Qπ and Q∗ are the fixed points of the operators Tπ and T∗ respectively:

TπQ
π = Qπ and T∗Q

∗ = Q∗
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2.6 Policies and Value Functions

For any MDP, there is an interesting relationship between policies and value functions.

For any arbitrary policy π (stationary or stochastic) there exist unique value functions

V π and Qπ. These functions can be computed exactly given the policy π and the full

model of the MDP using the Bellman equations.

The reverse is not necessarily true. An arbitrary real-valued function is not nec-

essarily the value function of any policy. However, given a function V or Q that is

known to be a value function, it is possible to retrieve a policy π (not necessarily

unique) for which V π = V or Qπ = Q assuming that the full model of the MDP is

available; the |S||A| unknowns π(a; s) that define the policy π can be found using

the linear Bellman equations and the standard constraints (non-negative values that

sum up to 1) on all probability distributions over actions in each state.

Further, given a value function Qπ, it is trivial to construct the greedy policy over

Qπ. It is also possible to construct the greedy policy over V π, given a value function

V π provided that the full model of the MDP is also available.

2.7 Algorithms for MDPs

To solve an MDP means to find the optimal policy π∗. There is a variety of methods

for solving an MDP [53]. This section briefly reviews three of them: value itera-

tion, policy iteration, and linear programming. All these algorithms are planning

algorithms as they solve the sequential decision making problem given a complete

description of the process. All three algorithms assume that D is the uniform distrib-

ution over S, which poses no loss of generality since optimizing for the uniform initial

state distribution, automatically yields solutions that are optimal for any initial state

distribution.
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Value Iteration (S,A,P,R, γ,Q0, ǫ) Computes the optimal policy

// S : States
// A : Actions
// P : Transition model
// R : Expected reward function
// γ : Discount factor
// Q0 : Initial value function
// ǫ : Stopping criterion

Q′ ← Q0

repeat

Q← Q′

Q′ ← R+ γPΠQ
maxQ

until
(
‖Q−Q′‖∞ < ǫ

)

∀s ∈ S, π(s)← arg max
a∈A

Q′(s, a)

return π

Figure 2.1: The value iteration algorithm for MDPs.

2.7.1 Value Iteration

Value iteration [9, 11] is an iterative procedure in the space of value functions. It first

finds (or, rather, approximates) the optimal value function Q∗ by iterative application

of the Bellman optimality operator on some arbitrary initial vector Q0 and then

retrieves the optimal policy π∗ as the greedy policy over the computed Q∗. Due to

the contraction property of the operator, the iteration converges to Q∗ in an infinite

number of steps, but in practice it is commonly terminated when the change in the

value function between successive iterations is less than some small positive scalar ǫ.

The loss from such early termination can be bounded [76]:

‖Q−Q∗‖∞ < 2ǫ
γ

1− γ
,
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Policy Iteration (S,A,P,R, γ, π0) Computes the optimal policy

// S : States
// A : Actions
// P : Transition model
// R : Expected reward function
// γ : Discount factor
// π0 : Initial policy

π′ ← π0

repeat

π ← π′

Qπ ← (I− γPΠπ)−1R // Policy Evaluation
∀s ∈ S, π′(s)← arg max

a∈A
Qπ(s, a) // Policy Improvement

until (π = π′)

return π

Figure 2.2: The policy iteration algorithm for MDPs.

where ǫ is the stopping criterion, Q is the output of value iteration after termination,

and γ is the discount factor of the process. Note that the greedy policy over Q may

be the optimal one if Q is sufficiently close, but not necessarily equal to Q∗. The

computational cost of value iteration is only O(|S|2|A|) per iteration, but the number

of iterations needed for achieving a certain level of accuracy can grow exponentially

in the discount factor γ (the contraction rate). The algorithm is summarized in

Figure 2.1.

2.7.2 Policy Iteration

Policy iteration [30] is an iterative procedure in the space of possible policies. It

discovers the optimal policy by generating a sequence of monotonically improving

policies. Policy iteration begins with an arbitrary policy, computes its value function

(by solving the linear Bellman equations), and then constructs an improved policy
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LP-MDP (S,A,P,R, γ) Computes the optimal policy

// S : States
// A : Actions
// P : Transition model
// R : Reward function
// γ : Discount factor

minimize∑

s∈S

V (s)

subject to

V (s) ≥ R(s, a) + γ
∑

s′∈S

P(s, a, s′)V (s′), ∀s ∈ S, ∀a ∈ A

∀s ∈ S, π(s)← arg max
a∈A

[
R(s, a) + γ

∑

s′∈S

P(s, a, s′)V (s′)

]

return π

Figure 2.3: The linear programming algorithm for MDPs.

(the greedy policy over the computed value function). These two steps (policy evalu-

ation and policy improvement) are repeated until there is no change in the policy in

which case the iteration has converged to the optimal policy. The computational cost

of policy iteration is at most O (|S|3|A|3) per iteration8, but the number of iterations

is bounded by |A||S|, the total number of distinct policies. Littman et al [43] have

also shown that for any fixed value of the discount factor there is a bound on the

number of iterations which is polynomial in |S| and |A|, which implies that policy

iteration is a pseudo-polynomial time algorithm. The algorithm is summarized in

Figure 2.2.

8This computational cost can be reduced to O
(
|S|3 + |S|2|A|

)
if policy iteration is formulated in

terms of the state value function V .

25



2.7.3 Linear Programming

Finding the optimal value function for an MDP can be recast as a linear programming

problem [23, 22, 29] with |S| variables and |S||A| constraints. The linear program

expresses the fact that, for any state s and action a, the optimal value function

V ∗(s) cannot be less than the value Q∗(s, a) of taking action a in s and then acting

optimally, but must be equal to the highest value Q∗(s, a) over all action choices.

A general-purpose linear programming package can be used to obtain the optimal

value function V ∗ and the optimal policy can be retrieved as the greedy policy over

V ∗. Since linear programs can be solved in weakly polynomial time (polynomial

in |S|, |A|, and the number of bits B required for certain accuracy), the resulting

algorithm for MDPs is a weakly polynomial algorithm. The algorithm is summarized

in Figure 2.3.

2.8 Spectrum of Sequential Decision Making

The MDP model represents the basic sequential decision making model studied in this

thesis. This model can be extended along two dimensions to more general situations:

• the number of decision makers (singe- or multi- agent), and

• the nature of interaction (collaborative or competitive).

This characterization gives rise to four decision making situations, shown in Fig-

ure 2.4, which are modeled as Markov decision processes, team Markov decision

processes, zero-sum Markov games, and team zero-sum Markov games respectivelly.

In addition to these models, there exists a variety of other multiagent decision mak-

ing models [58] that are not studied in this thesis. For example, in general-sum

Markov games agents have their own reward function and the notion of collaboration

or competition is not so clear. Such games are analyzed in terms of equilibria, such
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Collaboration Competition

Single
agent Markov Decision Process (MDP) Zero-Sum Markov Game

Multi
agent Team MDP Team Zero-Sum Markov Game

Figure 2.4: Spectrum of Sequential Decision Making Problems

as Nash equilibria [45], where independent agents have no incentive to deviate from

their current policy, or correlated equilibria [3], where explicit dependencies among

agents can be expressed in terms of a correlation device. The main difficulty with

these models stems from the fact that multiple equilibria may exist, and also from

the fact that the notion of optimal decision making cannot be easily defined. The

term “Markov game” throughout the thesis refers to zero-sum Markov games, unless

otherwise stated.

2.8.1 Team Markov Decision Processes

A team Markov decision process is similar to an MDP, with the difference that there

are several agents making decisions and the evolution of the process is affected by

the joint action of all agents. In fact, a team MDP can be viewed as an MDP where

the entire team of agents is considered to be a single decision maker with its action
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space being the joint action space of all agents. Since the team has a common goal,

the agents will naturally have to collaborate to achieve this goal. Formally, a team

Markov decision process is defined as a 7-tuple (S, N, Ā,P , R, γ,D), where:

• S is the state space of the process;

• N is the number of agents;

• Ā is the joint action space of the decision makers;

LetAi be the action space of agent i, then Ā = A1×A2×...×AN . In most cases,

all agents share the same action space A in which case, Ā = A×A× ...×A =

AN . It is clear that the size of Ā is exponential in the number of agents N ;

even for a small number of agents there are numerous possible team choices.

• P is the transition model of the process;

P dictates the changes in the state of the process at each time step given the

current state s and the current joint action ā = (a1, a2, ..., aN ). P(s, ā, s′) =

P (s′|s, ā) denotes the probability of making a transition to state s′ when the

joint action ā is chosen in state s.

• R is the reward function (or cost function) of the process;

R(s, ā, s′) denotes the expected reward (or cost) of the transition s
ā
−→ s′.

Again, for simplicity of notation, we also define R : S × Ā 7→ IR, the expected

reward for taking action ā in state s, as:

R(s, ā) =
∑

s′∈S

P(s, ā, s′)R(s, ā, s′) .

• γ ∈ (0, 1] is the discount factor of the process;

• D is the initial state distribution of the process.
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As in MDPs, the goal of the team is to optimize the expected total discount reward.

A policy for a team MDP is a mapping from states to joint actions, π : S 7→ Ā

(deterministic policy) or from states to probabilities over joint actions, π : S 7→ Ω(Ā)

(stochastic policy). A policy π∗ that maximizes the expected total discounted reward

is optimal:

π∗ = arg max
π

Es∼D ; āt∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

The value functions V π(s) and Qπ(s, ā) are defined the same way as in the MDP

case, except that the Qπ function depends on the joint action of the team. Given

any value function Qπ, the greedy policy π′ over Qπ is the one that picks joint actions

that maximize Qπ in every state:

π′(s) = arg max
ā∈Ā

Qπ(s, ā) .

The greedy policy π′ over V π is defined similarly:

π′(s) = arg max
ā∈Ā

[
R(s, ā) + γ

∑

s′∈S

P(s, ā, s′)V π(s′)

]
.

It is also straightforward to write down the linear Bellman equations,

Qπ(s, ā) = R(s, ā) + γ
∑

s′∈S

P(s, ā, s′)Qπ(s′, π(s′)) ,

and the nonlinear Bellman optimality equations,

Q∗(s, ā) = R(s, ā) + γ
∑

s′∈S

P(s, ā, s′)

[
max
ā∈Ā

Q∗(s′, ā)

]
,

for a team MDP. Using matrix notation, the linear Bellman equations become

Qπ = R+ γPΠπQ
π ,
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but now Qπ and R are vectors of size |S||Ā|, P is a stochastic matrix of size (|S||Ā|×

|S|), and Ππ is a stochastic matrix of size (|S| × |S||Ā|).

The algorithms for solving MDPs can also be used to solve team MDPs, however

the main issue in this case becomes the huge joint action space which can turn the

simple maximization operation over actions at the same state into a very expensive

operation.

2.8.2 Zero-Sum Markov Games

Formally, a zero-sum Markov game is defined as a 7-tuple (S,A,O,P , R, γ,D), where:

• S is the state space of the game;

• A is the action space of the maximizer;

• O is the action space of the minimizer;

• P is the transition model of the game;

P dictates the changes in the state of the game at each time step given the

current state s, the current action a of the maximizer, and the current action o

of the minimizer. P(s, a, o, s′) = P (s′|s, a, o) denotes the probability of making

a transition to state s′ when actions a and o are chosen in state s.

• R is the reward function (or score function) of the game;

R(s, a, o, s′) denotes the expected reward (or score) of the transition s
a,o
−→ s′.

Again, for simplicity of notation, we also define R : S × A × O 7→ IR, the

expected reward for taking actions a and o in state s, as:

R(s, a, o) =
∑

s′∈S

P(s, a, o, s′)R(s, a, o, s′) .
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In principle, every player would have its own reward function. However, the

zero-sum nature of the game implies that every reward given to one player

comes at a cost for the other player. In other words, maximizing one player’s

reward implicitly minimizes the other player’s reward, and vice-versa. For that

reason, a single reward function for the game is sufficient.

• γ ∈ (0, 1] is the discount factor of the game;

• D is the initial state distribution of the game.

At the beginning of the game, the initial game state is drawn from D. At each

time step the two players choose actions simultaneously, the appropriate immediate

reward is provided to the players, and the next state is determined by the transition

model of the game. Note that if either player is permitted only a single action, the

Markov game becomes an MDP for the other player. The same is true if one player is

constantly playing a fixed stationary (deterministic or stochastic) policy; this player

can be viewed as part of the model of the process.

The two players in a Markov game have diametrically opposed goals. The max-

imizer is trying to maximize the total return, whereas the minimizer is trying to

minimize it. A (deterministic or stochastic) policy for a player in a Markov game is

defined exactly as in the MDP case. However, the performance of a policy depends

critically on the choice of the other player. The minimax notion of optimality in a

zero-sum Markov game provides a framework for evaluating a policy independently of

the actual choice of the opponent; it assumes a worst-case opponent that makes the

policy look the worst. Therefore, in the minimax sense, the maximizer is interested in

maximizing the expected total discounted reward assuming a worst-case minimizer:

π∗
max = arg max

π∈Ω(A)

Es∼D ; at∼π ; ot∼min ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.
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Similarly, the minimizer is interested in minimizing the expected total discounted

reward assuming a worst-case maximizer:

π∗
min = arg min

π∈Ω(O)

Es∼D ; at∼max ; ot∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

The minimax framework yields policies that are conservative on one hand, since a

weak opponent cannot be exploited, but safe on the other hand, since any possible

change in the opponent cannot be worse than the worst-case.

Under the minimax notion of optimality, for any Markov game, there is a least one

stationary optimal policy. However, unlike MDPs, such a policy may be stochastic,

that is, it may define a mixed strategy for every state. A simple example would be the

rock, paper, scissors game, where any deterministic policy can be trivially defeated.

The need for stochastic action selection stems from the uncertainty in the opponent’s

action and the fact that any deterministic action, if guessed by the opponent, can be

easily counterbalanced.

Because of the duality between maximizer and minimizer, the view of a maximizer

will be adopted for the rest of the presentation; the roles of maximizer and minimizer

can also be interchanged by simply negating the reward function.

For any policy π in a Markov game, the state value function V π(s) is the expected

total discounted reward when following policy π starting from state s. Formally,

V π(s) = Eat∼π ; ot∼min ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

Similarly, the state-action value function Qπ(s, a, o) is the expected total discounted

reward when following policy π starting from state s after the players take actions a

and o for the first time step. Formally,

Qπ(s, a, o) = Eat∼π ; ot∼min ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s, a0 = a, o0 = o

)
.
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Given any value function Qπ, the greedy minimax policy over Qπ is the policy that

maximizes Qπ in the minimax sense in every state s :

π′(s) = arg max
π′′(s) ∈Ω(A)

min
o∈O

∑

a∈A

π′′(a; s)Qπ(s, a, o) .

The distribution π′(s) can be obtained by solving the following linear program:

Maximize: V

Subject to:
∑

a∈A

π′(a; s) = 1

∀a ∈ A, π′(a; s) ≥ 0

∀o ∈ O, V ≤
∑

a∈A

π′(a; s)Qπ(s, a, o)

The greedy minimax policy over V π is defined similarly:

π′(s) = arg max
π′′(s) ∈Ω(A)

min
o∈O

∑

a∈A

π′′(a; s)

(
R(s, a, o) + γ

∑

s′∈S

P(s, a, o, s′)V π(s′)

)
,

and can be obtained by solving a linear program:

Maximize: V

Subject to:
∑

a∈A

π′(a; s) = 1

∀a ∈ A, π′(a; s) ≥ 0

∀o ∈ O, V ≤
∑

a∈A

π′(a; s)

(
R(s, a, o) + γ

∑

s′∈S

P(s, a, o, s′)V π(s′)

)

Notice that in order to obtain the greedy policy, the model is also necessary if only

a state value function is available; given a state-action value, no further information

is needed.

The Bellman equations for a Markov game are similar to those for an MDP with

the exception that the opponent’s actions are taken into account [51]. In particular,

the Bellman equations take the following form:

Qπ(s, a, o) = R(s, a, o) + γ
∑

s′∈S

P(s, a, o, s′)

(
min
o′∈O

∑

a′∈A

π(a′; s′)Qπ(s′, a′, o′)

)
.
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Notice that this equation is nonlinear because of the minimization operator. Nev-

ertheless, the system of these |S| × |A| × |O| equations can be solved iteratively to

yield the state-action value function Qπ for any policy π. In fact, this is equivalent

to solving a minimizing MDP for the minimizer using value iteration.

The Bellman optimality equations take the following form [51]:

Q∗(s, a, o) = R(s, a, o)+γ
∑

s′∈S

P(s, a, o, s′)

(
max

π(s′) ∈Ω(A)
min
o′∈O

∑

a′∈A

π(a′; s′)Q∗(s′, a′, o′)

)
,

and can be solved iteratively to obtain the state-action value function of the optimal

minimax policy. Note, however, that in each iteration and for each equation one

linear program must be solved for the maximization over probability distributions.

The value iteration algorithm and the policy iteration algorithm for solving MDPs

can be modified to solve Markov games [42]. For example, the value iteration algo-

rithm can be implemented by iterating through the Bellman optimality equation

to approximate the optimal state-action value function, and then constructing the

greedy policy over this value function. However, unlike MDPs, this greedy policy

will not necessarily be optimal, unless the value function is exact, which occurs only

after an infinite number of iterations. Similarly, the policy iteration algorithm can

be implemented by fixing a policy πi, solving for Qπi (using the Bellman equations

above), choosing πi+1 as the minimax policy with respect to Qπi and iterating. This

algorithm converges to the optimal minimax policy π∗ in the limit of an infinite num-

ber of iterations. This is expected since the set of stochastic policies is not of finite

size.

The main issue that arises in this context is the high computational cost that

comes from the linear programs that must be solved. Each linear program has O(|A|)

or O(|O|) variables and O(|A|+ |O|) constraints. Depending on the size of the action

spaces, the cost of solving a huge number of such linear programs may be prohibitive.
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2.8.3 Team Zero-Sum Markov Games

A team zero-sum Markov game is very similar to a Markov game, with the difference

that the game is between a maximizer team and a minimizer team each of which is

composed of several agents. The evolution of the game is affected by the joint actions

of all agents in each team. In fact, a team Markov game can be viewed as a Markov

game where the entire maximizer team is considered as a single maximizer with its

action space being the joint action space of team, and similarly the entire minimizer

team as a single minimizer. The goal of each team is to compete against the other

team, so agents in different teams are in fact competing against each other. However,

given that teammates share a common goal, agents in the same team will naturally

have to collaborate with teammates to achieve this goal. Formally, a team zero-sum

Markov game is defined as a 9-tuple (S, N, Ā,M, Ō,P , R, γ,D), where:

• S is the state space of the game;

• N is the number of maximizers;

• Ā is the joint action space of the maximizers;

Let Ai be the action space of maximizer i, then Ā = A1 × A2 × ... × AN .

In most cases, all maximizers share the same action space A in which case,

Ā = A×A× ...×A = AN . It is clear that the size of Ā is exponential in the

size of the team, N ; even for a small teams there are numerous possible team

choices.

• M is the number of minimizers;

• Ō is the joint action space of the minimizers;

Let Oi be the action space of minimizer i, then Ō = O1 × O2 × ... × OM .

In most cases, all minimizers share the same action space O in which case,
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Ō = O×O× ...×O = OM . It is clear that the size of Ō is exponential in the

size of the team, M ; even for a small teams there are numerous possible team

choices.

• P is the transition model of the game;

P dictates the changes in the state of the process at each time step given the

current state s, the current joint action ā = (a1, a2, ..., aN) of the maximizers,

and the current joint action ō = (o1, o2, ..., oM ) of the minimizers. P(s, ā, ō, s′) =

P (s′|s, ā, ō) denotes the probability of making a transition to state s′ when the

joint actions ā and ō are chosen in state s.

• R is the reward function (or score function) of the game;

R(s, ā, ō, s′) denotes the expected reward (or score) of the transition s
ā,ō
−→ s′.

Again, for simplicity of notation, we also define R : S × Ā × Ō 7→ IR, the

expected reward for taking joint actions ā and ō in state s, as:

R(s, ā, ō) =
∑

s′∈S

P(s, ā, ō, s′)R(s, ā, ō, s′) .

The zero-sum nature of the game implies that every reward given to one team

comes at a cost for the other team. In other words, maximizing one team’s

reward implicitly minimizes the other team’s reward, and vice-versa. Therefore,

there is no need for separate reward functions for each team.

• γ ∈ (0, 1] is the discount factor of the game;

• D is the initial state distribution of the game.

As in Markov games, the goal of each team is to optimize (either maximize or mini-

mize) the expected total discounted reward in the minimax sense.

36



The team Markov game is the most general model among those considered in

this thesis since it includes all the other models as special cases. If one team, say

the minimizer team, is fixed to playing a single stationary policy, then the problem

becomes an MDP (for N = 1) or a team MDP (for N > 1) for the other team (the

maximizers). Also, for N = 1 and M = 1, the problem reduces to a typical Markov

game.

A (deterministic or stochastic) policy for a team in a team Markov game is de-

fined exactly as in the team MDP case. Such a policy selects actions for the entire

team. The optimal policy for the maximizer team would maximize the expected total

discounted reward assuming a worst-case minimizer team:

π∗
max = arg max

π∈Ω(Ā)

Es∼D ; āt∼π ; ōt∼min ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

The state and state-action value functions are defined exactly as in the Markov game

case, with the exception that the state-action value function Qπ depends on the joint

actions of each team:

Qπ(s, ā, ō) = Eāt∼π ; ōt∼min ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s, ā0 = ā, ō0 = ō

)
.

Given any value function Qπ, the greedy minimax policy over Qπ is the policy that

maximizes Qπ in the minimax sense in every state s :

π′(s) = arg max
π′′(s) ∈Ω(Ā)

min
ō∈Ō

∑

ā∈Ā

π′′(ā; s)Qπ(s, ā, ō) .

The distribution π′(s) can be obtained by solving the following linear program:

Maximize: V

Subject to:
∑

ā∈Ā

π′(ā; s) = 1

∀ā ∈ Ā, π′(ā; s) ≥ 0

∀ō ∈ Ō, V ≤
∑

ā∈Ā

π′(ā; s)Qπ(s, ā, ō)
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The Bellman equations for a team Markov game take the following form:

Qπ(s, ā, ō) = R(s, ā, ō) + γ
∑

s′∈S

P(s, ā, ō, s′)

(
min
ō′∈Ō

∑

ā′∈Ā

π(ā′; s′)Qπ(s′, ā′, ō′)

)
.

The system of these |S||Ā||Ō| equations can be solved iteratively to yield the state-

action value function Qπ for any policy π.

The Bellman optimality equations take the following form:

Q∗(s, ā, ō) = R(s, ā, ō)+γ
∑

s′∈S

P(s, ā, ō, s′)

(
max

π(s′) ∈Ω(Ā)
min
ō′∈Ō

∑

ā′∈Ā

π(ā′; s′)Q∗(s′, ā′, ō′)

)
,

and can be solved iteratively to obtain the state-action value function of the optimal

minimax policy.

The algorithms for solving Markov games can also be used for solving team

Markov games, however the main issue here becomes the size of the joint action

spaces which grows exponentially with the number of agents in each team. Each lin-

ear program contains O(|Ā|) or O(|Ō|) variables and O(|Ā|+ |Ō|) constraints, where

|Ā| is exponential in N and |Ō| is exponential in M . Even for small teams, these

linear programs can be huge and the cost of solving even one of them, let alone the

cost of solving a huge number of them, may be prohibitively high.

2.9 Learning to Make Sequential Decisions

The previous sections described a family of mathematical models for sequential deci-

sion making problems. Any practical decision making problem that can be modeled in

this framework with all the parameters defined, can be solved by any of the planning

algorithms mentioned above. However, for many practical problems, a full model

is rarely available. Typically, the number of decision makers, the state space, the
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action space(s), the discount factor, and the starting state distribution are available,

whereas the transition model and the reward function are missing. It is still desirable

to be able to evaluate, or, even better, find good decision policies for such problems.

However, our algorithms, in this case, will have to rely on a different kind of informa-

tion. This information comes from interaction between the decision maker and the

process itself or from a generative model of the process9 and includes observations of

states, actions, and rewards. The problem of evaluating a given policy or discovering

a good policy from such information is know as reinforcement learning.

The problem of learning does not come up only in situations where parts of the

model are unknown. In many cases, the model is known and representable in some

compact format, but the size of the problem is so large that the computational cost

of solving it is prohibitive. Or, in other cases, it is not possible to “spell-out” the

explicit model in some compact format, but is fairly easy to construct a generative

model of the process. In both cases, learning techniques can be used to solve the

desired prediction or control problem, since experience from interaction can be easily

collected.

The information that the agent collects from observations is commonly organized

in tuples known as samples because each tuple describes a sampled transition. For

MDPs, samples are of the form

(s, a, r, s′) ,

meaning that at some time step the process was in state s, action a was taken by

the agent, a reward r was received, and the resulting next state was s′. The time of

observation is irrelevant because of the Markov property, and therefore samples are

not time-indexed. Samples are not much different in other models. For team MDPs,

9A generative model of an MDP is a simulator of the process, that is, a “black box” that takes a
state s and an action a as inputs and generates a reward r and a next state s′ sampled according
to the dynamics of the MDP.
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samples take the form

(s, ā, r, s′) ,

whereas for Markov games they become

(s, a, o, r, s′) ,

and finally for team Markov games they come as

(s, ā, ō, r, s′) ,

using the notation from previous sections.

Notice that a single sample provides some (minimal) information about the un-

known transition model and the unknown reward function. In particular, focusing on

MDPs, (s, a, r, s′) suggests that r is a plausible value of R(s, a, s′) or R(s, a) and that

s′ is a plausible next state under the probability distribution P(s, a, s′) = P (s′|s, a).

One such sample by itself may not contain much information, but many samples of

the form (s, a, ∗, ∗) can be used to derive good estimates of R(s, a) and P(s, a, s′).

One approach to the learning problem, known as model-based learning (or indirect

method) actually does exactly that. Samples are used to construct good estimates of

R and P to form a complete MDP model. Then, a call to any planning algorithm

can solve the prediction or control problem at hand. The extent to which the solution

is satisfactory depends heavily on how close the learned estimates of R and P are

to the true ones. Model-based learning can be very successful for small problems,

but becomes impractical for large problems, in which sometimes the only reason for

applying learning methods is precisely a desire to avoid dealing with a model of the

process. Another, more direct, approach to the learning problem, known as model-

free learning (or, direct method) focuses on the target product (a value function or a

policy) and bypasses any kind of model. Samples in this case are used directly for

constructing or modifying a solution.
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Samples can be collected from actual (sequential) episodes of interaction with

the process or from queries to a generative model of the process. In the first case,

the learning agent does not have much control on the distribution of samples over

the state space, since the process cannot be reinitialized at will. In contrast, with a

generative model the agent has full control on the distribution of samples over the

state space as queries can be made for any arbitrary state. However, in both cases,

the action choices of the learning agent are not restricted by the process, but only by

the learning algorithm that is running. In fact, samples may even come from stored

experiences of other agents on the same MDP.

Depending on how samples are collected and/or processed, learning algorithms

receive different characterizations. On-line learning refers to the case where learning

takes place at the same time as the agent is being tested on the actual process. The

implication is that each sample is processed as soon as it is collected and the learned

information is used immediately for action selection. In contrast, off-line learning

refers to the case where learning takes place separately from testing. Samples are

processed either as they are collected or after they are all collected and action choices

are only constrained by the needs of the learning algorithm. Testing takes place only

after learning is complete. Depending on the constraints imposed by the learning

algorithm on the action choices of the agent, we have on-policy learning methods,

whereby the agent is forced to choose actions using a certain fixed policy, and off-

policy methods, where the agent can choose actions arbitrarily. The distinction be-

tween on-line and off-line learning makes sense in the context of control, whereas the

distinction between on-policy and off-policy methods is appropriate in the context of

prediction.
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Chapter 3

Approximate Policy Iteration

This chapter discusses the policy iteration algorithm and its approximate forms in

detail. In particular, the actor-critic framework that encapsulates all policy iteration

algorithms is introduced and the possible approximations at different parts of this

framework are discussed in turn. This chapter also provides an overview of the general

theoretical results for approximate policy iteration and sets the stage for introducing

the new algorithms in the subsequent chapters.

3.1 Actor-Critic Architectures

Policy Iteration is probably the most practical algorithm for solving decision making

problems in the MDP framework. It was proposed by Howard in the 60’s [30] and

has been used widely since then. Its main advantage over value iteration is that it

takes big steps in policy space and it is guaranteed to converge to the optimal policy

in a finite number of iterations. Compared to the linear programming algorithm,

policy iteration runs in comparable running time without the need for an expensive

commercial linear program solver.

Policy iteration, in general, involves two basic procedures:

• Policy Evaluation : A procedure that evaluates the quality of a policy. The

input to this procedure is a representation of the policy under evaluation along

with the model of the process and the output is (typically) the value function

of the input policy.

• Policy Improvement : A procedure that generates an improved policy. It takes
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Figure 3.1: Policy Iteration (Actor-Critic Architecture)

as input the outcome of policy evaluation and perhaps a representation of the

current policy and outputs a new policy which is better than the current one.

This improved policy is typically the greedy policy over the value function of

the previous policy.

These two procedures are also know as the actor (policy improvement) and the critic

(policy evaluation), because the actor is responsible for the way the agent acts and

the critic is responsible for criticizing the way the agent acts. Hence, policy iteration

algorithms are also known as actor-critic architectures [5, 64]. Figure 3.1 shows a

block diagram of policy iteration (or an actor-critic architecture) and the dependen-

cies among the various components. Notice that the model of the process is necessary

only for policy evaluation. This is a side-effect of the fact that policy evaluation out-

puts the state-action value function Qπ from which an improved policy can be derived

without reference to the model of the process. In other formulations of policy iter-

ation, the outcome of policy evaluation is the state value function V π in which case

the model is necessary for policy improvement. The former formulation is preferred

throughout this thesis as more appropriate for forming learning algorithms where

there is no model available.
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3.2 Approximations in Policy Iteration

Policy iteration is known to converge to the optimal policy π∗ and the optimal value

functionQ∗ starting from any arbitrary initial policy, provided that the representation

of value functions and policies is exact. Unfortunately, exact representation can only

be achieved by tabular data structures that require a huge amount of storage. If S

is the state space of the process and A is the action space of the agent, the tabular

representation for a deterministic policy needsO(|S|) space (one action choice for each

state), for a stochastic policy it needs O(|S| × |A|) space (one probability value for

each action in each state), and for a state-action value function it requires O(|S|×|A|)

space (one value for each state-action pair). Therefore, only small problems can be

solved using such a representation. It is easy to see that for problems with a large

state space (not to mention infinite or continuous state spaces) and/or problems with

many agents where the joint action space is exponentially large, this representation

is impractical, if not infeasible.

Despite this discouragement, the urgent need for solutions to practical problems

has drawn attention to approximate methods for solving decision making problems

[25]. These methods use approximate representations to avoid the curse of dimen-

sionality (the exponential growth of the state or action space as a function of the

dimensionality of the state or action) that characterizes exact methods. Approxi-

mate methods cannot guarantee optimal solutions, but only good enough solutions.

For many practical problems such solutions are sufficient. This is not to say that ap-

proximate methods are doomed to always finding suboptimal solutions; if an optimal

solution lies within the space of solutions that can be represented within the limits

of an approximate method, it is possible that an optimal solution will be discovered.

For many problems, this is indeed the case.
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Approximations in the policy iteration framework can be introduced at two places1:

• The representation of the value function: In this case, the tabular (exact) rep-

resentation of the real-valued function Qπ(s, a) is replaced by a parametric

function approximator Q̂π(s, a;w), where w are the adjustable parameters of

the approximator.

• The representation of the policy: In this case, the tabular (exact) representation

of the policy π(s) is replaced by a parametric representation π̂(s; θ), where θ

are the adjustable parameters of the representation.

In either case, only the parameters of the representation need to be stored (along with

a compact representation of the approximation architecture) and the storage require-

ments are much smaller than the full tabular case. When it comes to approximations,

there are two crucial decisions that need to be made :

• the choice of the parametric approximation architecture, and

• the choice of the projection method (parameter adjustment).

There are numerous choices for parametric approximation architectures that will be

discussed in detail at the appropriate places in subsequent chapters. However, in any

case, the first choice, limits significantly the options for the second choice. There is

no general recipe for these choices, but in making these decisions, one has to balance

the trade-off between accuracy of the approximation, storage needs, and complexity

involved in generating and using the approximation. An approximate policy iteration

algorithm is complete when the architecture and the projection method for either the

value function or the policy or both have been fixed.

1As a notational convention, an approximate representation is denoted with the ̂ symbol.
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Figure 3.2: Approximate Policy Iteration

Figure 3.2 shows a block diagram of approximate policy iteration. The only data

structures that need to be stored are the approximate value function and the ap-

proximate policy. Notice that policy evaluation and value function projection are

essentially blended into one procedure, because there is no intermediate representa-

tion of a full value function that would facilitate their separation. The same also

is true for policy improvement and policy projection, since there is no intermediate

representation for a complete policy. These facts demonstrate the difficulty involved

in the use of approximate methods within policy iteration: off-the-self architectures

and projection methods cannot be applied blindly; they have to be fully integrated

into the policy iteration framework. However, on the other hand, it is exactly this

difficulty that lends itself to new research directions some of which were undertaken

in this thesis.
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3.3 Approximation Error Bounds

A natural concern that comes up in the context of approximations is the degree

to which performance is hurt when approximations are used. This section provides

some answers to these questions in the general case, that is, without committing to

any particular architecture and/or projection method. Some of these results with

reference to the state value function instead of the state-action value function used

here have been derived before by Bertsekas and Tsitsiklis [13].

The very idea of using approximations is based on the presumption that, if the

approximate value function and/or policy are not far from the optimal ones, the

performance will not be hurt by much. In a series of theorems, I show that, if the

approximation error is bounded, then the loss in performance is bounded as well.

Further, this loss in performance diminishes to zero as the approximation error goes

to zero.

First, let’s consider the case where only value functions are approximated and

policies are represented exactly. The following theorem shows that the performance

of the (exact) greedy policy over an approximation to the optimal value function is

not far from the optimal policy.

Theorem 3.3.1 Let Q̂∗ be an approximation to the optimal value function Q∗, such

that ‖Q̂∗ −Q∗‖∞ = ǫ ≥ 0. If π is the greedy policy over Q̂∗, then

‖Qπ −Q∗‖∞ ≤
2γǫ

1− γ
,

where γ is the discount factor of the process.

Proof: Using the triangle inequality and the fact that both Tπ and T∗ are contractions
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with rate γ, we have

‖Qπ −Q∗‖∞ = ‖TπQ
π −Q∗‖∞

≤ ‖TπQ
π − TπQ̂

∗‖∞ + ‖TπQ̂
∗ −Q∗‖∞

≤ γ‖Qπ − Q̂∗‖∞ + ‖T∗Q̂
∗ − T∗Q

∗‖∞

≤ γ
(
‖Qπ −Q∗‖∞ + ‖Q∗ − Q̂∗‖∞

)
+ γ‖Q̂∗ −Q∗‖∞

= γ‖Qπ −Q∗‖∞ + γ‖Q̂∗ −Q∗‖∞ + γǫ

= γ‖Qπ −Q∗‖∞ + 2γǫ

=⇒ ‖Qπ −Q∗‖∞ ≤
2γǫ

1− γ

which proves the theorem.

This theorem can be generalized to show that the performance of the (exact)

greedy policy over an approximation to the value function of some arbitrary policy

is not far from the performance of the original policy, as shown below.

Theorem 3.3.2 Let Q̂π be an approximation to the value function Qπ of some policy

π, such that ‖Q̂π −Qπ‖∞ = ǫ ≥ 0. If π′ is the greedy policy over Q̂π, then

‖Qπ′

−Qπ‖∞ ≤
2γǫ

1− γ
,

where γ is the discount factor of the process.

Proof: Using the triangle inequality and the fact that both Tπ′ and Tπ are contrac-
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tions with rate γ, we have

‖Qπ′

−Qπ‖∞ = ‖Tπ′Qπ′

−Qπ‖∞

≤ ‖Tπ′Qπ′

− Tπ′Q̂π‖∞ + ‖Tπ′Q̂π −Qπ‖∞

≤ γ‖Qπ′

− Q̂π‖∞ + ‖TπQ̂
π − TπQ

π‖∞

≤ γ
(
‖Qπ′

−Qπ‖∞ + ‖Qπ − Q̂π‖∞

)
+ γ‖Q̂π −Qπ‖∞

= γ‖Qπ′

−Qπ‖∞ + γ‖Q̂π −Qπ‖∞ + γǫ

= γ‖Qπ′

−Qπ‖∞ + 2γǫ

=⇒ ‖Qπ′

−Qπ‖∞ ≤
2γǫ

1− γ

which proves the theorem.

Secondly, let’s consider the case where only policies are approximated and value

functions are represented exactly. The following theorem shows that the performance

of a policy that approximates the optimal policy is not far from optimal.

Theorem 3.3.3 Let π̂ be an approximate policy that is close to the optimal policy

π∗ in the sense that ‖TbπQ
∗ − T∗Q

∗‖∞ = δ ≥ 0. Then,

‖Qbπ −Q∗‖∞ ≤
δ

1− γ
,

where γ is the discount factor of the process.

Proof: Using the triangle inequality and the fact that Tbπ is a contraction with rate
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γ, we have

‖Qbπ −Q∗‖∞ = ‖TbπQ
bπ −Q∗‖∞

≤ ‖TbπQ
bπ − TbπQ

∗‖∞ + ‖TbπQ
∗ −Q∗‖∞

≤ γ‖Qbπ −Q∗‖∞ + ‖TbπQ̂
∗ − T∗Q

∗‖∞

≤ γ‖Qbπ −Q∗‖∞ + δ

=⇒ ‖Qbπ −Q∗‖∞ ≤
δ

1− γ

which proves the theorem.

This last theorem can be generalized to show that the performance of a policy

that approximates an arbitrary policy is not far from the performance of the original

policy.

Theorem 3.3.4 Let π̂ be an approximate policy that is close to some policy π in the

sense that ‖TbπQ
π − TπQ

π‖∞ = δ ≥ 0. Then,

‖Qbπ −Qπ‖∞ ≤
δ

1− γ
,

where γ is the discount factor of the process.

Proof: Using the triangle inequality and the fact that Tbπ is a contraction with rate

γ, we have

‖Qbπ −Qπ‖∞ = ‖TbπQ
bπ −Qπ‖∞

≤ ‖TbπQ
bπ − TbπQ

π‖∞ + ‖TbπQ
π −Qπ‖∞

≤ γ‖Qbπ −Qπ‖∞ + ‖TbπQ̂
π − TπQ

π‖∞

≤ γ‖Qbπ −Qπ‖∞ + δ

=⇒ ‖Qbπ −Qπ‖∞ ≤
δ

1− γ
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which proves the theorem.

Now, let’s consider the case where both value functions and policies are approxi-

mated. The following theorem shows that errors in approximating the optimal value

function and in approximating the greedy policy over the approximate value function

do not result in a big loss of performance.

Theorem 3.3.5 Let Q̂∗ be an approximation to the optimal value function Q∗, such

that ‖Q̂∗ −Q∗‖∞ = ǫ ≥ 0, and π̂ be an approximate policy that is close to the greedy

policy over Q̂∗ in the sense that ‖TbπQ̂
∗ − T∗Q̂

∗‖∞ = δ ≥ 0. Then,

‖Qbπ −Q∗‖∞ ≤
2γǫ+ δ

1− γ
,

where γ is the discount factor of the process.

Proof: Let π′ be the (exact) greedy policy over the value function Q̂∗ and let Qπ′

be the (exact) value function of policy π. It is true that T∗Q̂
∗ = Tπ′Q̂∗. Using

theorems 3.3.2 and 3.3.3, we have:

‖Qbπ −Q∗‖∞ ≤ ‖Qbπ −Qπ′

‖∞ + ‖Qπ′

−Q∗‖∞

≤
δ

1− γ
+

2γǫ

1− γ

≤
2γǫ+ δ

1− γ

which proves the theorem.

The same theorem can be cast for any arbitrary policy to show that performance

loss is bounded if the approximation errors are bounded.

Theorem 3.3.6 Let Q̂π be an approximation to the value function Qπ of some policy

π, such that ‖Q̂π − Qπ‖∞ = ǫ ≥ 0, and π̂ be an approximate policy that is close to
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the greedy policy over Q̂π in the sense that ‖TbπQ̂
π − T∗Q̂

π‖∞ = δ ≥ 0. Then,

‖Qbπ −Qπ‖∞ ≤
2γǫ+ δ

1− γ
,

where γ is the discount factor of the process.

Proof: Let π′ be the (exact) greedy policy over the value function Q̂π and let Qπ′

be the (exact) value function of policy π. It is true that T∗Q̂
π = Tπ′Q̂π. Using

theorems 3.3.2 and 3.3.4, we have:

‖Qbπ −Qπ‖∞ ≤ ‖Qbπ −Qπ′

‖∞ + ‖Qπ′

−Qπ‖∞

≤
δ

1− γ
+

2γǫ

1− γ

≤
2γǫ+ δ

1− γ

which proves the theorem.

3.4 Approximate Policy Iteration Bounds

The previous section provided some bounds on the performance loss due to one-step

approximation errors. A more interesting question, however, is whether the sequence

of policies and value functions generated by an approximate policy iteration algorithm

converges to a policy and a value function that are not far from the optimal ones, if it

converges at all. The answer to this question is given by the following generic theorem

which shows that approximate policy iteration is a fundamentally sound algorithm:

if the error in policy evaluation and projection and the error in policy improvement

and projection are bounded, then approximate policy iteration generates policies

whose performance is not far from the optimal performance. Further, this difference
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diminishes to zero as the errors decrease to zero. The original theorem with reference

to the state value function is due to Bertsekas and Tsitsiklis [13].

Theorem 3.4.1 Let π̂0, π̂1, π̂2, ..., π̂k be the sequence of policies generated by an

approximate iteration algorithm and let Q̂bπ0, Q̂bπ1, Q̂bπ2, ..., Q̂bπk be the corresponding

approximate value functions. Let ǫ and δ be positive scalars that bound the error in

all approximations (over all iterations) to value functions and policies respectively:

∀ k = 0, 1, 2, ..., ‖Q̂bπk −Qbπk‖∞ ≤ ǫ ,

and

∀ k = 0, 1, 2, ..., ‖Tbπk+1
Q̂bπk − T∗Q̂

bπk‖∞ ≤ δ .

Then, this sequence eventually produces policies whose performance is at most a con-

stant multiple of ǫ and δ away from the optimal performance:

lim sup
k→∞

‖Q̂bπk −Q∗‖∞ ≤
δ + 2γǫ

(1− γ)2
.

Proof: Using theorem 3.3.6 with π̂ = π̂k+1 and π = π̂k , we obtain

‖Qbπk+1 −Qbπk‖∞ ≤
2γǫ+ δ

1− γ
.

Now, using theorem 3.3.5 with π̂ = π̂k+1, we have

‖Qbπk+1 −Q∗‖∞ ≤
2γǫ+ δ

1− γ

=⇒ ‖Qbπk+1 −Q∗‖∞ ≤ γ‖Qbπk+1 −Q∗‖∞ + 2γǫ+ δ

=⇒ ‖Qbπk+1 −Q∗‖∞ ≤ γ
(
‖Qbπk+1 −Qbπk‖∞ + ‖Qbπk −Q∗‖∞

)
+ 2γǫ+ δ

=⇒ ‖Qbπk+1 −Q∗‖∞ ≤ γ

(
2γǫ+ δ

1− γ

)
+ γ‖Qbπk −Q∗‖∞ + 2γǫ+ δ

=⇒ ‖Qbπk+1 −Q∗‖∞ ≤ γ‖Qbπk −Q∗‖∞ +
2γǫ+ δ

1− γ
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The last inequality implies that the sequence ζk = ‖Qbπk −Q∗‖∞ is bounded, since

ζk ≤ γζk−1 +
2γǫ+ δ

1− γ

≤ γ2ζk−1 + γ
2γǫ+ δ

1− γ
+

2γǫ+ δ

1− γ

≤ ...

≤ γkζ0 +

(
2γǫ+ δ

1− γ

)
k−1∑

j=0

γj

= γkζ0 +
(2γǫ+ δ)(1− γk)

(1− γ)2

and ζ0 < ∞. Taking the limit superior of this sequence as k → ∞ and given that

γ < 1, we have

lim sup
k→∞

ζk ≤
2γǫ+ δ

(1− γ)2

which proves the claim.

The key result of the theorem above is that approximate policy iteration does

not diverge, that is, approximation errors are not amplified in each iteration. The

bound shows that in the limit the iteration may or may not converge to a certain

policy. If it does converge, the performance loss of the resulting policy compared to

the optimal one is bounded by a multiple of the approximation errors. If it does not

converge, the sequence will necessary oscillate within a bounded region of the policy

space, where the performance loss for all policies in the region is bounded again by a

multiple of the approximation errors. Note that the bound stated in the theorem is

a worst-case bound; in practice, performance loss can be significantly less.
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Chapter 4

Value Function Approximation

This chapter discusses approximation methods for representing value functions over

large state spaces where tabular methods become impractical. It focuses mostly

on linear approximation architectures that are used extensively in the thesis. In

addition, two different policy evaluation and value function projection methods for

linear approximation architectures are derived and are being compared.

4.1 Value Function Approximation Architectures

Most algorithms for planning or learning in MDPs rely on computing or learning

a value function, which is a real-valued function over the state or the state-action

space. Unfortunately, if the state and/or the action spaces of the process are fairly

large, the exact (tabular) representation of a value function becomes problematic.

Not only does memory space become insufficient very quickly, but also computing or

learning accurately all the entries of the function requires a tremendous amount of

computation and data.

This limitation has not discouraged researchers from trying to find practical so-

lutions to large problems. In most such cases, function approximation techniques

have been used to approximate the value function, therefore sacrificing some rep-

resentational accuracy in order to make the representation manageable in practice.

Sacrificing accuracy in the representation of the value function is not so critical,

since the ultimate goal is to find a good policy and not necessarily an accurate value

function.

Let Q̂π(s, a;w) be an approximation to Qπ(s, a) represented by a parametric ap-
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proximation architecture with free parameters w. The very idea of value function

approximation is that the parameters w can be adjusted appropriately so that the

approximate values are “close enough” to the original values,

Q̂π(s, a;w) ≈ Qπ(s, a) ,

and, therefore, Q̂π can be used in place of the exact value function Qπ. The char-

acterization “close enough” (≈) accepts a variety of interpretations in this context

and it does not necessarily refer to a minimization of some norm. Value function

approximation should be regarded as a functional approximation rather than as a

pure numerical approximation, where “functional” refers to the ability of the approx-

imation to play closely the functional role of the original function within a decision

making algorithm.

The benefits of value function approximation are obvious. The storage require-

ments are much smaller compared to the tabular case since only the parameters w

need to be stored along with a compact description of the architecture itself. In

general, for most approximation architectures, the storage needs are independent of

the size of the state space and/or the size of the action space. Further, for most

approximation architectures there is no restriction on the state space to be a finite

set; it can easily be an infinite, or even a continuous, space.

The difficulty associated with value function approximation, beyond the loss in

accuracy, is the choice of the projection method (adjustment of the parameters). This

is a method of finding appropriate parameters that maximize the accuracy of the

approximation according to certain criteria and with respect to the target function.

Typically, for ordinary function approximation, this is done using a training set of

examples of the form
{
(s, a), Qπ(s, a)

}
that provide the value Qπ(s, a) of the target

function at certain sample points (s, a) (supervised learning). Unfortunately, in the

context of decision making, the target function (Qπ) is completely unknown. Had
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it been possible to compute it, value function approximation would have been un-

necessary. In fact, it is not even possible to analytically compute the true value of

the function Qπ at certain isolated sample points due to interdependencies between

the values at all points. The implication of this difficulty is that policy evaluation

and projection to the approximation architecture must be blended together. This is

usually achieved by trying to find values for the free parameters so that the approxi-

mate function has certain properties that are “similar” to those of the original value

function.

There is a variety of approximation architectures one can choose from: per-

ceptrons, multi-layer neural networks, splines, polynomials, radial basis functions,

CMACs, support vector machines, wavelets, etc. These architectures have diverse

representational power and generalization abilities and the most appropriate choice

will heavily depend on the properties of the decision making problem at hand. The

projection methods associated with these architectures are, unfortunately, designed

for a supervised learning setting. For successful use in the context of decision making,

new combined evaluation and projection methods must be invented.

The following sections define a class of approximation architectures, known as lin-

ear approximation architectures and derive two methods for combining policy evalua-

tion and projection for these architectures. It is assumed that the model of the MDP

is available in order to derive the mathematical expressions for the free parameters

of the architecture in each of these methods. These expressions are mostly theoret-

ical, since their computational complexity is proportional to the size of the model,

therefore they are not applicable in practice. However, they serve as starting points

for deriving practical learning algorithms (without a model) in subsequent chapters.
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4.2 Linear Approximation Architectures

A linear approximation architecture approximates a function Qπ(s, a) as a linear

weighted combination of k basis functions (also called features):

Q̂π(s, a;w) =
k∑

j=1

φj(s, a)wj .

The free parameters of the architecture are the coefficients wj of the combination (also

called weights). The basis functions φj(s, a) are fixed, but arbitrary and, in general,

non-linear, functions of s and a. Therefore, the characterization “linear” refers to

the way the free parameters enter into the architecture and not to the approximation

ability of the architecture. It is also required that the basis functions φj are linearly

independent to ensure that there are no redundant parameters and that the matrices

involved in the computations are full rank1.

In general, k << |S||A| and the basis functions φj have small compact descrip-

tions. As a result, the storage requirements of a linear approximation architecture

are much smaller than those of the tabular representation of a value function. The

computations needed to obtain a single value Q̂π(s, a;w) involve O(k) additions and

multiplications in addition to the computations needed to obtain the value of each

basis function φj(s, a) at (s, a). This is an increased computational cost compared

to the simple look-up operation in a tabular representation, but, nevertheless, the

benefits of using a linear approximation architecture outshadow this computational

overhead.

Typical linear approximation architectures are polynomials of any degree (each

basis function is a polynomial term) and radial basis functions (each basis function

is a Gaussian with fixed mean and variance). Occasionally, linear architectures are

1This is not a very restrictive assumption. Linear dependencies, if present, result in singularities
which can be handled in most cases using Singular Value Decomposition (SVD).
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mistakenly perceived as having limited approximation abilities, however a number of

common approximation methods that have been extensively used in reinforcement

learning can be cast as linear architectures, as shown below.

• Tabular representation Consider k = |S||A| indicator basis functions whose

value is 1 only for the corresponding state-action pair and 0 otherwise. The

|S||A| parameters are exactly the entries of the table.

• Discretization This method is commonly used in processes with continuous

state and/or action space to create discrete ones using uniform or variable res-

olution. Assigning one indicator basis function to each cell of the discretization

automatically makes the corresponding parameter the value of that cell.

• Tile Coding (CMAC) [1] This method involves overlapping discretizations. The

technique is the same: for each cell of each discretization (tiling) separately

generate indicator basis functions and finally concatenate the basis functions

for all tilings together. Each parameters corresponds to one cell in one tiling.

• State Aggregation, Kanerva Coding [36] This is a family of methods where

“similar” (by some metric) states are grouped together and are treated as one

state. |A| indicator basis functions (one for each action) can be used for each

cluster of states. The values of the |A| parameters are exactly the Q values of

the states in the cluster (one for each of the |A| actions).

• Partitioning This method is used for constructing complex approximators by

partitioning the state space in several subsets and using a different approxi-

mator in each one of them. If linear architectures are used in each partition,

then a set of basis functions for the global architecture can be constructed by

concatenating the basis functions of the smaller linear architectures multiplying

each set with an indicator function for the corresponding partition.
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There is of course a number of approximation architectures that cannot be cast as

linear architectures. This includes all architectures that are inherently non-linear,

for example multi-layer perceptrons. Such non-linear architectures offer a better

generalization ability, however they can easily become problematic and unstable in

the context of value function approximation.

Linear architectures have their own virtues: they are easy to implement and use,

and their behavior is fairly transparent, both from an analysis standpoint and from

a debugging and feature engineering standpoint. It is usually relatively easy to get

some insight into the reasons for which a particular choice of features succeeds or fails.

This is facilitated by the fact that the magnitude of each parameter is related to the

importance of the corresponding feature in the approximation (assuming normalized

features).

This thesis focuses exclusively on the use of linear architectures for value function

approximation. Evidently, not only does this choice allow for the design of elegant

and efficient algorithms, but it also poses no severe limitations in the range and

size of problems that can solved efficiently. A question that is not addressed in

this thesis is how these features are selected. The feature selection problem is an

open question that spans most of machine learning research and admits no easy

and general answer. Prior domain-specific knowledge and experience can be very

helpful in choosing appropriate basis functions. Van Roy [70] describes a method for

automatically generating features particularly for value function approximation.

A special class of linear architectures are the so called factored linear architec-

tures. These architectures are appropriate for domains where states and actions are

factored in the sense that each state (action) is described by the values of a col-

lection of state (action) variables. Obviously, all multi-agent domains considered in

this thesis are examples of such domains since the joint action of all agents is the
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collection of the actions of each individual agent. The basis functions of a factored

linear architecture have a localized domain, that is, they are defined over a small

subset of the state and/or action variables and do not depend on the entire state

or action description. This locality allows for explicit representation of local depen-

dencies, avoiding at the same time the exponential blowup associated with functions

that depend on all state and/or action variables. Exploiting this structure is very

important in deriving efficient algorithms.

4.3 Projection Methods for Linear Architectures

Let Qπ be the (unknown) value function of a policy π given as a column vector of size

|S||A|. Let also Q̂π be the vector of the approximate state-action values as computed

by a linear approximation architecture with parameters wj and basis functions φj,

j = 1, 2, ..., k. Define φ(s, a) to be the column vector of size k where each entry j is

the corresponding basis function φj computed at (s, a):

φ(s, a) =




φ1(s, a)
. . .

φ2(s, a)
. . .

φk(s, a)




.

Now, Q̂π can be expressed compactly as

Q̂π = Φwπ ,

where wπ is a column vector of length k with all parameters and Φ is a (|S||A| × k)

matrix of the form

Φ =




φ(s1, a1)
⊺

. . .
φ(s, a)⊺

. . .
φ(s|S|, a|A|)

⊺




.
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Each row of Φ contains the value of all basis functions for a certain pair (s, a) and

each column of Φ contains the value of a certain basis function for all pairs (s, a).

If the basis functions are linearly independent, then the columns of Φ are linearly

independent as well.

The goal is to find a combined policy evaluation and projection method that takes

as input a policy π and the model of the process and outputs a set of parameters wπ

such that Q̂π is a good approximation to Qπ.

4.3.1 Bellman Residual Minimizing Approximation

Recall that the state-action value function Qπ is the solution of the linear Bellman

equation:

Qπ = R+ γPΠπQ
π .

An obvious approach to deriving a good approximation is to require that the ap-

proximate value function satisfies the linear Bellman equation as closely as possible.

Substituting the approximation Q̂π in place of Qπ yields an overconstrained linear

system over the k parameters wπ:

Q̂π ≈ R + γPΠπQ̂
π

Φwπ ≈ R+ γPΠπΦw
π

(Φ− γPΠπΦ)wπ ≈ R .

Solving this overconstrained system in the least-squares sense yields a solution

wπ =
(
(Φ− γPΠπΦ)⊺(Φ− γPΠπΦ)

)−1

(Φ− γPΠπΦ)⊺R ,

that minimizes the L2 norm of the Bellman residual (the difference between the

left-hand side and the right-hand side of the Bellman equation). This least-squares

solution treats all points of the value function equally. However, given that, in any

62



kind of function approximation, accuracy at one point comes at the expense of inaccu-

racy at some other point, it is desirable to have the ability to control the distribution

of “favored” points. This can be achieved by solving the system above in a weighted

least-squares sense. Let µ be a probability distribution over (s, a) such that the

probability µ(s, a) indicates the importance of the point (s, a). Defining ∆µ to be a

diagonal matrix with entries µ(s, a), the weighted least-squares solution of the system

would be:

wπ =
(
(Φ− γPΠπΦ)⊺∆µ(Φ− γPΠπΦ)

)−1

(Φ− γPΠπΦ)⊺∆µR ,

This residual minimizing approach has been proposed [57] as a means of computing

approximate state value functions from the model of the process.

4.3.2 Least-Squares Fixed-Point Approximation

Recall that the state-action value function Qπ is also the fixed point of the Bellman

operator:

TπQ
π = Qπ .

Another way to go about finding a good approximation is to force the approximate

value function to be a fixed point under the Bellman operator:

TπQ̂
π ≈ Q̂π .

For that to be possible, the fixed point has to lie in the space of approximate value

functions which is the space spanned by the basis functions. Even though Q̂π lies

in that space by definition, TπQ̂
π will in general be out of that space and must be

projected. Considering the orthogonal projection (Φ(Φ⊺Φ)−1Φ⊺) which minimizes

the L2 norm, we seek an approximate value function Q̂π that is invariant under one
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application of the Bellman operator Tπ followed by orthogonal projection:

Q̂π = Φ(Φ⊺Φ)−1Φ⊺
(
TπQ̂

π
)

= Φ(Φ⊺Φ)−1Φ⊺
(
R+ γPΠπQ̂

π
)
.

Note that the orthogonal projection to the column space of Φ is well-defined because

the columns of Φ (the basis functions) are linearly independent by definition. Ma-

nipulating the equation above, we derive an expression for the desired solution that

amounts to solving a (k× k) linear system, where k is the number of basis functions:

Φ(Φ⊺Φ)−1Φ⊺(R+ γPΠπQ̂
π) = Q̂π

Φ(Φ⊺Φ)−1Φ⊺(R+ γPΠπΦw
π) = Φwπ

Φ
(
(Φ⊺Φ)−1Φ⊺(R+ γPΠπΦw

π)− wπ
)

= 0

(Φ⊺Φ)−1Φ⊺(R+ γPΠπΦw
π)− wπ = 0

(Φ⊺Φ)−1Φ⊺(R+ γPΠπΦw
π) = wπ

Φ⊺(R+ γPΠπΦw
π) = Φ⊺Φwπ

Φ⊺(Φ− γPΠπΦ)︸ ︷︷ ︸
(k×k)

wπ = Φ⊺R︸ ︷︷ ︸
(k×1)

.

For any Ππ, the solution of this system

wπ =
(
Φ⊺(Φ− γPΠπΦ)

)−1

Φ⊺R

is guaranteed to exist for all, but finitely many, values of γ [38]. Since the orthogonal

projection minimizes the L2 norm, the solution wπ yields a value function Q̂π which

is the least-squares fixed-point approximation to the true value function.

Instead of using the uniform orthogonal projection, it is possible to use a weighted

orthogonal projection in order to control the distribution of “favored” points. If µ is a

probability distribution over (s, a) and ∆µ is the diagonal matrix with the projection
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Figure 4.1: Policy evaluation and projection methods.

weights µ(s, a), the weighted least-squares fixed-point solution would be:

wπ =
(
Φ⊺∆µ(Φ− γPΠπΦ)

)−1

Φ⊺∆µR

4.3.3 Comparison of Projection Methods

I have presented two intuitive ways to combine policy evaluation and value function

projection for finding a good approximate value function represented as a linear

architecture. An obvious question at this point is whether one of them has some

advantages over the other. Let’s try to develop some intuition about these methods

and identify their differences.

Figure 4.1 is a very simplified graphical representation of the situation. Let the

three-dimensional space be the space of exact value functions Q and let the two-

dimensional space marked by Φ be the space of approximate value functions. Con-

sider the approximate value function Q̂ = Φw that lies on Φ. The application of the

Bellman operator Tπ to Q̂ yields a value function TπQ̂ which is, in general, outside

the Φ plane. Orthogonal projection (⊥) of TπQ̂ to the Φ plane yields some other

approximate value function Q̂′ = Φw′. The true value function Qπ of policy π lies

somewhere outside the Φ plane, in general, and its orthogonal projection to the Φ
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plane is marked by Q̂π = Φwπ.

The policy evaluation and projection methods considered here are trying to find

a w, such that the approximate value function Q̂ = Φw is a “good” approximation

to the true value function Qπ. Since these methods do not have access to Qπ itself

they have to rely on information contained in the Bellman equation and the Bellman

operator for policy π to find a “good” w. It is easy to see that the Bellman residual

minimizing approximation is trying to minimize the L2 distance between Q̂ and

TπQ̂, whereas the least-squares fixed point approximation is trying to minimize the

projection of that distance, that is, the distance between Q̂ and Q̂′. In fact, the

least-squares fixed point approximation drives the distance between Q̂ and Q̂′ to zero

since it is solving for the fixed point Q̂ = Q̂′. The solution found by the Bellman

residual minimizing method will most likely not be a fixed point even in the Φ plane.

The Bellman operator Tπ is known to be a contraction in the L∞ norm. In our

picture, that means that for any point Q in the three-dimensional space, the point

TπQ will be closer to Qπ in the L∞ norm sense. Pictorially, imagine a cube aligned

with the axes of the three-dimensional space and centered at Qπ with Q being a point

on the surface of the cube; the point TπQ will have to be strictly contained inside

this cube. With this view in mind, the Bellman residual minimizing approximation

is trying to find the point on the Φ plane where the Bellman operator is making the

least progress toward Qπ. Perhaps the intuition here is that the Bellman operator

is taking small steps mostly at points that are close to Qπ as opposed to points

far away from Qπ. On the other hand, the least-squares fixed point approximation,

ignoring the magnitude of the Bellman operator steps, solves for the point on the Φ

plane where the Bellman operator becomes perpendicular to the plane. The intuition

here is perhaps that, if the Bellman operator is “pointing” toward Qπ, it will be

perpendicular to the plane at the point where Qπ projects orthogonally on the plane
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(Q̂π), and so the least-squares fixed point approximation will end up somewhere close

to Q̂π.

Clearly, the solutions found by these two methods will be different since their

objectives are different, except in the case where the true value function Qπ lies in

the Φ plane; in that case, both methods are in fact solving the Bellman equation

and their solutions are identical. If Qπ does not lie in the Φ plane, there is no clear

evidence that any of the two methods will find a good solution or even the solution

wπ that corresponds to the orthogonal projection of Qπ to the plane.

In conclusion, there is no reason to prefer one method over the other when the

model is used to compute the approximation. However, things are different in the

context of learning. There are at least three sources of evidence that the least-squares

fixed point method is better than the Bellman residual minimizing method. These

are discussed later at appropriate places, but they are also listed in summary below.

• All temporal difference learning methods that represent the majority of rein-

forcement learning algorithms learn the least-squares fixed point approximation.

• Learning the Bellman residual minimizing approximation requires “doubled”

samples [62] that can only be collected from a generative model.

• Experimentally, the least-squares fixed point approximation delivers policies

that are superior to the ones found using the Bellman residual minimizing

approximation.

For the rest of the thesis, the focus will be on the least-squares fixed point approx-

imation with minimal reference to the Bellman residual minimizing approximation

only as needed.
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Chapter 5

Value Function Learning Algorithms

This chapter reviews some previous reinforcement learning algorithms and discusses

their properties and limitations. In particular, temporal difference learning, least-

squares temporal difference learning, SARSA learning, and Q-learning are reviewed.

5.1 Temporal Difference Learning

Temporal difference learning (TD) refers to a class of incremental reinforcement learn-

ing algorithms where learning is driven by the difference (error) between temporally

successive estimates (as opposed to the error between estimates and actual true val-

ues) [65]. The fact that these algorithms do not need examples of actual state or

state-action values makes them suitable for reinforcement learning.

TD learning algorithms are specialized for the prediction problem. In their sim-

plest formulation, they learn a tabular representation of the state value function V π

of a fixed policy π by stochastic approximation. In particular, assuming that Ṽ (t) is

the learned estimate1 of V π at time step t, the update equation of the simplest TD

method, given a sample (s, a, r, s′), is:

Ṽ (t+1)(s) = Ṽ (t)(s) + α
(
r + γṼ (t)(s′)− Ṽ (t)(s)

)
,

where α ∈ (0, 1] is the learning rate. This equation suggests that the old estimate

Ṽ (t)(s) for state s is updated by taking a small step (determined by α) in the direction

of the temporal difference
(
r + γṼ (t)(s′)− Ṽ (t)(s)

)
. The temporal difference is the

1As a notational convention, a learned estimate is denoted with the ˜ symbol.
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difference between the current estimate Ṽ (t)(s) and the sample one-step lookahead
(
r + γṼ (t)(s′)

)
suggested by the sample (s, a, r, s′). The update equation can be

viewed differently by rearranging the terms:

Ṽ (t+1)(s) = (1− α)Ṽ (t)(s) + α
(
r + γṼ (t)(s′)

)
.

This equivalent form expresses the new estimate Ṽ (t+1)(s) as a convex combination

of the old estimate Ṽ (t)(s) and the new evidence
(
r + γṼ (t)(s′)

)
suggested by the

current sample. The learning rate α balances the combination; α = 0 ignores the

new evidence, whereas α = 1 ignores the old estimate.

Typically, at the beginning of the learning process, the learning rate takes a value

close to 1 (since the old estimates are inaccurate) and gradually decreases over time to

a value close to 0 (as the stored estimates become accurate). With an appropriately

decreasing schedule for the learning rate and sufficiently many samples, the function

Ṽ π learned by TD converges to the true value function V π for any policy π. A typical

schedule for the learning rate takes the form:

αt = α0

n0 + 1

n0 + t
,

where α0 is the initial value of the learning rate, αt is the value at time step t, and

n0 is a constant that controls the decrease rate.

The TD learning algorithm is summarized in Figure 5.1. Notice that samples are

drawn from an abstract source D which can be a predetermined set, a generative

model, or the process itself. Using this notation for D, both online and offline TD

formulations are captured. The main requirement, however, is that all actions during

sample collection must be chosen using the policy π under evaluation, since all TD

methods are inherently on-policy methods. This is expected since the action a in any
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TD (D, π, γ, V0, α0, σ) // Learns V π from samples

// D : Source of samples (s, a, r, s′)
// π : Policy whose value function is sought
// γ : Discount factor
// V0 : Initial value function
// α0 : Initial learning rate
// σ : Learning rate schedule

Ṽ ← V0; α← α0; t← 0

for each (s, a, r, s′) ∈ D(π)

Ṽ (s)← Ṽ (s) + α
(
r + γṼ (s′)− Ṽ (s)

)

α← σ(α, α0, t)
t← t+ 1

return Ṽ

Figure 5.1: The temporal difference learning algorithm (tabular representation).

sample (s, a, r, s′) is not used anywhere in the update equation, but influences the

transitions between states s and s′.

Improved variants of the TD algorithm use temporal differences between tempo-

rally distant estimates, for example, TD(λ) [65, 73, 31] and Monte-Carlo methods [60].

The improvement of these methods is in terms of convergence speed, not in terms of

quality of the learned function. In the limit, simple TD, TD(λ), and Monte-Carlo

methods converge to the same result. These improved methods require that samples

come from complete episodes.

The TD algorithm with the tabular representation works for small problems, but

becomes impractical for problems with a large state space. In such cases, the TD

algorithm can be modified to learn an approximate value function. The main re-

quirement in this case, is that the approximation architecture is differentiable with

respect to the free parameters, so that the gradient is well defined for stochastic ap-
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proximation. Let V̂ π with parameters wπ be a good approximation to the state value

function V π. The TD algorithm, in this case, attempts to learn a set of parameters

w̃π, so that the learned value function V̂ (with parameters w̃π) is close to V̂ π. Given

any sample (s, a, r, s′), the TD update equation for the parameters of the architecture

is:

w̃(t+1) = w̃(t) + α
(
∇wV̂

)(
r + γV̂

(
s′; w̃(t)

)
− V̂

(
s; w̃(t)

))
.

This equation updates the parameters w by taking small steps (determined by α)

in the direction of the temporal difference
(
r + γV̂

(
s′; w̃(t)

)
− V̂

(
s; w̃(t)

))
using the

gradient
(
∇wV̂

)
to determine the appropriate change in the parameters. Using a

linear approximation architecture to approximate the value function,

V̂ π(s;wπ) =
k∑

i=1

φi(s)w
π
i = φ(s)⊺wπ ,

the update equation becomes:

w̃(t+1) = w̃(t) + α φ(s)
(
r + γφ(s′)⊺w̃(t) − φ(s)⊺w̃(t)

)
.

From this equation, it is easy to see that the TD algorithm in this case approximates

stochastically the least-squares fixed point approximation of V π. With an appropri-

ately decreasing schedule for the learning rate and sufficiently many samples, for any

policy π this algorithm may converge to the least-squares fixed point approximation

to V π weighted by the distribution of samples over the state space. If the samples

come from complete episodes, this distribution is the stationary distribution2 of the

policy under evaluation, a reminiscent of the fact that TD is an on-policy algorithm,

and convergence is guaranteed [69]. If the samples are collected from a generative

model this distribution can be arbitrary, however convergence cannot be guaranteed

2The frequency of visits over the state space when executing a fixed policy.
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TD-LA (D, π, k, φ, γ, w0, α0, σ) // Learns V̂ π from samples

// D : Source of samples (s, a, r, s′)
// π : Policy whose value function is sought
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// w0 : Initial parameters
// α0 : Initial learning rate
// σ : Learning rate schedule

w̃ ← w0; α← α0; t← 0

for each (s, a, r, s′) ∈ D(π)

w̃ ← w̃ + α φ(s)
(
r + γφ(s′)⊺w̃ − φ(s)⊺w̃

)

α← σ(α, α0, t)
t← t+ 1

return w̃

Figure 5.2: The temporal difference learning algorithm (linear architectures).

and divergence is possible [70]. The TD algorithm for linear architectures is summa-

rized in Figure 5.2.

5.2 Least-Squares Temporal Difference Learning

The least-squares temporal difference learning algorithm (LSTD) [17] learns the least-

squares fixed-point approximation to the state value function V π of a fixed policy

π. LSTD improves upon the TD learning algorithm for linear architectures in the

previous section. Close inspection shows that the TD algorithm is trying to solve a

(k×k) linear system by stochastic approximation to obtain the parameters w. LSTD

instead forms this linear system incrementally and solves it as needed or after all the

data have been collected. As a result, LSTD makes efficient use of data and converges

faster than the conventional TD learning method. Like TD, LSTD is an on-policy
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LSTD (D, π, k, φ, γ) // Learns V̂ π from samples

// D : Source of samples (s, a, r, s′)
// π : Policy whose value function is sought
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for all (s, a, r, s′) ∈ D(π)

Ã← Ã + φ(s)
(
φ(s)− γφ(s′)

)
⊺

b̃← b̃+ φ(s)r

w̃π ← Ã−1b̃

return w̃π

Figure 5.3: The LSTD algorithm.

method; it is required that all training samples are collected using the policy under

evaluation. The LSTD algorithm is summarized in Figure 5.3.

The main advantage of LSTD over TD is the elimination of the slow stochastic

approximation and the learning rate α that needs careful adjustment. TD uses sam-

ples to make small modifications and then discards them. In contrast, with LSTD,

the information gathered from a single sample remains present in the matrices of the

linear system and is used in full every time the parameters are computed. Hence,

LSTD is a very efficient algorithm as far as the number of samples is concerned.

In addition, as a consequence of the elimination of stochastic approximation, LSTD

does not diverge for any distribution of the training samples over the state space.

LSTD converges to the same parameters as TD (when TD converges), only faster.

So, the fact that the learned least-squares fixed-point approximation is weighted by
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the distribution of samples over the state space remains. As in the TD case, if samples

come from complete episodes, this distribution is the stationary distribution of the

policy under evaluation. However, in the LSTD case, since all samples contribute

equally to the solution independently of their order, it is possible, in principle, to

assign corrective projection weights to each sample to achieve a desired weighted

projection. Finding such weights requires knowledge of the stationary distribution

or the use of importance sampling techniques. In any case, if such weights can be

determined and µ is the weight for a sample (s, a, r, s′), the LSTD update equations

become:

Ã ← Ã + φ(s) µ
(
φ(s)− γφ(s′)

)
⊺

,

b̃ ← b̃+ φ(s) µ r .

Of course, if samples are collected from a generative model the distribution over the

state space can be easily controlled.

LSTD(λ) [15] is an extension to LSTD that spans the spectrum between LSTD

(λ = 0) and linear regression over Monte-Carlo returns (λ = 1) for λ ∈ [0, 1].

LSTD(λ) converges to the same solution as LSTD [46], but possibly faster. LSTD(λ)

for λ > 0 requires that samples come from complete episodes. RLSTD(λ) is a variant

of LSTD(λ) that uses recursive least-squares techniques for efficient implementa-

tion [77, 46].

5.3 SARSA Learning

SARSA learning [55, 66] is a temporal difference algorithm modified for the control

problem. SARSA evaluates a policy much like the TD algorithm; however, it learns

the state-action value function Q instead of the state value function V . The other

key idea in SARSA is that the policy that is being evaluated is not stationary, but
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SARSA (D, γ, Q0, α0, σα, π0, σπ) // Learns Q∗ from samples

// D : Source of samples (s, a, r, s′)
// γ : Discount factor
// Q0 : Initial value function
// α0 : Initial learning rate
// σα : Learning rate schedule
// π0 : Initial policy
// σπ : Policy schedule

Q̃← Q0; α← α0; π ← π0; t← 0

for each (s, a, r, s′) ∈ D

Q̃(s, a)← Q̃(s, a) + α
(
r + γQ̃

(
s′, π(s′)

)
− Q̃(s, a)

)

α← σα(α, α0, t)
π ← σπ(π, π0, t)
t← t+ 1

return Q̃

Figure 5.4: The SARSA learning algorithm (tabular representation).

changes slowly from a highly exploratory policy towards a greedy policy. As a result,

SARSA tracks the value function of a policy that is slowly improving because of its

greediness. In a sense, SARSA implements some sort of policy iteration, where policy

evaluation and policy improvement are interleaved.

Let π be the current policy under evaluation. Assuming that Q̃(t) is the learned

estimate of Qπ at time t, given a sample (s, a, r, s′), the SARSA update equation is:

Q̃(t+1)(s, a) = Q̃(t)(s, a) + α
(
r + γQ̃(t)

(
s′, π(s′)

)
− Q̃(t)(s, a)

)
,

which is very similar to the TD update equation. The name SARSA derives from the

fact that the update equation makes use of all components of the tuple (s, a, r, s′, a′),

where a′ = π(s′).

The SARSA algorithm is summarized in Figure 5.4. With an appropriately de-
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creasing schedule for the learning rate, an appropriate greediness schedule for the

policy under evaluation, and sufficiently many samples, the function Q̃π learned by

SARSA converges to the optimal value function Q∗ [59]. The optimal policy π∗ can

then be easily retrieved as the greedy policy over Q∗. A major difference with the TD

algorithm is that the policy under evaluation π does not impose any restriction on

action choices during sample collection, as long as all states and actions are covered.

This implies that samples can be collected arbitrarily.

This tabular formulation of SARSA works only for small problems. For problems

with a large state space, it can be modified to learn an approximate value function.

As in TD learning, the main requirement is that the approximation architecture is

differentiable with respect to the free parameters for a well-defined gradient. Let Q̂π

with parameters wπ be a good approximation to the state-action value function Qπ

of policy π. SARSA, in this case, learns a set of parameters w̃, so that the learned

approximate value function Q̂ (with parameters w̃) is close to Q̂π. Given any sample

(s, a, r, s′), the SARSA update equation for the parameters of the architecture, in

this case, is:

w̃(t+1) = w̃(t) + α
(
∇wQ̂

)(
r + γQ̂

(
s′, π(s′); w̃(t)

)
− Q̂

(
s, a; w̃(t)

))
.

Using a linear architecture as the approximation architecture,

Q̂(s, a;w) =
k∑

i=1

φi(s, a)wi = φ(s, a)⊺w ,

the SARSA update equation becomes:

w̃(t+1) = w̃(t) + α φ(s, a)
(
r + γφ

(
s′, π(s′)

)
⊺

w̃(t) − φ(s, a)⊺w̃(t)
)
,

In this case, SARSA tries to approximates stochastically the least-squares fixed point

approximation of Qπ. However, because of the non-stationary nature of policy π,
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SARSA-LA (D, k, φ, γ, w0, α0, σα, π0, σπ) // Learns Q̂∗ from samples

// D : Source of samples (s, a, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// w0 : Initial parameters
// α0 : Initial learning rate
// σα : Learning rate schedule
// π0 : Initial policy
// σπ : Policy schedule

w̃ ← w0; α← α0; π ← π0; t← 0

for each (s, a, r, s′) ∈ D

w̃ ← w̃ + α φ(s, a)
(
r + γφ

(
s′, π(s′)

)
⊺
w̃ − φ(s, a)⊺w̃

)

α← σα(α, α0, t)
π ← σπ(π, π0, t)
t← t+ 1

return w̃

Figure 5.5: The SARSA learning algorithm (linear architectures).

SARSA is not guaranteed to converge. For the same reason, the weights of the

projection are not clearly defined, especially when the samples come from episodes.

Again, in principle, the projection weights can be controlled when the samples come

from a generative model. The SARSA algorithm for linear architectures is summa-

rized in Figure 5.4.

5.4 Q-Learning

Q-learning [73] is a very popular reinforcement learning algorithm for the control

problem. It is very similar to SARSA learning, but instead of trying to learn the

state-value function of a slowly changing policy, it is focusing on the goal of learning

directly the optimal value function.
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In its simplest formulation, Q-learning stochastically approximates Q∗ using a

tabular representation. It starts with any arbitrary initial guess Q̃(0) for the values

of Q∗. For each sample (s, a, r, s′) considered, Q-learning makes the update

Q̃(t+1)(s, a) = Q̃(t)(s, a) + α

(
r + γmax

a′∈A
Q̃(t)(s′, a′)− Q̃(t)(s, a)

)
,

where α ∈ (0, 1] is the learning rate. In fact, by comparing the update equations, Q-

learning can be considered a special case of SARSA learning, where the non-stationary

policy in the SARSA algorithm is set to the greedy policy over the current estimate

of the state-action value function (maximal greediness).

The Q-learning algorithm is summarized in Figure 5.6. Q-learning is an off-policy

method; samples can be drawn fromD in any arbitrary manner, using any exploration

policy. One common exploration policy is the 1 − ǫ stochastic policy, where the

exploration rate ǫ gradually decreases over time. Under certain conditions (infinitely

many samples for each state-action pair and appropriately decreasing learning rate),

Q-learning is guaranteed to converge to Q∗ with probability one [74]. Once a good

estimate of Q∗ has been learned, a good policy (the optimal policy, in the limit)

can be retrieved as the greedy policy over the learned state-action value function, an

operation that needs no model information.

As expected, tabular Q-learning works only for small problems. For larger prob-

lems, it can be modified to learn an approximate value function. Again, it is required

that the approximation architecture is differentiable with respect to the free parame-

ters for a well-defined gradient. Let Q̂∗ with parameters w∗ be a good approximation

to the optimal state-action value function Q∗. Q-learning, in this case, learns a set

of parameters w̃, so that the learned approximate value function Q̂ (with parameters

w̃) is close to Q̂∗. Given any sample (s, a, r, s′), the Q-learning update equation for
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Q-learning (D, γ, Q0, α0, σ, π) // Learns Q∗ from samples

// D : Source of samples (s, a, r, s′)
// γ : Discount factor
// Q0 : Initial value function
// α0 : Initial learning rate
// σ : Learning rate schedule
// π : Exploration policy

Q̃← Q0; α← α0; t← 0

for each (s, a, r, s′) ∈ D(π,Q)

Q̃(s, a)← Q̃(s, a) + α
(
r + γmax

a′∈A
Q̃(s′, a′)− Q̃(s, a)

)

α← σ(α, α0, t)
t← t+ 1

return Q̃

Figure 5.6: The Q-learning algorithm (tabular representation).

the parameters of the architecture is:

w̃(t+1) = w̃(t) + α
(
∇wQ̂

)(
r + γmax

a′∈A
Q̂(s′, a′; w̃(t))− Q̂(s, a; w̃(t))

)
.

Using a linear architecture as the approximation architecture,

Q̂(s, a;w) =
k∑

i=1

φi(s, a)wi = φ(s, a)⊺w ,

the update equation becomes:

w̃(t+1) = w̃(t) + α φ(s, a)

(
r + γmax

a′∈A

{
φ(s′, a′)⊺w̃(t)

}
− φ(s, a)⊺w̃(t)

)
,

Like SARSA, Q-learning is not guaranteed to converge in this case. Also, the weights

of the projection are not clearly defined when the samples come from episodes. Again,

in principle, these weights can be controlled when the samples come from a generative

model. The Q-learning algorithm for linear architectures is summarized in Figure 5.7.
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Q-learning-LA (D, k, φ, γ, w0, α0, σ, π) // Learns Q̂∗ from samples

// D : Source of samples (s, a, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// w0 : Initial parameters
// α0 : Initial learning rate
// σ : Learning rate schedule
// π : Exploration policy

w̃ ← w0; α← α0; t← 0

for each (s, a, r, s′) ∈ D(π,Q)

w̃ ← w̃ + α φ(s, a)

(
r + γmax

a′∈A

{
φ(s′, a′)⊺w̃

}
− φ(s, a)⊺w̃

)

α← σ(α, α0, t)
t← t+ 1

return w̃

Figure 5.7: The Q-learning algorithm (linear architectures).

5.5 Limitations, Comparison, and Discussion

A variety of reinforcement learning algorithms was presented in the previous sections.

These are the most representative algorithms for prediction and control that take

a value function approach. Some questions arise naturally at this point: Do these

algorithms solve the reinforcement learning problem satisfactorily? Is there a need for

better algorithms? My answer that also motivated this research is that the problem

is not solved satisfactorily and there is need for better algorithms. Before discussing

the new algorithms, I provide some reasons about why I believe that this is the case.

I am interested in solving large problems, so all tabular representations are out of

question because of space, time, and sample complexity limitations. For the rest of

the discussion, I assume that only approximate representations of the value function
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are considered.

Two of the algorithms above (TD learning, LSTD learning) are algorithms de-

signed for prediction; they cannot solve control problems. It is appealing to think

that, since policy evaluation is a key step in policy iteration, these algorithms could be

easily embedded within a policy iteration procedure to solve control problems. This

idea, unfortunately, has a serious limitation. The state value function that these

algorithms learn is useless for policy improvement unless the model of the process is

known and, typically, this is not the case in a learning problem. Even if the model is

available, it might be large enough that performing the one-step lookahead required

to get the improved policy over a state value function is simply impractical. Even

further, assuming that this issue is resolved, there is another limitation that stems

from the fact that the distribution of samples cannot be controlled unless a genera-

tive model is available. This bias in the projection weights of the value function may

result in bad approximations and poor policies. For example, Koller and Parr [38]

present a case where the combination of LSTD policy evaluation and exact policy

improvement oscillates between two bad policies in a simple MDP with just 4 states.

This problem can be somewhat remedied by the work of Precup et al [52] which

addresses the question of learning an approximate value function for one policy while

following some other stochastic policy.

The remaining two algorithms (SARSA learning, Q-learning) are designed for

control. The fact that they operate on the state-action value function resolves many

of the issues mentioned above. In particular, there is no need for the model in order

to perform operations such as action selection or policy improvement, and, also,

the distribution of samples is not completely out of control. The main limitation

of these algorithms, however, is the lack of any stability or convergence guarantees.

Neither SARSA learning, nor Q-learning offer any guarantees when combined with
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value function approximation. In many cases, the learned approximations may even

diverge to infinity. There are several factors that contribute to this phenomenon:

the learning rate and its schedule, the exploration policy and its schedule, the initial

value function, the distribution of samples, the order in which samples are presented,

and the relative magnitude of the gradients.

A desirable property for a reinforcement learning algorithm is a low sample com-

plexity. This is particularly important when samples are “expensive”, for example,

when there is no generative model available and samples must be collected from the

actual process in real-time, or when there is a generative model available but it is

computationally expensive. Most of the algorithms presented in the previous sections

(TD learning, SARSA learning, Q-learning, in particular) use some sort of stochastic

approximation. Unfortunately, stochastic approximation is sample-inefficient. Each

sample is processed once, contributes very small changes, and then is discarded.

Given that the learning parameters of these algorithms operate on a very slow sched-

ule to avoid instabilities, it is obvious that a huge number of samples is required.

The experience replay technique [40] that stores samples and makes multiple passes

over them, could be used to remedy this problem, but it does not really resolve it. In

contrast, the approach taken by LSTD makes full use of all samples independently

of their order.

Another desirable property is to be able to avoid the problems typically associ-

ated with stochastic approximation, namely tuning the learning rate and its schedule

(which can be a very difficult and time-consuming task), as well as the slow and

sensitive convergence. Typically, the magnitude of changes made by stochastic ap-

proximation (as determined by the learning rate) is a function of the elapsed number

of steps, whereas it should be a function of the number of visits to each state (or

state-action pair). As a result, the accuracy of the approximation at different states
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or state-action pairs is heavily dependent on the time, the order, and the frequency

of visitation. Also, in the context of approximation, the use of a single value for the

learning rate can become problematic when there are big differences in the magni-

tude of the gradients with respect to each parameter. If the learning rate is high,

the learning rule makes significant changes in certain parameters risking the stabil-

ity of the algorithm and often causing divergence. If the learning rate is kept small

to ensure stability, the learning rule makes only infinitesimal changes to some para-

meters and learning becomes extremely slow. This is expected since the update of

each parameter essentially ignores the changes incured by the update of the other

parameters. Ideally, updates should happen in a more coordinated fashion between

parameters and basis functions.

In summary, in order to solve the control problem satisfactorily, a good algorithm

would probably combine the sample efficiency of LSTD with the flexibility of SARSA

or Q-learning in sample collection, eliminating at the same time the problems asso-

ciated with stochastic approximation. Such an algorithm is introduced in the next

chapter.
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Chapter 6

Least-Squares Policy Iteration

This chapter introduces the Least-Squares Policy Iteration (LSPI) algorithm, a new

reinforcement learning algorithm for control. First, it presents LSTDQ, an algorithm

for prediction, very similar to LSTD, that learns an approximation to the state-action

value function with a linear architecture. The LSTDQ algorithm is then employed

within a policy iteration framework to form LSPI. The basic LSPI algorithm for

MDPs is then extended for team MDPs, Markov games, and team Markov games

and is refined in each case for maximum efficiency.

6.1 The Key Ideas

The Least-Squares Policy Iteration (LSPI) algorithm is an approximate policy itera-

tion algorithm that learns good decision policies from samples. LSPI combines ideas

from TD, LSTD, and SARSA learning and inherits some of their best properties.

Figure 6.1 shows a block diagram of LSPI that demonstrates how the algorithm fits

within the approximate policy iteration framework. The first observation is that

the state-action value function is approximated by a linear architecture and its ac-

tual representation consists of a compact description of the basis functions and a set

of parameters. A key idea in the development of the algorithm was the observation

that, provided a representation for the state-action value function, the exact improved

greedy policy over that value function can be “represented” implicitly with no error.

In fact, the policy is not physically stored anywhere, but is computed only on de-

mand (as needed) by performing local computations over the domain of the value

function. More specifically, for any query state s, one can access the representation
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Figure 6.1: Least-squares policy iteration for MDPs.

of the value function, retrieve the necessary action values in that state, and perform

the maximization to derive the greedy action choice at that state. As a result, all

approximations and errors in the actor part of the architecture are eliminated at the

cost of some extra optimization for each query to the policy.

Since there is a way to simultaneously represent value functions and the greedy

policies over them, what is missing for closing the loop is a procedure that evaluates

a policy using samples and produces its approximate value function. This is exactly

the prediction problem in reinforcement learning. In LSPI, this step is performed

by LSTDQ, an algorithm which is very similar to LSTD and learns efficiently the

approximate state-action value function of a policy when the approximation archi-

tecture is a linear architecture. LSTDQ inherits all the nice properties of LSTD, but

offers greater flexibility in the collection of samples.

In the following sections, the components of LSPI will be described in detail.

More specifically, after describing LSTDQ and LSPI for the main MDP model, it is

shown how LSPI is extended for the other three decision making models and how it
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Figure 6.2: Extended least-squares policy iteration.

is optimized in each case. A full description of LSPI in each case, consists of three

items:

• the linear architecture for value function approximation,

• the action selection mechanism (policy improvement), and

• the policy evaluation and projection procedure.

Figure 6.2 shows the components of LSPI in each model. A linear architecture is used

in all cases which, in addition, is assumed to be a factored architecture in the multia-

gent models (team MDPs and team Markov games). The action selection mechanism

amounts to a simple maximization for MDPs, a maximization of a cost network for

team MDPs, a linear program for Markov games, and a linear program with an

embedded cost network for team Markov games. Finally, policy and projection is

achieved by variants of LSTDQ adapted appropriatelly in each case.

LSPI is only one particular instance of a family of reinforcement learning algo-

rithms for control based on approximate policy iteration. The two components that
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vary across instances of this family are the approximation architecture and the policy

evaluation and projection procedure. Everything else remains more or less the same,

with the possibility of further optimizations within the policy improvement step1.

For LSPI, these components were chosen to be linear architectures and LSTDQ, but,

in principle, any other pair of choices would produce a reasonable learning algorithm

for control. The choices made for LSPI offer significant advantages and opportunities

for optimizing the overall efficiency of the algorithm.

6.2 Least-Squares Temporal Difference Learning

for the State-Action Value Function

Consider the problem of learning the (weighted) least-squares fixed-point approxi-

mation Q̂π to the state-action value function Qπ of a fixed policy π from samples.

Assuming that there are k linearly independent basis functions in the architecture,

this problem is equivalent to learning the parameters wπ of Q̂π = Φwπ. The exact

values for wπ can be computed from the model by solving the (k × k) linear system

Awπ = b ,

where

A = Φ⊺∆µ(Φ− γPΠπΦ) and b = Φ⊺∆µR ,

and µ is a probability distribution over (S × A) that defines the weights of the

orthogonal projection. For the learning problem, A and b cannot be determined a

priori, either because the matrix P and the vector R are unknown, or because P and

R are so large that they cannot be used in any practical computation. However, A

and b can be learned using samples; the learned linear system can then be solved to

1The use of cost network optimization in LSPI is a direct consequence of the choice of linear and
factored, in particular, architectures for value function approximation.
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yield the learned parameters w̃π which, in turn, determine the learned value function.

Let’s take a closer look at A and b:

A = Φ⊺∆µ(Φ− γPΠπΦ)

=
∑

s∈S

∑

a∈A

φ(s, a)µ(s, a)
(
φ(s, a)− γ

∑

s′∈S

P(s, a, s′)φ
(
s′, π(s′)

))⊺

=
∑

s∈S

∑

a∈A

µ(s, a)
∑

s′∈S

P(s, a, s′)

[
φ(s, a)

(
φ(s, a)− γφ

(
s′, π(s′)

))⊺
]
,

b = Φ⊺∆µR

=
∑

s∈S

∑

a∈A

φ(s, a)µ(s, a)
∑

s′∈S

P(s, a, s′)R(s, a, s′)

=
∑

s∈S

∑

a∈A

µ(s, a)
∑

s′∈S

P(s, a, s′)
[
φ(s, a)R(s, a, s′)

]
.

From these equations, it is clear that A and b have a special structure. A is the sum

of many rank one matrices of the form:

φ(s, a)
(
φ(s, a)− γφ

(
s′, π(s′)

))⊺

,

and b is the sum of many vectors of the form:

φ(s, a)R(s, a, s′) .

These summations are taken over s, a, and s′ and each term is weighted by the weight

µ(s, a) of the orthogonal projection for the pair (s, a) and the probability P(s, a, s′)

of the transition s
a
−→ s′. For large problems, it is impractical to compute this

summation over all (s, a, s′) triplets. It is practically feasible, however, to sample

terms from this summation; for unbiased sampling, s and a must be drawn jointly

from µ, and s′ must be drawn from P(s, a, s′) conditioned on s and a. It is trivial to
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see that, in the limit, the process of sampling triplets (s, a, s′) from this distribution

and adding the corresponding terms together, will yield the true A and b.

The key observation here is that a sample (s, a, r, s′) drawn from the process along

with the policy π in state s′ provide all the information needed to form one sample

term of these summations. This is true because s′ is a sample transition for taking

action a in state s, and r is sampled from R(s, a, s′). So, given any finite set of

samples,

D =
{

(si, ai, ri, s
′
i)
∣∣ i = 1, 2, . . . , L

}
,

A and b can be learned as:

Ã =
1

L

L∑

i=1

[
φ(si, ai)

(
φ(si, ai)− γφ

(
s′i, π(s′i)

))⊺
]
,

b̃ =
1

L

L∑

i=1

[
φ(si, ai)ri

]
,

assuming that the distribution µD of the samples in D over (S × A) matches the

desired distribution µ. The equations can also be written in matrix notation. Let Φ̃,

P̃ΠπΦ, and R̃ be the following matrices:

Φ̃ =




φ(s1, a1)
⊺

...
φ(si, ai)

⊺

...
φ(sL, aL)⊺




, P̃ΠπΦ =




φ
(
s′1, π(s′1)

)
⊺

...
φ
(
s′i, π(s′i)

)
⊺

...
φ
(
s′L, π(s′L)

)
⊺




, R̃ =




r1
...
ri

...
rL




.

Then, Ã and b̃ can be written as

Ã =
1

L
Φ̃

⊺

(Φ̃− γP̃ΠπΦ) and b̃ =
1

L
Φ̃

⊺

R̃ .
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These two equations show clearly the relationship of Ã and b̃ to A and b. In the limit

of an infinite number of samples, Ã and b̃ converge to the matrices of the least-squares

fixed-point approximation weighted by µD:

lim
L→∞

Ã = Φ⊺∆µD
(Φ− γPΠπΦ) and lim

L→∞
b̃ = Φ⊺∆µD

R .

As a result, the learned approximation is biased by the distribution of samples µD.

In general, the distribution µD is different from the desired distribution µ. It is

not clear whether a certain weighted orthogonal projection may be more preferable

than another one, but in cases where a particular weighted projection is desired, this

mismatch between µ and µD may be a problem. This problem can be ameliorated

by density estimation and reweighting techniques (importance sampling). Also, the

problem is resolved trivially when a generative model is available, since samples

can be drawn so that µD = µ. For simplicity, this thesis focuses only on learned

approximations that are naturally biased by the distribution of samples whatever

that might be.

In any practical computation of Ã and b̃, L is finite and therefore the multiplica-

tive factor (1/L) can be dropped without affecting the solution of the system, since

it cancels out. Given that a single sample contributes to Ã and b̃ additively, it is easy

to construct an incremental update rule for Ã and b̃. Let Ã(t) and b̃(t) be the current

learned estimates of A and b for a fixed policy π, assuming that initially Ã(0) = 0

and b̃(0) = 0. A new sample (st, at, rt, s
′
t) contributes to the approximation according

to the following update equations:

Ã(t+1) = Ã(t) + φ(st, at)
(
φ(st, at)− γφ

(
s′t, π(s′t)

))⊺

,

b̃(t+1) = b̃(t) + φ(st, at)rt .

It is straightforward now to construct an algorithm that learns the weighted least-

squares fixed-point approximation of the state-action value function of a fixed policy
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LSTDQ (D, k, φ, γ, π) // Learns Q̂π from samples

// D : Source of samples (s, a, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// π : Policy whose value function is sought

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, a, r, s′) ∈ D

Ã← Ã + φ(s, a)
(
φ(s, a)− γφ

(
s′, π(s′)

))⊺

b̃← b̃+ φ(s, a)r

w̃π ← Ã−1b̃

return w̃π

Figure 6.3: The LSTDQ algorithm.

π from samples in a batch or in an incremental way. I call this new algorithm LSTDQ

(summarized in Figure 6.3) due to its similarity to LSTD. In fact, one can think of

the LSTDQ algorithm as the LSTD algorithm applied on a Markov chain with states

(s, a) in which transitions are influenced by both the dynamics of the original MDP

and the policy π being evaluated.

Another feature of LSTDQ is that the same set of samples D can be used and

(re)used to learn the approximate value function Q̂π of any policy π, as long as π(s′)

is available for each s′ in the set. The policy merely determines which φ
(
s′, π(s′)

)
is

added to Ã for each sample. This feature is particularly important in the context

of policy iteration since all policies produced during the iteration can be evaluated

using a single sample set.

The approximate value function learned by LSTDQ is biased by the distribution
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Table 6.1: Differences between LSTD and LSTDQ.

LSTD LSTDQ

Learns the state value function V π Learns the state-action value function Qπ

Basis functions of state Basis functions of state and action

Samples cannot be reused Samples can be reused
Training samples collected by π Training samples collected arbitrarily

Sampling distribution cannot be controlled Sampling distribution can be controlled
Bias by the stationary distribution of π Bias by the sampling distribution

of samples over (S × A). This distribution can be easily controlled when samples

are drawn from a generative model, but it is a lot harder when samples are drawn

from the actual process. A nice feature of LSTDQ is that it poses no restrictions on

how actions are chosen during sample collection. Therefore, the freedom in action

choices can be used to control the sample distribution to the extent this is possible.

In contrast, action choices for LSTD must be made according to π when samples are

drawn from the actual process.

The differences between LSTD and LSTDQ are listed in Table 6.1. The last three

items in the table apply only to the case where samples are drawn from the actual

process, but there is no difference in the generative model case. However, in any case,

LSTDQ is a big step forward for applying the LSTD technology into solving control

problems.

Notice that apart from storing the samples, LSTDQ requires only O(k2) space

independently of the size of the state and the action space. For each sample in D,

LSTDQ incurs a cost of O(k2) to update the matrices Ã and b̃. A one-time cost

of O(k3) is paid for solving the system and finding the parameters. There is also a

cost for determining π(s′) for each sample. This cost depends on the specific form of

policy representation used2.

2In general, the explicit tabular representation of π that incurs only a constant O(1) cost per query
is not an applicable choice for the problems we consider because of huge state-action spaces.
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The LSTDQ algorithm in its simplest form involves the inversion of Ã for solving

the linear system. However, Ã will not be full rank until a sufficient number of

samples has been processed. One way to avoid such singularities is to initialize Ã

to a multiple of the identity matrix δI for some small positive δ, instead of 0 (ridge

regression [21]). The convergence properties of the algorithm are not affected by this

change [46]. Another possibility is to use singular value decomposition (SVD) for

robust inversion of Ã which also eliminates singularities due to linearly dependent

basis functions. However, if the linear system must be solved frequently and efficiency

is a concern, a more efficient implementation of LSTDQ would use recursive least-

squares techiques to compute the inverse of Ã recursively. Let B(t) be the inverse of

Ã(t) at time t. Using the Sherman-Morrison formula, we have:

B(t) =
(
Ã(t−1) + φ(st, at)

(
φ(st, at)− γφ

(
s′t, π(s′t)

))⊺
)−1

= B(t−1) −
B(t−1)φ(st, at)

(
φ(st, at)− γφ

(
s′t, π(s′t)

))⊺

B(t−1)

1 +
(
φ(st, at)− γφ

(
s′t, π(s′t)

))⊺

B(t−1)φ(st, at)

This optimized version of LSTDQ is shown in Figure 6.4.

LSTDQ is also applicable in the case of infinite and continuous state and/or

action spaces with no modification. States and actions are reflected only through the

basis functions of the linear approximation and the resulting value function covers

the entire state-action space with the appropriate choice of basis functions.

If there is a (compact) model of the MDP available, LSTDQ can use it to compute

(instead of sampling) the summation over s′. In that case, for any state-action pair

(s, a), the update equations become:

Ã← Ã + φ(s, a)
(
φ(s, a)− γ

∑

s′∈S

P(s, a, s′)φ
(
s′, π(s′)

))⊺

,
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LSTDQ-OPT (D, k, φ, γ, π) // Learns Q̂π from samples

// D : Source of samples (s, a, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// π : Policy whose value function is sought

B̃← 1
δ
I // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, a, r, s′) ∈ D

B← B−
B φ(s, a)

(
φ(s, a)− γφ

(
s′, π(s′)

))⊺

B

1 +
(
φ(s, a)− γφ

(
s′, π(s′)

))⊺

B φ(s, a)

b̃← b̃+ φ(s, a)r

w̃π ← B̃ b̃

return w̃π

Figure 6.4: An optimized implementation of the LSTDQ algorithm.

b̃← b̃+ φ(s, a)
∑

s′∈S

P(s, a, s′)R(s, a, s′) .

This is practical only if the set of possible next states s′ is fairly small for each (s, a)

pair. Alternatively, only a few dominant terms of the summation can be computed.

Clearly, in the presense of a model, there is no need for samples of the form (s, a, r, s′)

at all; only samples (s, a) are needed which can be drawn arbitrarily from (S × A).

This version of LSTDQ that exploits a model is summarized in Figure 6.5.

It is also possible to extend LSTDQ to LSTDQ(λ) in a way that resembles closely

LSTD(λ) [15], but in that case it is necessary that the sample set consists of complete

episodes generated using the policy under evaluation. Unfortunately, this requirement

is very restrictive, in the sense that the only sampling distribution allowed is the

stationary distribution of policy π. Also, as a consequence, it prevents the reusability
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LSTDQ-Model (D, k, φ, γ, π, P, R) // Learns Q̂π from
samples

// D : Source of samples (s, a)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// π : Policy whose value function is sought
// P : Transition model
// R : Reward function

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, a) ∈ D

Ã← Ã + φ(s, a)
(
φ(s, a)− γ

∑

s′∈S

P(s, a, s′)φ
(
s′, π(s′)

))⊺

b̃← b̃+ φ(s, a)
∑

s′∈S

P(s, a, s′)R(s, a, s′)

w̃π ← Ã−1b̃

return w̃π

Figure 6.5: The LSTDQ algorithm with a model.

of samples which is a very crucial property in the context of policy iteration. The

only gain of using a value of λ other than 0 is a (possible) faster convergence to the

same result.

LSTDQ was designed to learn the least-squares fixed point approximation to the

state-action value function Qπ of a fixed policy π. Suppose that it is desired to learn

the Bellman residual minimizing approximation instead. Without going into details,

the matrix A would be :

A = (Φ − γPΠπΦ)⊺∆µ(Φ − γPΠπΦ)

=
X

s∈S

X

a∈A

“
φ(s, a) − γ

X

s′′∈S

P(s, a, s′′)φ
`
s′′, π(s′′)

´”
µ(s, a)

“
φ(s, a) − γ

X

s′∈S

P(s, a, s′)φ
`
s′, π(s′)

´”
⊺

=
X

s∈S

X

a∈A

µ(s, a)
X

s′∈S

P(s, a, s′)
X

s′′∈S

P(s, a, s′′)

»“
φ(s, a) − γφ

`
s′′, π(s′′)

´”“
φ(s, a) − γφ

`
s′, π(s′)

´”
⊺

–
.
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In order to form an unbiased estimate of A by sampling, s and a must be drawn

jointly from µ, and s′ and s′′ must be drawn from P(s, a, s′) independently conditioned

on s and a. The implication is that a single sample (s, a, r, s′) is not sufficient to form

a sample term

(
φ(s, a)− γφ

(
s′′, π(s′′)

))(
φ(s, a)− γφ

(
s′, π(s′)

))⊺

.

It is necessary to have two samples (s, a, r, s′) and (s, a, r, s′′) for the same state-

action pair (s, a) and therefore all samples from the MDP have to be “doubled” [62].

Obtaining such samples is trivial with a generative model, but virtually impossible

when samples are drawn directly from the process. This fact is reassurance that the

least-squares fixed-point approximation is much more convenient for learning.

6.3 LSPI for MDPs

At this point, all ingredients are in place in order to describe the LSPI algorithm.

For MDPs, the state-action value function is approximated using the following linear

architecture:

Q̂(s, a;w) =
k∑

i=1

φi(s, a)wi = φ(s, a)⊺w .

Let w be the parameters of the approximate value function at some iteration of LSPI.

The greedy policy π over this approximate value function at any given state s can be

obtained through maximization of the approximate values over all actions in A:

π(s) = arg max
a∈A

Q̂(s, a) = arg max
a∈A

φ(s, a)⊺w .

For finite action spaces this is straightforward, but for very large or continuous action

spaces, explicit maximization over all actions in A may be impractical. In such cases,

some sort of global (nonlinear) optimization may be required to determine the best
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LSPI (D, k, φ, γ, ǫ, π0) // Learns a good policy from samples

// D : Source of samples (s, a, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// ǫ : Stopping criterion
// π0 : Initial policy, given as w0 (default: w0 = 0)

π′ ← π0 // w′ ← w0

repeat

π ← π′ // w ← w′

π′ ← LSTDQ (D, k, φ, γ, π) // w′ ← LSTDQ (D, k, φ, γ, w)
until (π ≈ π′) // until (‖w − w′‖ < ǫ)

return π // return w

Figure 6.6: The LSPI algorithm.

action. Depending on the exact form of the approximate value function as a function

of a, a closed form solution could possibly be derived.

Finally, policy π (represented by w) is fed to LSTDQ along with a set of samples

for evaluation. LSTDQ performs the maximization above as needed to determine

policy π for each s′ of each sample (s, a, r, s′) in the sample set. LSTDQ outputs

the parameters wπ of the approximate value function of policy π and the iteration

continues in the same manner.

The LSPI algorithm is summarized in Figure 6.6. Any source of samples can

be used in each iteration for the call to LSTDQ. For maximum savings, a single

set of samples may be (re)used repeatedly in every iteration of LSPI. Notice also

that since value functions and policies are represented through the parameters w

of the approximation architecture, a metric on consecutive parameters is used as

the stopping criterion of the iteration; in that sense, LSPI can be thought of as an

iteration in the space of parameters w.
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6.4 LSPI for Team MDPs

For team MDPs, the state-action value function is approximated using the following

linear architecture:

Q̂(s, ā;w) =
k∑

j=1

φj(s, ā)wj = φ(s, ā)⊺w ,

where ā ∈ Ā is the joint action of all agents. Let w be the parameters of the ap-

proximate value function at some iteration of LSPI. The greedy policy π over this

approximate value function at any given state s can be obtained through maximiza-

tion of the approximate values over all joint actions in Ā:

π(s) = arg max
ā∈Ā

Q̂(s, ā) = arg max
ā∈Ā

φ(s, ā)⊺w .

Since the size of Ā grows exponentially with the number of agents, this enumera-

tion can be quite inefficient, if not infeasible. For this reason, it is further assumed

that the approximate value function is factored over actions, which means that each

basis function depends on the state and on the actions of only a small subset of

agents (localized action domain). If this is the case, it is possible to apply a method,

known as cooperative action selection [27], that allows multiple agents to determine

the jointly optimal action with respect to an (approximate) factored value function

efficiently without explicitly enumerating all possible action combinations. An im-

portant feature of cooperative action selection is that the communication network

between agents is determined by the structure of the local value functions.

Consider a domain with N decision making agents participating in the process.

The joint action of all agents is ā = (a1, a2, ..., aN ), where ai ∈ Ai is the action of

agent i. Assume also that each basis function φj depends only on the actions of a

small subset of agents, that is, φj = φj(s, āj), where āj ∈ Āj, and Āj is the joint
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action space of the agents that appear in φj. For example, if φ4 depends only on the

actions of agents {4, 5, 8}, then ā4 ∈ A4 ×A5 ×A8. Under this locality assumption,

the approximate (factored) value function is

Q̂(s, ā) =
k∑

j=1

φj(s, āj)wj ,

where the assignments to the āj’s are consistent with ā, and the maximization prob-

lem for the best joint action becomes

max
(a1,a2,...,aN )∈Ā

{
k∑

j=1

φj(s, āj)wj

}
.

Cooperative action selection uses cost network optimization [20] to find the best joint

action without enumerating all possible joint actions. The cost network is defined by

the action domains of the basis function and their common variables that indicate

interdependencies. Optimization (maximization in this case) in such a network can

be performed efficiently by careful variable elimination. Briefly speaking, we define

an elimination order for the action variables ai in ā and, for each ai in turn, we

push the max operator for just ai as far inside the summation as possible, keeping

only terms that have some dependency on ai or no dependency on any action. We

replace this smaller max expression over ai with a new function fi that depends on

the actions of the other agents that appear in this max expression. Finally, the new

function fi is defined to be the maximum over ai of the eliminated expression in all

cases. We repeat this elimination process until all ai’s and therefore all max operators

are eliminated.

More formally, at step i of the elimination, let Bi be the set of basis functions that

have not been eliminated up to that point and Fi be the set of the new functions

that have not been eliminated yet. For simplicity, let’s assume that the elimination
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order is a1, a2, ..., aN (in practice the elimination order needs to be chosen carefully

in advance since a poor elimination ordering could have serious adverse effects on

efficiency). At the very beginning of the elimination process, B1 = {φ1, φ2, ..., φk}

and F1 is empty. When eliminating ai at step i, define Ei ⊆ Bi ∪ Fi to be those

functions that contain ai in their domain or have no dependency on any action. We

generate a new function fi(¯̄ai) that depends on the actions of all agents whose actions

appear in the domains of the functions in Ei excluding the eliminated agent i. This

new function is defined to be the maximum over the possible choices for ai:

fi(¯̄ai) = max
ai∈Ai




∑

φj∈Ei

φj(s, āj)wj +
∑

fl∈Ei

fl(¯̄al)



 .

Now, we define Bi+1 = Bi − Ei and Fi+1 = Fi − Ei + {fi} and we continue with

the elimination of action ai+1. Notice that ai does not appear anywhere in Bi+1 or

Fi+1. Notice also that fN will necessarily have an empty domain and it is exactly the

best value over all joint actions in state s. Once this forward pass of action variable

elimination is completed, a backward pass through the fi’s is sufficient to retrieve

the maximizing choices for each ai and therefore the complete best joint action.

In summary, the greedy policy π over the approximate factored value function

can be determined efficiently using the cooperative action selection mechanism. Even

though complete enumeration is avoided in general, enumeration over the action do-

mains of the fi functions is unavoidable. The elimination order can be manipulated in

an attempt to keep these action domains small (local), however the overall complexity

will be exponential in the induced tree width. As with Bayes nets, the existence and

hardness of discovering efficient elimination orderings will depend upon the topology.

Returning back to LSPI, the policy π (represented by w) can be fed to LSTDQ

along with a sample set for evaluation. LSTDQ performs the cost network maximiza-

tion above as needed to determine policy π for each s′ of each sample (s, ā, r, s′) in the
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LSTDQ-TMDP (D, k, φ, γ, π) // Learns Q̂π from samples

// D : Source of samples (s, ā, r, s′)
// k : Number of basis functions
// φ : Factored basis functions
// γ : Discount factor
// π : Policy whose value function is sought

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, ā, r, s′) ∈ D

Ã← Ã + φ(s, ā)
(
φ(s, ā)− γφ

(
s′, π(s′)

))⊺

b̃← b̃+ φ(s, ā)r

w̃π ← Ã−1 b̃

return w̃π

Figure 6.7: The LSTDQ algorithm for team MDPs.

sample set. LSTDQ in the team MDP case is identical to LSTDQ for regular MDPs,

except that the joint action ā is considered as shown in Figure 6.7. LSTDQ-TMDP

outputs the parameters wπ of the approximate value function of policy π and the

iteration continues.

LSPI for team MDPs is exactly the same as in the MDP case and is shown in

Figure 6.8. The main shortcoming of LSPI in such multi-agent domains is that the

learning phase is not amenable to a distributed implementation. A central coordi-

nator has to collect all the necessary information, compute all the basis functions,

form the matrices, solve the system, and distribute the learned value function to all

agents. That implies that global communication is required during learning; how-

ever, the learned policy can be executed in a distributed manner where the local

communication structure is defined by the action domains of the basis functions.
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LSPI-TMDP (D, k, φ, γ, ǫ, π0) // Learns a good policy from samples

// D : Source of samples (s, ā, r, s′)
// k : Number of basis functions
// φ : Factored basis functions
// γ : Discount factor
// ǫ : Stopping criterion
// π0 : Initial policy, given as w0 (default: w0 = 0)

π′ ← π0 // w′ ← w0

repeat

π ← π′ // w ← w′

π′ ←LSTDQ-TMDP (D, k, φ, γ, π) // w′ ← LSTDQ-TMDP (D, k, φ, γ, w)
until (π ≈ π′) // until (‖w − w′‖ < ǫ)

return π // return w

Figure 6.8: The LSPI algorithm for team MDPs.

6.5 LSPI for Zero-Sum Markov Games

For zero-sum Markov games, the state-action value function is approximated using

the following linear architecture:

Q̂(s, a, o;w) =
k∑

i=1

φi(s, a, o)wi = φ(s, a, o)⊺w ,

where a is the action of the maximizer and o is the action of the minimizer. Let w

be the parameters of the approximate value function at some iteration of LSPI. The

greedy minimax policy π for the maximizer over this approximate value function at

any given state s is determined by

π(s) = arg max
π(s) ∈Ω(A)

min
o∈O

∑

a∈A

π(a; s)Q̂(s, a, o)

= arg max
π(s) ∈Ω(A)

min
o∈O

∑

a∈A

π(a; s)φ(s, a, o)w ,
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LSTDQ-MG (D, k, φ, γ, π) // Learns the Qπ value function

// D : Source of samples (s, a, o, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// π : Policy whose value function is sought

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, a, o, r, s′) ∈ D

Ã← Ã + φ(s, a, o)
(
φ(s, a, o)− γ

∑

a′∈A

π(a′; s′)φ(s′, a′, o′)
)

⊺

b̃← b̃+ φ(s, a, o)r

w̃π ← Ã−1b̃

return w̃π

Figure 6.9: The LSTDQ algorithm for zero-sum Markov games.

and can be obtained by solving the following linear program:

Maximize: V

Subject to:
∑

a∈A

π(a; s) = 1

∀a ∈ A, π(a; s) ≥ 0

∀o ∈ O, V ≤
∑

a∈A

π(a; s)φ(s, a, o)w

.

Recall that the minimax policy is a stochastic policy and so π(s) is a probability

distribution over actions; the probabilities π(a; s) for each action are computed by

the linear program. For action selection, when the policy is executed, the agent will

have draw an action from A according to the distribution π(s).

The greedy minimax policy π (represented by w) can be fed to LSTDQ along

with a set of samples for evaluation. LSTDQ solves the linear program above as

needed to determine policy π for each s′ of each sample (s, a, o, r, s′) in the sample
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LSPI-MG (D, k, φ, γ, ǫ, π0) // Learns a good policy from samples

// D : Source of samples (s, a, o, r, s′)
// k : Number of basis functions
// φ : Basis functions
// γ : Discount factor
// ǫ : Stopping criterion
// π0 : Initial policy, given as w0 (default: w0 = 0)

π′ ← π0 // w′ ← w0

repeat

π ← π′ // w ← w′

π′ ← LSTDQ-MG (D, k, φ, γ, π) // w′ ← LSTDQ-MG (D, k, φ, γ, w)
until (π ≈ π′) // (‖w − w′‖ < ǫ)

return π // return w

Figure 6.10: The LSPI algorithm for zero-sum Markov games.

set. The update equations of LSTDQ for Markov games will have to be modified to

account for the opponent’s action and the distribution over next actions since the

minimax policy is stochastic. For any sample (s, a, o, r, s′), the new update equations

for LSTDQ-MG (LSTDQ for Markov games) are:

Ã← Ã + φ(s, a, o)
(
φ(s, a, o)− γ

∑

a′∈A

π(a′; s′)φ(s′, a′, o′)
)

⊺

,

b̃← b̃+ φ(s, a, o)r .

The action o′ is the minimizing opponent’s action in computing π(s′). LSTDQ-MG,

shown in Figure 6.9, outputs the parameters wπ of the approximate value function

of policy π and the iteration repeats. The complete LSPI algorithm for zero-sum

Markov games is shown in Figure 6.10.
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6.6 LSPI for Team Zero-Sum Markov Games

Consider a team zero-sum Markov game where a team of N maximizers is playing

against a team of M minimizers. Maximizer i chooses actions from Ai, so the team

chooses actions ā = (a1, a2, ..., aN) from Ā = A1 × A2 × ... × AN , where ai ∈ Ai.

Minimizer i chooses actions from Oi, so the minimizer team chooses actions ō =

(o1, o2, ..., oM ) from Ō = O1 × O2 × ... × OM , where oi ∈ Oi. In this case, the

state-action value function is approximated using a linear architecture of the form:

Q̂(s, ā, ō;w) =
k∑

i=1

φi(s, ā, ō)wi = φ(s, ā, ō)⊺w ,

Let w be the parameters of the approximate value function at some iteration of LSPI.

The greedy minimax policy π for the maximizer team over this approximate value

function at any given state s can be computed (naively) by solving the following

linear program:

Maximize: V
Subject to: ∀ ā ∈ Ā, π(ā; s) ≥ 0∑

ā∈Ā

π(ā; s) = 1

∀ ō ∈ Ō, V ≤
∑

ā∈Ā

π(ā; s)φ(s, ā, ō)⊺w .

Since |Ā| is exponential in N and |Ō| is exponential in M , the linear program above

has an exponential number of variables and constraints and would be intractable to

solve, unless we make certain assumptions about the basis functions of the linear

approximation architecture. Each basis function can be thought of as an individual

player’s perception of the environment, so it need not depend upon every feature of

the state or the actions taken by every player in the game. In particular, I assume

a factored over actions linear approximation architecture, where the basis functions
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have localized action domains. More specifically, I assume that each φj depends on

the state and on the actions of only a small subset of maximizers Aj and minimizers

Oj, that is, φj = φj(s, āj, ōj), where āj ∈ Āj and ōj ∈ Ōj (Āj is the joint action

space of the agents in Aj and Ōj is the joint action space of the agents in Oj). For

example, if φ4 depends only on the actions of maximizers {4, 5, 8}, and the actions

of minimizers {3, 2, 7}, then ā4 ∈ A4 ×A5 ×A8 and ō4 ∈ O3 ×O2 ×O7. Under this

locality assumption, the approximate (factored) value function becomes

Q̂(s, ā, ō) =
k∑

j=1

φj(s, āj, ōj)wj ,

where the assignments to the āj’s and ōj’s are consistent with ā and ō. Given this

form of the value function the linear program can be simplified significantly. Let’s

look at the constraints for the value of the state first:

V ≤
∑

ā∈Ā

π(ā; s)
k∑

j=1

φj(s, āj, ōj)wj

V ≤

k∑

j=1

∑

ā∈Ā

π(ā; s)φj(s, āj, ōj)wj

V ≤
k∑

j=1

∑

āj∈Āj

∑

ā′∈Ā\Āj

π(ā; s)φj(s, āj, ōj)wj

V ≤

k∑

j=1

wj

∑

āj∈Āj

φj(s, āj, ōj)
∑

ā′∈Ā\Āj

π(ā; s)

V ≤

k∑

j=1

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) ,

where each πj(āj; s) defines a probability distribution over the actions of the players

that appear in φj. From the last expression, it is clear that we can use πj(āj; s) as
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the variables of the linear program. The number of these variables will typically be

much smaller than the number of variables π(ā; s), depending on the size of the Aj’s.

However, we must add constraints to ensure that the local probability distributions

πj are consistent with a global distribution over the entire joint action space Ā. The

first set of constraints are the standard ones for any probability distribution:

∀ j = 1, ..., k :
∑

āj∈Āj

πj(āj; s) = 1

∀ j = 1, ..., k : ∀ āj ∈ Āj, πj(āj; s) ≥ 0 .

For consistency, we must ensure that all marginals over common variables are iden-

tical:

∀ 1 ≤ j < h ≤ k : ∀ ā′ ∈ Āj ∩ Āh,
∑

ā′
j∈Āj\Āh

πj(āj; s) =
∑

ā′
h
∈Āh\Āj

πh(āh; s) .

These constraints are sufficient if the running intersection property is satisfied by

the πj’s [26]. If not, it is possible that the resulting πj’s will not be consistent

with any global distribution even though they are locally consistent. However, the

running intersection property can be enforced by introducing certain additional local

distributions in the set of πj’s. This can be achieved using a variable elimination

procedure.

First, we establish an elimination order for the maximizers and we let H1 be the

set of all πj’s and L = ∅. At each step i, some agent i (according to the elimination

order) is eliminated and we let Ei be the set of all distributions in Hi that involve

the actions of agent i or have empty domain. We then create a new distribution

ωi over the actions of all agents that appear in Ei and we place ωi in L. We also

create ω′
i defined as the distribution over the actions of all agents that appear in ωi

except agent i. Next, we update Hi+1 = Hi ∪ {ω
′
i} − Ei and repeat until all agents

have been eliminated. Note that HN will necessarily be empty and L will contain
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at most N new local probability distributions. We can manipulate the elimination

order in an attempt to keep the distributions in L small (local), however their size

will be exponential in the induced tree width. As with Bayes nets, the existence and

hardness of discovering efficient elimination orderings will depend upon the topology.

The set H1 ∪ L of local probability distributions satisfies the running intersection

property and so we can proceed with this set instead of the original set of πj’s and

apply the constraints listed above. Even though we are only interested in the πj’s,

the existence of the additional distributions in the linear program will ensure that

the πj’s will be globally consistent.

The number of constraints needed for the local probability distributions is much

smaller than the original number of constraints. In summary, the new linear program

will be:

Maximize: V
Subject to: ∀ j = 1, ..., k : ∀ āj ∈ Āj, πj(āj; s) ≥ 0

∀ j = 1, ..., k :
∑

āj∈Āj

πj(āj; s) = 1

∀ 1 ≤ j < h ≤ k : ∀ ā′ ∈ Āj ∩ Āh,
∑

ā′
j∈Āj\Āh

πj(āj; s) =
∑

ā′
h
∈Āh\Āj

πh(āh; s)

∀ ō ∈ Ō, V ≤
k∑

j=1

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) .

At this point we have eliminated the exponential dependency from the number of

variables and partially from the number of constraints. The last set of (exponentially

many) constraints can be replaced by a single non-linear constraint:

V ≤ min
ō∈Ō

k∑

j=1

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) .

I now show how this non-linear constraint can be turned into a number of linear

constraints which is not exponential in M in general. The main idea is to embed a
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cost network inside the linear program [27]. In particular, we define an elimination

order for the oi’s in ō and, for each oi in turn, we push the min operator for just oi as

far inside the summation as possible, keeping only terms that have some dependency

on oi or no dependency on any of the opponent team actions. We replace this smaller

min expression over oi with a new function fi (represent by a set of new variables in

the linear program) that depends on the other opponent actions that appear in this

min expression. Finally, we introduce a set of linear constraints for the value of fi

that express the fact that fi is the minimum of the eliminated expression in all cases.

We repeat this elimination process until all oi’s and therefore all min operators are

eliminated.

More formally, at step i of the elimination, let Bi be the set of basis functions that

have not been eliminated up to that point and Fi be the set of the new functions

that have not been eliminated yet. For simplicity, we assume that the elimination

order is o1, o2, ..., oM (in practice the elimination order needs to be chosen carefully

in advance since a poor elimination ordering could have serious adverse effects on

efficiency). At the very beginning of the elimination process, B1 = {φ1, φ2, ..., φk}

and F1 is empty. When eliminating oi at step i, define Ei ⊆ Bi ∪ Fi to be those

functions that contain oi in their domain or have no dependency on any opponent

action. We generate a new function fi(¯̄oi) that depends on all the opponent actions

that appear in Ei excluding oi:

fi(¯̄oi) = min
oi∈Oi




∑

φj∈Ei

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) +
∑

fk∈Ei

fk(¯̄ok)



 .

We introduce a new variable in the linear program for each possible setting of the

domain ¯̄oi of the new function fi(¯̄oi). We also introduce a set of constraints for these
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variables:

∀ oi ∈ Oi, ∀ ¯̄oi : fi(¯̄oi) ≤
∑

φj∈Ei

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) +
∑

fk∈Ei

fk(¯̄ok)

These constraints ensure that the new function is the minimum over the possible

choices for oi. Now, we define Bi+1 = Bi − Ei and Fi+1 = Fi − Ei + {fi} and we

continue with the elimination of action oi+1. Notice that oi does not appear anywhere

in Bi+1 or Fi+1. Notice also that fM will necessarily have an empty domain and it

is exactly the value of the state, fM = V (s). Summarizing everything, the reduced

linear program is

Maximize: fM

Subject to: ∀ j = 1, ..., k : ∀ āj ∈ Āj, πj(āj; s) ≥ 0

∀ j = 1, ..., k :
∑

āj∈Āj

πj(āj; s) = 1

∀ 1 ≤ j < h ≤ k : ∀ ā′ ∈ Āj ∩ Āh,
∑

ā′
j∈Āj\Āh

πj(āj; s) =
∑

ā′
h
∈Āh\Āj

πh(āh; s)

∀ i, ∀ oi, ∀ ¯̄oi : fi(¯̄oi) ≤
∑

φj∈Ei

wj

∑

āj∈Āj

φj(s, āj, ōj)πj(āj; s) +
∑

fk∈Ei

fk(¯̄ok)

Notice that the exponential dependency in N and M has been eliminated. The total

number of variables and/or constraints is now exponentially dependent only on the

number of players that appear together as a group in any of the basis functions or the

intermediate functions and distributions. It should be emphasized that this reduced

linear program solves the same problem as the naive linear program and yields the

same solution (albeit in a factored form).

In summary, this linear program with the embedded cost network provides an

efficient way to compute the greedy minimax policy π for the entire team over the

approximate value function represented by the parameters w. A related question is

how to sample a joint action ā from the global distribution defined by the smaller

distributions (for action selection when using the policy to make decisions). We begin
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with all actions uninstantiated and we go through all πj’s. For each j, we marginalize

out the instantiated actions (if any) from πj to generate the conditional probability

and then we sample jointly the actions that remain in the distribution. We repeat

with the next j until all actions are instantiated. Notice that this operation can

be performed in a distributed manner, that is, at execution time only agents whose

actions appear in the same πj need to communicate to sample actions jointly. This

communication structure is directly derived from the structure of the basis functions.

Returning back to LSPI, the greedy minimax policy π (represented by w) can

be fed to LSTDQ along with a sample set for evaluation. To complete the learning

algorithm, the update equations of LSTDQ must also be modified. For any sample

(s, ā, ō, r, s′), the naive update equation for Ã would be

Ã← Ã + φ(s, ā, ō)
(
φ(s, ā, ō)− γ

∑

ā′∈Ā

π(ā′; s′)φ(s′, ā′, ō′)
)

⊺

.

The action ō′ is the minimizing opponent’s action in computing policy π in state s′.

Unfortunately, the number of terms in the summation within the update equation is

exponential in N . However, the vector

(
φ(s, ā, ō)− γ

∑

ā′∈Ā

π(ā′; s′)φ(s′, ā′, ō′)
)

can be computed on a component-by-component basis avoiding this exponential

blowup. In particular, the j-th component is:

φj(s, āj, ō)− γ
∑

ā′∈Ā

π(ā′; s′)φj(s
′, ā′j, ō

′)

= φj(s, ā, ō)− γ
∑

ā′
j∈Āj

∑

ā′′
j ∈Ā\Āj

π(ā′; s′)φj(s
′, ā′j, ō

′)

= φj(s, ā, ō)− γ
∑

ā′
j∈Āj

φj(s
′, ā′j, ō

′)
∑

ā′′
j ∈Ā\Āj

π(ā′; s′)
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= φj(s, ā, ō)− γ
∑

ā′
j∈Āj

φj(s
′, ā′j, ō

′)πj(ā
′
j; s

′) ,

which can be easily computed without exponential enumeration, using the factored

probability distribution represented by the πj’s.

The last open question is how to find ō′, the minimizing opponent’s joint action

in computing policy π in state s′. This can be done after the linear program is

solved by going through the fi’s in reverse order (compared to the elimination order)

and finding the choice for oi that imposes a tight constraint on fi(¯̄oi) conditioned

on the minimizing choice for ¯̄oi that has been found so far. The only complication

is that the linear program has no incentive to maximize fi(¯̄oi) unless it contributes

to maximizing the final value. Thus, a constraint that appears to be tight may not

correspond to the actual minimizing choice. The solution to this is to do a forward

pass first (according to the elimination order) marking the fi(¯̄oi)’s that really come

from tight constraints. Then, the backward pass described above will find the true

minimizing choices by using only the marked fi(¯̄oi)’s.

The modified LSTDQ-TMG algorithm for team Markov games is summarized

in Figure 6.11. LSTDQ-TMG solves the linear program with the embedded cost

network as needed to determine policy π for each s′ of each sample (s, ā, ō, r, s′) in

the sample set. Finally, LSTDQ-TMG outputs the parameters wπ of the approximate

state-action value function of policy π and the iteration continues.

LSPI for team Markov games is exactly the same as in the Markov game case

and is shown in Figure 6.12. Similarly to the team MDP case, the main shortcoming

of LSPI in such multi-agent competitive domains is that the learning phase is not

amenable to a distributed implementation. A central coordinator has to collect all

the necessary information, compute all the basis functions, form the matrices, solve

the system, and distribute the learned value function to all agents, implying that
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LSTDQ-TMG (D, k, φ, γ, π) // Learns the Qπ value function

// D : Source of samples (s, ā, ō, r, s′)
// k : Number of basis functions
// φ : Factored basis functions
// γ : Discount factor
// π : Policy whose value function is sought

Ã← 0 // (k × k) matrix

b̃← 0 // (k × 1) vector

for each (s, ā, ō, r, s′) ∈ D

ψj ← φj(s, ā, ō)− γ
∑

ā′
j∈Āj

φj(s
′, ā′j , ō

′)πj(ā
′
j ; s

′), j = 1, ..., k

Ã← Ã + φ(s, ā, ō)ψ⊺

b̃← b̃+ φ(s, ā, ō)r

w̃π ← Ã−1b̃

return w̃π

Figure 6.11: The LSTDQ learning algorithm for team Markov games.

LSPI-TMG (D, k, φ, γ, ǫ, π0) // Learns a good policy from samples

// D : Source of samples (s, ā, ō, r, s′)
// k : Number of basis functions
// φ : Factored basis functions
// γ : Discount factor
// ǫ : Stopping criterion
// π0 : Initial policy, given as w0 (default: w0 = 0)

π′ ← π0 // w′ ← w0

repeat

π ← π′ // w ← w′

π′ ← LSTDQ-TMG (D, k, φ, γ, π) // w′ ← LSTDQ-TMG (D, k, φ, γ, w)
until (π ≈ π′) // (‖w − w′‖ < ǫ)

return π // return w

Figure 6.12: The LSPI algorithm for team Markov games.
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global communication is required during learning. However, the learned policy can

be executed in a distributed manner with limited communication between the agents

of the team with a local communication structure determined by the action domains

of the basis functions.

Finally, I demonstrate the efficiency gained over exponential enumeration with

an example. Consider a problem with N = 5 maximizers and M = 4 minimizers.

Assume also that each maximizer or minimizer has 5 actions to choose from. The

naive solution would require solving a linear program with 3126 variables and 3751

constraints for any representation of the value function. Consider now the following

factored value function:

Q̂(s, ā, ō) = φ1(s, a1, a2, o1, o2)w1 + φ2(s, a1, a3, o1, o3)w2 +

φ3(s, a2, a4, o3)w3 + φ4(s, a3, a5, o4)w4 + φ5(s, a1, o3, o4)w5 .

These basis functions satisfy the running intersection property (there is no cycle of

length longer than 3), so there is no need for additional probability distributions.

Using the elimination order {o4, o3, o1, o2} for the cost network, the reduced linear

program contains only 121 variables and 215 constraints (I present only the 80 con-

straints on the value of the state that demonstrate the variable elimination procedure,

omitting the common constrains for validity and consistency of the local probability

distributions):

Maximize: f2 Subject to:

∀ o4 ∈ O4, ∀ o3 ∈ O3, f4(o3) ≤
∑

(a3,a5)∈A3×A5

w4φ4(s, a3, a5, o4)π4(s, a3, a5) +

∑

a1∈A1

w5φ5(s, a1, o3, o4)π5(s, a1)
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∀ o3 ∈ O3, ∀ o1 ∈ O1, f3(o1) ≤
∑

(a1,a3)∈A1×A3

w2φ2(s, a1, a3, o1, o3)π2(s, a1, a3) +

∑

(a2,a4)∈A2×A4

w3φ3(s, a2, a4, o3)π3(s, a2, a4) + f4(o3)

∀ o1 ∈ O1, ∀ o2 ∈ O2, f1(o2) ≤
∑

(a1,a2)∈A1×A2

w1φ1(s, a1, a2, o1, o2)π1(s, a1, a2) + f3(o1)

∀ o2 ∈ O2, f2 ≤ f1(o2)

6.7 Properties of LSPI

As with any approximate algorithm, the convergence of LSPI is not guaranteed in gen-

eral. However, since LSPI is an approximate policy iteration algorithm, the generic

bound on policy iteration presented in Chapter 3 applies. An important property of

LSPI is that it does not require an approximate policy representation, thus removing

any source of error in the actor part of the actor-critic architecture. Therefore, the

theorem can be stated as follows.

Theorem 6.7.1 Let π0, π1, π2, ..., πm be the sequence of policies generated by LSPI

and let Q̂π1, Q̂π2, ..., Q̂πm be the corresponding approximate value functions as com-

puted by LSTDQ. Let ǫ be a positive scalar that bounds the errors between the ap-

proximate and the true value functions over all iterations:

∀ m = 1, 2, ..., ‖Q̂πm −Qπm‖∞ ≤ ǫ .

Then, this sequence eventually produces policies whose performance is at most a con-

stant multiple of ǫ away from the optimal performance:

lim sup
m→∞

‖Q̂πm −Q∗‖∞ ≤
2γǫ

(1− γ)2
.
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Proof: The theorem follows directly from theorem 3.4.1.

This theorem implies that LSPI is a stable algorithm. It will either converge or it

will oscillate in an area of the policy space where policies have bounded performance.

In any case, the performance of the resulting policy will be bounded as function of ǫ.

Reducing ǫ is critical in obtaining certain quality guarantees for LSPI. The two factors

that determine ǫ are the choice of basis functions and the count and distribution of

samples. Both of these are external to LSPI and both are controllable since LSPI

imposes no requirements on them. As a consequence, it is striking that LSPI poses

no inherent limitations on the objective quality of its output. It is all a matter of

good designer choices.

Regarding these two designer choices, LSPI allows for certain degrees of freedom.

First, it is not necessary that the set of basis functions remains the same throughout

the LSPI iterations. At each iteration, a different policy is evaluated and certain sets

of basis functions may be more appropriate than others for each of these policies. It

is a largely open question (not addressed in this thesis) the problem of identifying

good sets of basis functions for representing the value function of a given (known)

policy. Second, LSPI allows for great flexibility in the collection of samples used in

each iteration. The distribution of samples determines the weights of the orthogonal

projection and certain weights may be more appropriate than others for different

sets of basis functions. It is again an open question (not addressed in this thesis)

the problem of identifying good projection weights for a given (known) set of basis

functions chosen to approximate the value function of a given (known) policy. One

problem in this case is that even if the best projection weights are identified it may

not be possible to collect samples from a distribution that will incur those weights if

a generative model is not available. If samples are collected from the actual process,

the only control available is the action choices and LSPI itself imposes no restrictions
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on these choices.

This flexibility is also the main limitation of LSPI, since the algorithm applies only

after basis functions have been chosen and a strategy for collecting samples has been

decided upon. Unfortunately, these are crucial decisions that LSPI does not address.

Another limitation of LSPI can be identified in the implied policy representation. For

any MDP with a (finite) state space S and a (finite) action space A there are |A||S|

possible distinct policies. Policies in LSPI are represented implicitly through the

parameters w of the approximation architecture for the value function. Even though

there is an infinite number of possible parameter settings, it is unlikely that there

exist parameter settings for representing each of the |A||S| possible policies (except

when there are sufficient free parameters, k = |S||A|, to represent value functions

exactly). As a result only a subset of all possible policies can be represented within

LSPI and, if the optimal policy is not in that subset, LSPI will never find it.

LSPI is an approximate method, but it should not be considered inferior to ex-

act methods. In fact, the range of possible choices for representing the state-action

value function allows everything from tabular and exact representations to concise

and compact representations as long as the approximation architecture is linear in the

parameters. In fact, with a tabular representation, LSPI offers many advantages com-

pared to any reinforcement learning algorithm based on tabular representation and

stochastic approximation in terms of convergence, stability, and sample complexity.

LSPI would be best characterized as an off-line, off-policy learning algorithm since

learning is separated from execution and samples can be collected arbitrarily. On-line

and on-policy versions of LSPI are also possible with minor modifications, however

it is not clear if they offer any advantage.

Finally, LSPI applies to a wide range of decision making models as it was shown

above. It is perhaps the only reinforcement learning algorithm up to date that applies
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uniformly and efficiently over such a range of problems without hitting scalability

bars.

118



Chapter 7

Direct Policy Learning Algorithms

This chapter reviews reinforcement learning algorithms that learn a policy directly

avoiding any kind of value function. Approximation methods for representing policies

over large state spaces are discussed first, followed by a description of the main

framework for policy learning algorithms involving gradient ascent using the gradient

of the policy with respect to its free parameters.

7.1 Direct Policy Learning

Value function based reinforcement learning methods have come under a lot of crit-

icism because of instabilities and poor scalability properties, sparking interest in

alternative methods. The central idea of direct policy learning is to learn a good

policy directly without a value function. The claim is that the focus should be on the

policy, which is the target product, and on how to represent and manipulate policies

efficiently, rather than on accurate and efficient representations of value functions

which do not address the control problem directly. In support of this claim it is often

cited that even small errors in the value function may result in severe performance

penalties in the resulting policy and, also, that a policy is sometimes simpler in terms

of structure and complexity compared to a value function and therefore much easier

to learn or approximate.

Direct policy search methods try to solve the control problem without explicitly

solving the prediction problem in full (complete value function). This is not meant

to say that direct policy search methods have no means of evaluating policies in some

way. In fact, they need some sort of evaluative feedback to be able to distinguish
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between good and bad policies. However, in any case, this evaluative feedback never

takes the form of a complete value function. The key issues that come up in the

context of direct policy learning are:

• the representation of a policy, and

• the policy learning or update method.

These two issues are discussed in turn in the following sections.

7.2 Policy Representation

Consider a policy π for an MDP with state space S and action space A. The exact

tabular representation of policy π would require O(|S|) space if π is deterministic (one

action choice for each state), and O(|S|×|A|) space if π is stochastic (one probability

value for each action in each state). For the other decision making models, especially

for the multiagent models, these requirements can grow significantly as the action

spaces become bigger. Notice that the storage needs for exact policy representation

are comparable to the storage needs for exact representation of a value function. It

is fairly easy to see that such exact representations of a policy are practical only for

small problems.

Similarly to value function approximation, a policy is commonly represented by

a parametric approximation architecture π̂(∗; θ), where θ are the adjustable parame-

ters of the architecture. A deterministic policy has a discrete nature that is hard

to approximate using architectures that are typically continuous and differentiable

functions with respect to the parameters. For this reason, and since a determinis-

tic policy is a special case of a stochastic policy, approximate policy representations

have focused on representing stochastic policies. Therefore, a policy approximation
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architecture usually takes the form

π̂(s, a; θ) ,

meaning that, for any input state-action pair (s, a), the output is the probability

of action a being selected in state s1. The main requirement across all direct policy

learning methods is that the approximation architecture is differentiable with respect

to the free parameters θ.

Common architecture choices include all standard differentiable nonlinear archi-

tectures, such as multi-layer neural networks. A very popular choice are the so called

softmax policies, where actions are chosen from a parameterized Boltzmann distrib-

ution,

π̂(s, a; θ) =
e

F (s, a; θ)

T

∑

a∈A

e

F (s, a; θ)

T

,

where F is an arbitrary differentiable function approximator and T is a positive

scalar, known as the temperature. A high value of T makes the distribution more

or less uniform and the actions equiprobable independently of the value F (s, a; θ).

As the value of T is lowered the distribution favors the actions with high values

F (s, a; θ). A softmax policy, as the name suggests, in any state s prefers the action a

that maximizes F (s, a; θ) in a soft way, since the other actions still have a chance to

be selected. In a sense, F plays a role similar to that of a state-action value function

approximator.

1Actually, the output does not have to be normalized, since normalization can be easily enforced
by dividing each output π̂(s, a; θ) by

∑
a∈A

π̂(s, a; θ).
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7.3 Policy Gradient Algorithms

Almost all direct policy learning algorithms are performing some sort of gradient

following. Recall that the objective function that the optimal policy maximizes is

the following:

R(π) = Es∼D ; at∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

Assuming that the agent acts according to our approximate policy π̂ it is desired to

maximize R(π̂) as a function of θ to find the best policy π̂∗ (with parameters θ∗)

within the space of approximate policies:

θ∗ = arg max
θ

R(π̂) = arg max
θ
Es∼D ; at∼bπ ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
.

Maximizing this function globally over the space of parameters θ would be a very

difficult task because R(π̂) is, in general, a nonlinear function of θ, even if the policy

approximation architecture is linear in θ. Local maximization, however, is possible

through gradient ascent, if the gradient of the function with respect to θ can be

computed. Assuming that θ(t) is the current set of parameters at time t, then the

update equation for gradient ascent is:

θ(t+1) = θ(t) + α∇θR(π̂)
∣∣
θ(t) ,

where α ∈ [0, 1] is the learning rate. With each update, the policy is updated in the

direction of improved performance. Eventually, this sequence of improving policies

will converge to a region around a local maximum where the gradient is zero. The

policy at that point will definitely be better than the initial policy, however it may

not be optimal. It is clear that the choice of the initial policy is critical for the final

outcome of policy gradient ascent.
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In a learning situation, the function R(π̂) to be maximized as well as its gradient

are completely unknown. In such cases, samples are used to learn an estimate of the

gradient and gradient ascent is performed using the estimated gradient:

θ(t+1) = θ(t) + α ˜∇θR(π̂)
∣∣
θ(t) .

An additional complication in this case is that the gradient may not be accurate and

therefore it is not guaranteed that progress is made at every step. Most direct policy

learning algorithms fall under this description (shown in Figure 7.1) and they are

differentiated by how exactly they estimate the gradient. Some of these algorithms

learn an approximate value function as an intermediate step and use it to estimate

the gradient. The direct policy learning framework can be seen as form of policy

iteration, where the estimation of the gradient corresponds to the policy evaluation

procedure, and gradient ascent to the policy improvement procedure.

REINFORCE (REward Increment = Nonnegative Factor × Offset Reinforcement

× Characteristic Eligibility) [75] was one of the first policy gradient reinforcement

learning algorithms in which the policy was represented as a connectionist network.

REINFORCE learns an unbiased estimate of the gradient without the assistance of

any value function. However, REINFORCE was originally designed for immediate

reward problems and its natural extension to sequential decision problems results in

high variance in the estimate of the gradient. A number of improvements [49, 48, 6,

63, 39] over REINFORCE have appeared since then.

7.4 Limitations, Comparison, and Discussion

Although directly policy learning methods have demonstrated some success, they can

require a huge number of samples and very small steps to discover good policies. The

problem is that it is not as critical to get a good estimate of the magnitude of the
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DPL (D, γ, π̂θ, θ0, α0, σ) // Learns a good policy from samples

// D : Source of samples (s, a, r, s′)
// γ : Discount factor
// π̂θ : Parametric policy representation
// θ0 : Initial parameters
// α0 : Initial learning rate
// σ : Learning rate schedule

θ ← θ0; t← 0

repeat

˜∇θR(π̂θ)
∣∣
θ
←EstimateGradient(D, π̂θ)

θ ← θ + α ˜∇θR(π̂θ)
∣∣
θ

α← σ(α, α0, t)
t← t+ 1

until

(
˜∇θR(θ)

∣∣
θ
≈ 0

)

return θ

Figure 7.1: The direct policy learning algorithm.

gradient, as it is to get a good estimate of the direction of the gradient. Although it

has been suggested that a relatively small set of samples is sufficient for an accurate

estimate of the magnitude of the gradient [4], there have been devised examples

of simple MDPs in which an exponential (in the size of the state space) number of

samples is needed in order to accurately estimate the direction of the gradient [68, 35].

Another potential problem is that for certain representations, policy learning is

in fact some sort of value function learning, only harder. For example, the F func-

tion in a softmax architecture is closely related to the state-action value function of

the policy. Learning the parameters of a softmax architecture is similar to learning

the parameters of some sort of value function with all the difficulties of value func-

tion learning and without the assistance of temporal difference learning and Bellman

updates.
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A new direct policy learning algorithm that deviates from this framework is pre-

sented in the next chapter.
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Chapter 8

Rollout Classification Policy Iteration

This chapter introduces the Rollout Classification Policy Iteration (RCPI) algorithm,

a new reinforcement learning algorithm for control. RCPI is an approximate policy

iteration algorithm that bypasses the problems of value function learning and ap-

proximation by using rollouts to learn a good policy for a sparse set of states, and a

classifier to generalize over the entire state space.

8.1 The Key Ideas

The Rollout Classification Policy Iteration (RCPI) algorithm is an approximate policy

iteration algorithm that focuses on direct policy learning and representation bypass-

ing the need for an explicit value function. The key idea in RCPI is to cast the

problem of policy learning as a classification problem. Thinking of states as exam-

ples and of actions as labeled classes, each policy can be thought of as a classifier

that classifies states to actions. The problem of finding a good policy is equivalent

to finding a classifier that maps states to “good” actions, where the goodness of an

action is measured in terms of its contribution to the long term goal of the agent.

Classification methods have significantly advanced in recent years. Modern clas-

sification methods, such as Support Vector Machines (SVMs) [71], have been pop-

ularized by their ability to perform equally well or better than traditional methods

involving careful feature engineering on a variety of problems. The combination of

solid mathematical theory, good generalization ability, minimum feature engineer-

ing, and optimized implementations has drawn attention to SVMs as the method of

choice for many classification and regression problems. However, all these methods
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are instances of supervised learning; they learn and generalize from a training set of

labeled examples.

For policy learning, a training set would consist of a subset of states labeled with

actions; to learn a good policy, states must be labeled with good actions. It is,

therefore, necessary to be able to distinguish “good” from “bad” actions in any given

state s. The state-action value function Qπ provides such a measure in the context

of a fixed policy π; the action that maximizes Qπ in state s is a good action, whereas

the one that minimizes it is a bad one. A training set could be easily formed if the

Qπ values for all actions were available for a subset of states. Of course, any value

function learning algorithm could provide this information. However, such a choice

would represent a mismatch of interests: practical value function learning methods

learn approximate values for all states, whereas to create a good training set one needs

accurate values for some states. Nevertheless, the Monte-Carlo estimation technique

of rollouts provides a way of estimating Qπ at any given state-action pair (s, a) by

simulating several trajectories of the process from state s on a generative model and

averaging the observed total discounted reward over all runs. Thus, using rollouts it

is possible to form a training set for the improved policy over some base policy.

Figure 8.1 shows a block diagram of RCPI that clarifies its relationship to approx-

imate policy iteration. The first observation is that there is no explicit representation

of a value function, only a representation of a policy. A policy in RCPI is represented

(approximately) as a generic multi-class classifier that assigns states (examples) to

actions (classes). The state-action value function of any (approximate) policy π̂ in

RCPI for any state-action pair is estimated from a generative model of the process

using rollouts. The improved policy over π̂ at any state s is obtained by querying

the rollout procedure for the state-action values of all actions in s and by finding

the “best” action. This is the action whose value is bigger than all others in a sta-
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Figure 8.1: Rollout Classification Policy Iteration

tistically significant sense, so that estimation errors are factored out. The improved

policy over π̂ is projected into the representation by training a new classifier on a

subset of states labeled with the actions of the improved policy. The cycle is then

repeated until a termination condition is met.

RCPI represents a family of reinforcement learning algorithms for control based

on approximate policy iteration. The two components that vary across instances of

this family are: (1) the multi-class classifier for representing policies, and (2) the

associated training method for projecting improved policies into the representation.

Since my interest is in efficient representations for complex policies over large state

spaces without need for careful engineering, I chose to use SVM classifiers and neural

network (NN) classifiers. Other choices for the classifier include any large-margin

classifier, ILP numerical learners, modest classifiers combined with boosting, etc.

The main idea of RCPI has also been independently discovered at the same time

by Fern, Yoon and Givan who examined policy iteration with rollouts and an in-

ductive learner for classification [24]. However, their emphasis is somewhat different.
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They focus on policy space bias as a means of searching a rich space of policies, while

RCPI relies upon the abilities of modern classifiers and kernel methods to recover

high dimensional structure in policies.

The following sections describe in detail the rollouts technique and the imple-

mentation of RCPI for MDPs. It is also discussed how RCPI could be possibly used

in the other three decision making models, although RCPI would not be a natural

choice for them. Finally, the properties and limitations of RCPI are discussed.

8.2 Rollouts

Recall that Qπ(s, a) is the expected total discounted reward when the process starts

in state s, and the decision maker takes action a for the first step and follows policy

π thereafter:

Qπ(s, a) = Eat∼π ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s, a0 = a

)
.

Rollout is a Monte Carlo technique for estimating Qπ(s, a) for any given state-action

pair (s, a) by simulation. An unbiased sample of Qπ(s, a) can be obtained by simu-

lating a complete trajectory of the process and recording the total discounted reward

obtained during the run. Such a trajectory must start in state s and proceed by

choosing action a at the first step and actions according to policy π thereafter. By

repeating this simulation several times and by averaging the results, an accurate esti-

mate of Qπ(s, a) can be obtained. For discounted problems with an infinite horizon,

the simulated trajectory can be truncated at a finite number of steps with a loss in

accuracy bounded by Rmaxγ
T/(1− γ), where Rmax is the maximum possible reward

in absolute value and T is the length of the trajectory. In formal terms, assuming

that ak,t ∼ π and sk,t ∼ P, except for t = 0 where sk,0 = s, ak,0 = a, the rollout value
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Q̃π(s, a) is computed as

Q̃π(s, a) =
1

K

K∑

k=1

T∑

t=0

γtrk,t ,

where K is the number of trajectories, T is the length of each trajectory, and rk,t is

the immediate reward at step t of trajectory k. In the limit of an infinite number

of infinitely long trajectories, the rollout value Q̃π(s, a) converges to Qπ(s, a). In

practice, K and T are set to some finite values depending on the desired accuracy,

the discount factor, the observed variance, the complexity of the simulation, the real-

time constraints, etc. Clearly, rollouts are only applicable in the generative model

case. The rollout estimation procedure is summarized in Figure 8.2.

Rollouts were introduced by Tesauro and Galperin [67] for online improvement of

backgammon policies and have been used widely [12, 14, 10, 8, 44] since then. The

idea of online policy improvement is that a fixed policy can be improved at execution

time by performing rollouts for the state-action values of all actions in the current

state and by selecting the action with the best rollout value instead of the action

suggested by the policy. This improved policy is known as the rollout policy over

the original policy. If enough rollouts are done to obtain accurate estimates of the

state-action values, the rollout policy is guaranteed to be at least as good as the

original one, if not better, since the rollout policy represents a single step of policy

iteration over the original policy. [13].

8.3 RCPI for MDPs

RCPI has been implemented using a modified version of SVMTorch [19], a pub-

licly available implementation of support vector machines. The SVMTorch package

provides a simple multi-class capability (one versus all), but is not necessarily repre-

sentative of the best that can be done on multiclass problems using SVM technology.
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Rollout (M, s, a, γ, π, K, T ) // Learns Qπ(s, a) by Monte-Carlo estimation

// M : Generative model
// (s, a) : State-action pair whose value is sought
// γ : Discount factor
// π : Policy
// K : Number of trajectories
// T : Length of each trajectory

for k = 1 to K

(s′, r)← Simulate(M, s, a)

Q̃k ← r

s← s′

for t = 1 to T − 1
(s′, r)← Simulate(M, s, π(s))

Q̃k ← Q̃k + γtr

s← s′

Q̃←
1

K

K∑

k=1

Q̃k

return Q̃

Figure 8.2: Estimation of state-action values using rollouts.

In particular, every action a in the action space A of the target MDP becomes a

separate class in the multi-class SVM. The input to the SVM is any state s in the

state space S of the process. Each class is represented by a binary SVM classifier

that decides whether an input belongs to the class or not in terms of a numerical

score. For any query input, the winning class is the one with the highest score on that

input. RCPI was also implemented using a simple feedforward, multi-layer neural

network (NN) as the multi-class classifier. Training of the NN is achieved through a

standard backpropagation algorithm.

The SVM classifier is trained using a training set TS of labeled examples of the

form (s, a) that are also marked as positive or negative. A positive example (s, a)+
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implies that input s should be classified to class a, whereas a negative example (s, a)−

implies that input s should not be classified to class a. The binary SVM of each class

ai is trained against all other classes using a training set TSai
derived from TS. All

examples in TS of the form (s, ai)
+ become positive examples in TSai

, and the ones

of the form (s, ai)
− become negative examples in TSai

. In addition, any examples in

TS of the form (s, a)+ for some a 6= ai become negative examples in TSai
since each

example can only belong to one class. Finally, examples of the form (s, a)− for any

a 6= ai are not used for training the binary SVM for class ai. The NN classifier uses

only the examples marked as positive for training; negative examples cannot be used

for training with backpropagation.

Training examples can be formed for any given state s ∈ S assuming some under-

lying policy π̂. The estimated values Q̃bπ(s, a) are computed by rollouts for all possible

actions in state s. If the values Q̃bπ(s, a) were exact, then the maximizing action a∗

would yield one positive example (s, a∗)+ and the rest of the actions would yield a

number of negative examples (s, a)− for all a 6= a∗. Unfortunately, the estimates

Q̃bπ(s, a) are noisy means and could yield incorrect examples if treated as exact. For

RCPI, statistical hypothesis testing is used to protect against noise and variance in

the estimates. Given that normally there are more than two actions in the process

and thus more than two Q values to be compared, the method of choice for statistical

hypothesis testing in this case would be a multiple comparison of means based on the

one-way ANOVA statistics to determine which estimates are significantly different.

In the implementation, the computational overhead of ANOVA was avoided, and

a simple pairwise (two-sample) t-test was used instead. The two-sample t-test [61] is

a statistical hypothesis test for determining whether two sampled means have been

drawn from distributions with equal or different means. Let Q̃1 and Q̃2 be the rollout

estimates for two actions computed as the means overK1 andK2 sampled trajectories
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respectively. Let also σ1 and σ2 be the sample standard deviation in each case. The

pooled estimated standard error [18] is

σ eQ1− eQ2
=

√√√√
(

(K1 − 1)σ2
1 + (K2 − 1)σ2

2

K1 +K2 − 2

)(
1

K1

+
1

K2

)
,

and the t-statistic for the difference of the means is

t eQ1− eQ2
=
Q̃1 − Q̃2

σ eQ1− eQ2

.

If t eQ1− eQ2
> 1.965 then Q1 > Q2 with 95% confidence, whereas if t eQ1− eQ2

< −1.965

then Q1 < Q2 with 95% confidence. In all other cases, no conclusion can be drawn.

The notation >̃ and <̃ is used for these relationships based on statistical testing.

The two-sample t-test allows for reliable comparison of the rollout values. To

generate examples in any state s using the rollout values Q̃π(s, a), RCPI uses the

following methodology:

1. Find the action a∗ that maximizes Q̃π in state s:

a∗ = arg max
a∈A

Q̃π(s, a) .

2. Generate a positive example (s, a∗)+ if the value of action a∗ is statistically

significantly bigger than the value of every other action a ∈ A:

∀ a ∈ A, a 6= a∗ : Q̃π(s, a) <̃ Q̃π(s, a∗) .

3. Generate a negative example (s, a)− for each action a whose value is statistically

significantly smaller than the value of action a∗:

∀a ∈ A : Q̃π(s, a) <̃ Q̃π(s, a∗) .
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Clearly, a positive example is generated only if there is a clearly best action in which

case all other actions generate negative examples. If there is no best action, negative

examples can still be generated for the actions that are clearly inferior. Notice that

in this case the remaining actions appear to be equally good and, by not generating

a positive example, the classifier is essentially given the freedom to choose any of

them. The only case where no training examples are generated is when all actions

appear to be equally good.

The biggest challenge in the RCPI algorithm is certainly the choice of the distrib-

ution ρ of rollout training states (the representative states that are chosen to generate

training examples for the classifier using rollouts). The good news is that RCPI is

designed to work with a generative model and, so, this distribution can be arbitrarily

chosen. However, in classification, it is widely assumed that the classifier is trained

on examples that are drawn from the same distribution it will be tested on. So,

the bad news is that, in RCPI, there is a possibility of a mismatch between training

and testing distributions; the testing distribution, depending on its definition, may

depend on the (unknown) process and/or on the (yet unknown) policy that is being

learned. This is a largely open problem with no clear cut answer, in general, but

some possible solutions are discussed below.

The simplest choice for the testing distribution would be the uniform distribution

over the state space which is also independent of the underlying process and/or policy

and poses no mismatch for the supervised learner. Such a choice would probably

be ideal for small or low-dimensional state spaces and for problems with uniform

starting distributions. However, it could turn problematic in high-dimensional spaces

or problems where performance is critically affected by the decision made in a small

area of the state space. In these cases, the uniform distribution will result in poor,

blind coverage. Clearly, a better choice would be a distribution that favors certain
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important parts of the state space over others.

A natural choice for the testing distribution would be a distribution that favors

states that are visited more often, for example, the stationary distribution of the

target policy. It might also be desirable to favor states that are encountered early

in an episode as opposed to those that are encountered later because of the discount

factor; the rewards that contribute the most to the total discounted reward are the

ones received early in an episode. A distribution that balances these two objectives

is the so called γ-discounted future state distribution [32] of a policy π:

ρπ,D = (1− γ)
∞∑

t=0

γtD(ΠπP)t ,

where D is the starting distribution of the problem and P is the matrix of the

transition model. States from this distribution for the current policy can be easily

drawn given the policy and the generative model (simulate a trajectory under π that

starts in a state drawn from D and terminates with probability (1 − γ); pick the

last state of the terminated trajectory). One can choose this distribution for training

hoping that the γ-discounted future state distribution of the (yet unknown) improved

policy will not be much different from the one of the current policy. Actually, in this

particular case, a potential performance degradation due to a mismatch can be dealt

with by using a step-size α ∈ (0, 1] to keep the policy for the next iteration sufficiently

close to the current policy:

π̂(i+1) = (1− α)π̂(i) + απ̂+ ,

where π̂+ is the learned improved policy over π̂(i). Note that π̂(i+1) is a stochastic

policy that chooses from π̂+ with probability α and from π̂(i) with probability (1−α).

A positive α that improves performance is guaranteed to exist [32], and, recently,

Kakade and Langford [35] demonstrated a method for picking a value for α. In

practice, however, the largest “safe” value α is quite small and progress is very slow.
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The most natural choice for the testing distribution is the γ-discounted future

state distribution of the improved policy over the current policy. Even though this

policy is yet unknown, it is possible to approximate closely this distribution1. Starting

in some state s0 drawn from D, a trajectory under the improved policy can be simu-

lated by using rollouts repeatedly in each visited state to determine the actions of the

improved policy. Again, using (1−γ) as the termination probability of the trajectory,

the last state of the trajectory would be a sample from the unknown γ-discounted

future state distribution of the improved policy. The main problem however is that

rollouts may not provide sufficient information to determine the action of the im-

proved policy in certain states due to estimation errors. In those cases, the best

choice is to choose randomly among the good actions and proceed; if these actions

are equally good the improved policy should pick one of them. Another observation

is that it would be a waste of resources to perform all these rollouts and simulation

just to sample a state. In fact, each simulated trajectory provides numerous training

examples at all states along the trajectory. Even though the distribution of these

“free” training examples deviates from the desired distribution, it covers actual tra-

jectories of the target policy close to starting states and, therefore, it represents an

important part of the state space.

The RCPI algorithm is summarized in Figure 8.3. Notice that we assume an

abstract source Dρ that selects rollout states in some arbitrary manner (on-line or

off-line). This notion accommodates a variety of methods. The termination criterion

(π ≈ π′) is also meant to be an abstract notion, since there are several possibilities:

when there is no significant improvement in performance between consecutive policies;

when consecutive policies result in “similar” representations, where the notion of

similarity is in terms of the free parameters of the classifier; when all examples of

1Special thanks to Alan Fern for sharing this observation.
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RCPI (M, Dρ, γ, π0, K, T ) // Learns a good policy from a generative model

// M : Generative model
// Dρ : Source of rollout states
// γ : Discount factor
// π0 : Initial policy (default: uniformly random)
// K : Number of trajectories
// T : Length of each trajectory

π′ = π0

repeat

π = π′

TS = ∅

for each s ∈ Dρ

Q̃π(s, a)← Rollout(M, s, a, γ, π, K, T ), ∀ a ∈ A

a∗ = arg max
a∈A

Q̃π(s, a)

if ∀ a ∈ A, a 6= a∗ : Q̃π(s, a) <̃ Q̃π(s, a∗)
TS ← TS ∪ {(s, a∗)+}

for each a ∈ A : Q̃π(s, a) <̃ Q̃π(s, a∗)
TS ← TS ∪ {(s, a)−}

π′ = Multi-class-Train(TS)
until (π ≈ π′)

return π

Figure 8.3: The RCPI algorithm for MDPs.

the training set for the improved policy are labeled with the same actions that the

current policy selects; or, when a maximum number of iterations has been reached.

The performance of a policy can be measured compactly in terms of the expected

total discounted reward from the initial state distribution D,

Rbπ = Es∼D ; at∼bπ ; st∼P

(
h∑

t=0

γtrt

∣∣∣ s0 = s

)
,

a quantity that can be estimated for any policy π̂ using rollouts.
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8.4 Extensions of RCPI

RCPI can in principle be applied to team MDPs at the level of joint actions. Unfor-

tunately, such a direct extension will soon break as the number of joint actions grows

exponentially in the number of agents. The implication is that for every rollout state

an exponential number of action values must be estimated and the classifier would

have to accommodate an exponential number of classes.

RCPI in Markov games faces a serious limitation since a classifier can only repre-

sent deterministic policies, whereas the optimal policy could very well be stochastic.

Littman has presented an example in a simple Markov game for soccer, where any

deterministic policy can be blocked indefinitely [41]. Even if it is far from ideal, by

restricting the policy space to the deterministic ones, RCPI could be used to learn

the best deterministic policy. In this case, for any state, the state-action values for

all actions of the maximizer and all actions of the minimizer must be learned. Then a

deterministic minimax operation (as opposed to a linear program) could provide the

best deterministic response for the maximizer in that state. The classifier will only

have to classify states to maximizer actions without any reference to the minimizer

actions.

Finally, both problems come together in team Markov games. In its current

formulation, RCPI is simply not a good choice for such problems. LSPI would be a

much better choice in this case.

8.5 Properties of RCPI

As an approximate policy iteration algorithm, RCPI inherits the stability guarantees

of such algorithms. However, it would be hard to quantify the quality of the pro-

duced sequence of policies in terms of Theorem 3.4.1 because a full value function is
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never computed throughout the algorithm. Nevertheless, the strong ties of RCPI to

classification opens up a direction of research for transferring theoretical results from

classification to the context of reinforcement learning. A very simple result of this

type is described next.

Suppose that the testing and training distribution is the γ-discounted future state

distribution of the target policy and consider a classifier that comes with a guarantee

of choosing the correct actions with probability of at least (1 − δ) for some small

δ > 0. Then, it is possible to bound the loss in performance between the learned

policy π̂ and the exact improved policy π+:

‖Vbπ − Vπ+‖∞ ≤
δRmax

(1− γ)2
,

where Rmax is the maximum reward in the process in absolute value. This pessimistic

bound assumes the worst cases where wrong action choices occur at each initial

state. This loose bound has no practical value, but reassures that good classifiers can

produce good policies.

The distribution of the rollout states has also an effect on the ability of the

algorithm to discover the optimal policy even under the assumption of an optimal

error-free classifier. The reason is that any distribution that selectively focuses on

certain parts of the state space may miss parts that are visited frequently by the

(unknown) optimal policy. In most cases, for any choice of distribution, RCPI can

only guarantee a locally, but not globally, good policy. Only a dense, uniform coverage

can guarantee steady progress toward the optimal policy. This has also been observed

by Kakade and Langford [35] who suggested a uniform starting distribution apart

from the natural starting distribution of the problem as a way to avoiding huge

mismatches in the coverage of the state space.

The key feature of RCPI by far is the use of a multi-class classifier for discovering
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and representing complex structure in policy space. This relieves the designer from

the task of designing basis functions or features of any kind for representing value

functions and/or policies. The raw state alone can be fed to the classifier or it can

be enhanced by additional features. Another trick that is used in RCPI and can be

very helpful with certain classifiers is to scale the input (state) variables to the same

range, for example [−1, 1].

Nevertheless, the designer still has to choose the parameters of the classifier. For

SVMs, these parameters include the base kernel (polynomial, Gaussian, or sigmoidal)

with their parameterization, and the trade-off between training error and margin.

For NNs, these parameters are the number of hidden units, the thresholds, and the

stepsize for backpropagation.

The most serious limitation of RCPI is the assumption of a generative model and

the heavy use of it. For many practical problems, a generative model may not even

be available, or, if available, it may be very expensive to run. To mitigate this, RCPI

may be combined with methods that aim to reduce the number of samples needed to

obtain good estimates of state values [33, 37]
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Chapter 9

Experimental Results

This chapter demonstrates the new algorithms on a variety of problems. First, some

simple chain walk tasks are considered mostly illustrative purposes. Then results are

presented for the following problems: inverted pendulum balancing, bicycle balancing

and riding, the game of Tetris, multi-agent system administration, distributed power

grid control, server-router flow control, two-player soccer, and multi-agent server-

router flow control. A taxonomy of these problems according to the model they

represent is shown in Figure 9.1.

Most of these domains are standard benchmark domains for reinforcement-learning

algorithms featuring large state spaces and nonlinear dynamics. There is a lack of

benchmark problems for the team Markov game model although this model represents

the most interesting, but also the most difficult, case. The multiagent router-server

flow control is a problem that I invented to test the performance of LSPI-TMG. In

many cases, the results of the proposed algorithms are compared to the results of

Q-learning [73] and the results of Q-learning enhanced with experience replay [40].

LSPI was implemented using a combination of MatLab, C, and Cplex and

was tested on all the problems listed above. The LSPI code distribution is publicly

available for non-commercial purposes from the following URL:

http://www.cs.duke.edu/research/AI/LSPI

RCPI was implemented using a combination of C + + and SVMTorch and was

tested only on the MDP problems. The RCPI code distribution will be publicly

available for non-commercial purposes from the following URL:

http://www.cs.duke.edu/research/AI/RCPI
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Collaboration Competition

Single Markov Decision Processes Zero-Sum Markov Games

agent
Chain Walk Two-Player Soccer

Inverted Pendulum Router-Server Flow Control
Bicycle Balancing and Riding

The Game of Tetris

Multi Collaborative MDPs Team Zero-Sum Markov Games

agent
System Administration Multi- Flow control

Power Grid Control

Figure 9.1: Decision making problems.

9.1 Chain Walk

Initial tests were performed on the problematic MDP noted by Koller and Parr [38],

which consists of a chain with 4 states (numbered from 1 to 4) and is shown in

Figure 9.2. There are two actions available, “left” (L) and “right” (R). The actions

succeed with probability 0.9 changing the state in the intented direction, and fail

with probability 0.1 changing the state in the opposite direction; the two boundaries

of the chain are dead-ends. The reward vector over states is (0,+1,+1, 0) and the

discount factor is set to 0.9. It is clear that the optimal policy is RRLL.

Koller and Parr [38] showed that, starting with the policy RRRR, a form of

approximate policy iteration that combines learning of an approximate state value

function using LSTD and exact policy improvement using the model oscillates be-

tween the suboptimal policies RRRR and LLLL. The linear architecture they used

to represent the state value function was a linear combination of the following three
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basis functions:

φ(s) =




1
s
s2


 ,

where s is the state number. LSPI was applied on the same problem using the same

basis functions repeated for each of the two actions so that each action gets its own

parameters1:

φ(s, a) =




I(a = L)× 1
I(a = L)× s
I(a = L)× s2

I(a = R)× 1
I(a = R)× s
I(a = R)× s2




.

LSPI typically finds the optimal policy for this problem in 4 or 5 iterations.

Samples for each run were collected in advance by acting uniformly at random for

about 25 (or more) steps and the same sample set was used throughout all LSPI

iterations in the run. Figure 9.3 shows the iterations of one run of LSPI on a training

set of 50 samples. States are shown on the horizontal axis and Q values on the vertical

axis. The approximations are shown with solid lines, whereas the exact values are

connected with dashed lines. The values for action L are marked with ◦ and for

action R with ∗. LSPI finds the optimal policy by the 2nd iteration, but it does not

terminate until the 4th iteration, at which point the successive parameters (3rd and

4th iterations) are approximately equal. Notice that the approximations capture the

qualitative structure of the value function, although the quantitative error is fairly

big. The state visitation distribution for this training set was (0.24, 0.14, 0.28, 0.34).

Although it was not perfectly uniform it was “flat” enough to prevent an uneven

allocation of approximation errors over the state-action space.

LSPI was also tested on variants of the chain walk problem with more states

1I is the indicator fuction: I(true) = 1 and I(false) = 0.
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Figure 9.2: The problematic MDP.

and different reward schemes for better understanding and illustrating its behavior.

This class of problems has no significant practical importance, but is particularly

instructive as it is possible to compare the approximations learned by LSPI to the true

underlying value functions, and therefore understand better the way the algorithm

works. A particular simple task from this domain is also presented to demonstrate the

advantages of the least-squares fixed-point approximation compared to the Bellman

residual minimizing approximation.

Figure 9.4 shows a run of LSPI on a 20-state chain with the same dynamics as

above and a reward of +1 given only at the boundaries (states 1 and 20). The optimal

policy in this case is to go left in states 1 − 10 and right in states 11 − 20. LSPI

converged to the optimal policy after 8 iterations using a single set of samples collected

from a single “random-walk” episode of 5000 steps. A polynomial of degree 4 was

used for approximating the value function for each of the two actions, giving a block

of 5 basis functions per action, or a total of 10 basis functions. The initial policy was

the policy that chooses left (L) in all states. LSPI eventually discovers the optimal

policy, although in iteration 2 it temporarily fails to obtain a good approximation

and an improved policy. This example clearly illustrates the non-monotonic nature of

policy improvement between iterations of LSPI due to value function approximation

errors.
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Figure 9.3: LSPI applied on the problematic MDP.

Figure 9.5 shows an example where LSPI fails to discover the optimal policy

because of limited representational ability of the linear architecture. In this 50-state

chain, reward is given only in states 10 and 41 and therefore due to the symmetry

the optimal policy is to go right in states 1− 9 and 26− 41 and left in states 10− 25

and 42− 50. Again a polynomial of degree 4 was used for each of the actions. Using

a single training set of 10000 samples (all from a single “random walk” trajectory),

LSPI converged after 5 iterations to a suboptimal policy that nevertheless resembles

the optimal policy to a good extent. This failure can be explained as an inability of

the polynomial approximator to capture the precise structure of the underlying value

function. This behavior was fairly consistent even with different sample sets and/or

increased sample size. In all runs, LSPI converged in less than 10 iterations to fairly

good, but not optimal, policies.

The performance of LSPI improves with better linear approximation architectures.

Figure 9.6 shows a run of LSPI on the same problem as above, using with a radial

145



5 10 15 20
0

5

10

Iteration1
5 10 15 20

−15

−10

−5

0

5

Iteration2

5 10 15 20

0

1

2

3

Iteration3
5 10 15 20

0

2

4

6

8

Iteration4

5 10 15 20
0

2

4

6

8

Iteration5
5 10 15 20

0

2

4

6

8

Iteration6

5 10 15 20
0

2

4

6

8

Iteration7
5 10 15 20

0

2

4

6

8

Iteration8

Iteration1
5 10 15 20

   

 

   

 

   

Iteration2
5 10 15 20

   

 

   

 

   

Iteration3
5 10 15 20

   

 

   

 

   

Iteration4
5 10 15 20

   

 

   

 

   

Iteration5
5 10 15 20

   

 

   

 

   

Iteration6
5 10 15 20

   

 

   

 

   

Iteration7
5 10 15 20

   

 

   

 

   

Iteration8
5 10 15 20

   

 

   

 

   

Figure 9.4: LSPI iterations on a 20-state chain (reward only in states 1 and 20).
Top: The state value function V π(s) = Q(s, π(s)) of the policy being evaluated in each
iteration (LSPI approximation - solid line; exact values - dotted line). Bottom: The
improved policy after each iteration (R action - dark/red shade; L action - light/blue
shade; LSPI - top stripe; exact - bottom stripe).
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Figure 9.5: LSPI iterations on a 50-state chain with a polynomial approximator
(reward only in states 10 and 41). Top: The state-action value function of the policy
being evaluated in each iteration (LSPI approximation - solid lines; exact values -
dotted lines). Bottom: The improved policy after each iteration (R action - dark/red
shade; L action - light/blue shade; LSPI - top stripe; exact - bottom stripe).
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Figure 9.6: LSPI iterations on a 50-state chain with a radial basis function approx-
imator (reward only in states 10 and 41). Top: The state-action value function of
the policy being evaluated in each iteration (LSPI approximation - solid lines; exact
values - dotted lines). Bottom: The improved policy after each iteration (R action -
dark/red shade; L action - light/blue shade; LSPI - top stripe; exact - bottom stripe).
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basis function approximator (everything else is identical). This approximator uses

10 Gaussians with means spread uniformly over the state space (σ = 4 for all) plus

a constant term for each of the 2 actions, resulting in a total of 22 basis functions.

In this case, using the same training set, LSPI converges to the optimal policy after

7 iterations. With different sample sets, LSPI consistently converges to the optimal

policy (or to minor deviations from the optimal policy) in less than 10 iterations.

LSPI makes a call to LSTDQ which in turn learns the least-squares fixed-point ap-

proximation to the state-action value function given a set of samples. Alternatively,

LSPI could call some other learning procedure, similar to LSTDQ, which instead

would learn the Bellman residual minimizing approximation. For this modified ver-

sion of LSTDQ, the update equations for learning would be:

Ã(t+1) = Ã(t) +
(
φ(st, at)− γφ

(
s′′t , π(s′′t )

))(
φ(st, at)− γφ

(
s′t, π(s′t)

))⊺

,

b̃(t+1) = b̃(t) +
(
φ(st, at)− γφ

(
s′′t , π(s′′t )

))
rt .

In order to generate the necessary “doubled” samples, for each sample (s, a, r, s′) in

the original set of samples, another independent sample (s, a, r′, s′′) can be drawn

from a generative model of the chain, resulting in twice as many total samples.

For comparison purposes, this modified version of LSPI was applied to the 50-

state problem discussed above (same parameters, same number and kind of training

samples). Figure 9.7 and Figure 9.8 show the results for the polynomial and the radial

basis function approximators respectively. In both cases, the approximations of the

value function seem to be “close” to the true value functions. However, in both cases,

this modified version of LSPI exhibits a non-convergent oscillatory behavior (only

the first 8 iterations are shown). With either approximator, the iteration initially

proceeds toward better policies, but fails to discover the optimal policy. The resulting

policies are somewhat better with the radial basis function approximator, but in either
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Figure 9.7: Modified-LSPI iterations on the 50-state chain with the polynomial
approximator (reward only in states 10 and 41). Top: The state-action value function
of the policy being evaluated in each iteration (LSPI approximation - solid lines; exact
values - dotted lines). Bottom: The improved policy after each iteration (R action -
dark/red shade; L action - light/blue shade; LSPI - top stripe; exact - bottom stripe).
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Figure 9.8: Modified-LSPI iterations on the 50-state chain with the radial basis
function approximator (reward only in states 10 and 41). Top: The state-action
value function of the policy being evaluated in each iteration (LSPI approximation
- solid lines; exact values - dotted lines). Bottom: The improved policy after each
iteration (R action - dark/red shade; L action - light/blue shade; LSPI - top stripe;
exact - bottom stripe).
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case they are worse than the policies found by LSPI with the least-squares fixed-

point approximation. This behavior of LSPI modified to use the Bellman residual

minimizing approximation was fairly consistent and did not improve with increased

sample size.

It is not clear why the least-squares fixed-point solution works better than the

Bellman residual minimizing solution. I conjecture that the fixed-point solution pre-

serves the “shape” of the value function (the relative magnitude between values) to

some extent rather than trying to fit the absolute values. In return, the improved

policy from the approximate value function is “closer” to the improved policy from

the corresponding exact value function, and therefore policy iteration is guided to a

direction of improvement. Of course, this is a point that deserves further investigation

in the future.

RCPI was also tested on variations of the chain walk problem which it solves

trivially with either SVMs or NN classifiers. On occasion, the SVM classifier within

RCPI ends up using as many support vectors as states in order to represent complex

policies, such as the alternating policy LRLRLR ... LR.

9.2 Inverted Pendulum

The inverted pendulum problem is to balance a pendulum of unknown length and

mass at the upright position by applying forces to the cart it is attached to. Three

actions are allowed: left force LF (−50 Newtons), right force RF (+50 Newtons), or

no force NF (0 Newtons). All three actions are noisy; uniform noise in [−10, 10] is

added to the chosen action. The state space of the problem is continuous and consists

of the vertical angle θ and the angular velocity θ̇ of the pendulum. The transitions

are governed by the nonlinear dynamics of the system [72] and depend on the current
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state and the current (noisy) control u:

θ̈ =
g sin(θ)− αml(θ̇)2 sin(2θ)/2− α cos(θ)u

4l/3− αml cos2(θ)
,

where g is the gravity constant (g = 9.8m/s2), m is the mass of the pendulum

(m = 2.0 kg), M is the mass of the cart (M = 8.0 kg), l is the length of the

pendulum (l = 0.5 m), and α = 1/(m + M). The simulation step is set to 0.1

seconds. Thus, the control input is given at a rate of 10 Hz, at the beginning of each

time step, and is kept constant during any time step. A reward of 0 is given as long

as the angle of the pendulum does not exceed π/2 in absolute value (the pendulum is

above the horizontal line). An angle greater than π/2 signals the end of the episode

and a reward (penalty) of −1. The discount factor of the process is set to 0.95.

I applied LSPI with a set of 10 basis functions for each of the 3 actions, thus a total

of 30 basis functions, to approximate the value function. These 10 basis functions

include a constant term and 9 radial basis functions (Gaussians) arranged in a 3× 3

grid over the 2-dimensional state space. In particular, for some state s = (θ, θ̇) and

some action a, all basis functions are zero, except the corresponding active block for

action a which is

(
1, e

−
‖s− µ1‖

2

2σ2 , e
−
‖s− µ2‖

2

2σ2 , e
−
‖s− µ3‖

2

2σ2 , ... , e
−
‖s− µ9‖

2

2σ2
)

⊺

,

where the µi’s are the 9 points of the grid {−π/4, 0, +π/4} × {−1, 0, +1} and

σ2 = 1.

Training samples were collected in advance from “random episodes”, that is, start-

ing in a randomly perturbrated state very close to the equilibrium state (0, 0) and

following a purely random policy. The average length of such episodes was about 6

steps, thus each one contributed about 6 samples. The same sample set was used

throughout all iterations of each run of LSPI.
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Figure 9.9: Inverted pendulum (LSPI): Average probability of success.
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Figure 9.10: Inverted pendulum (LSPI): Average balancing steps.
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Figure 9.11: Inverted pendulum (Q-learning): Average balancing steps.

Figures 9.9 and 9.10 show the performance of the learned controllers as a function

of the number of training episodes. For each size of training episodes, the learned

policy was evaluated 1000 times in order to estimate accurately the success probability

and the average number of balancing steps. This experiment was repeated 100 times

for the entire horizontal axis to obtain average results over different sample sets and

the 95% confidence intervals. Each episode was allowed to run for a maximum of

3000 steps corresponding to 5 minutes of continuous balancing in real-time.

LSPI returns very good policies given a few hundred training episodes. With 1000

training episodes the expected probability of success is about 93% and the expected

average number of balancing steps is about 2700 steps. Failures come mostly as a

result of a bad distribution of samples, but that fades out as the number of samples

grows. Figure 9.10 shows also the worst and best policies obtained during the entire

experiment for each sample set size. Notice that excellent policies are occasionally

found with as few as 50 training episodes. With 1000 training episodes even the worst
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policy could balance for at least half the time.

The same experiment was repeated with Q-learning using the same linear ar-

chitecture. Samples were collected in the same manner and Q-learning performed

a single pass through the sample set at each run. The learning rate was adjusted

according to the typical schedule (described in Chapter 5) with α0 = 0.5 and n0

adjusted so that αt = 0.001 at the last sample in each run. The outcome is shown in

Figure 9.11 (notice the scale of the vertical axis). Q-learning did not succeed to bal-

ance the pendulum for more than a few dozen steps, although there is an improving

trend with more data.

The same experiment was also repeated with Q-learning and experience replay

(ER). In this case, Q-learning/ER was allowed to performed 100 passes through the

samples while the learning rate was adjusted according to the typical schedule with

α0 = 0.5 and n0 adjusted so that αt = 0.01 at the last sample of the last pass in each

run. This is quite similar to the way LSPI processes samples, although LSPI was

allowed to run for a maximum of only 20 iterations. Figure 9.12 shows the average

probability of success and Figure 9.13 shows the average number of balancing steps.

After about 400 training episodes the learned policies are excellent with an expected

number of balancing steps close to 3000. With 700 or more training episodes the

expected number of balancing steps is about 3000 steps. Figure 9.13 shows also

the worst and best policies obtained during the entire experiment. Excellent poli-

cies are occasionally found with as few as 50 training episodes. With 750 or more

training episodes even the worst policy balances the pendulum almost all the time.

The success of Q-learning/ER in this case is mostly due to the benign nature of the

radial basis functions that are very well-behaved. These basis functions are automat-

ically normalized and their localized nature in conjunction with their magnitude are

indicative of the appropriate adjustment to each parameter.
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Figure 9.12: Inverted pendulum (Q-learning/ER): Average probability of success.
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Figure 9.13: Inverted pendulum (Q-learning/ER): Average balancing steps.
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Figure 9.14: RCPI training data for the inverted pendulum (+ : positive, x :
negative) and support vectors(o) for the LF action.

RCPI was also applied to the inverted pendulum problem. Using about 200

rollout states, the algorithm consistently learns excellent balancing policies in one

or two iterations with both NN and SVM classifiers, starting with an initial policy

that selects actions randomly with uniform probability. Such “excellent” policies

balance the pendulum for more then 3 simulated minutes (in practice, such policies

could balance essentially indefinitely). The choice of the sampling distribution did

not affect the results significantly. For illustration, uniform sampling was used for

rollout states. Figure 9.14 shows the training data obtained for the LF action. A

positive example indicates a state where LF was found to be the best action and a

negative example is a state where LF was found to be a bad choice. It is easy to see

that positive and negative examples are easily separated. The same figure also shows

the resulting support vectors for the LF classifier using a polynomial kernel of degree

2.
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Figure 9.15: RCPI on the inverted pendulum: policies learned with the polynomial
kernel SVM, the Gaussian kernel SVM, and the NN classifier.

Figure 9.15 shows the entire learned policies (blue/dark-gray for LF, red/medium-

gray for RF, and green/light-gray for NF) for all three classifiers: SVM with a poly-

nomial kernel, SVM with a Gaussian kernel, and a NN classifier with 5 hidden units.

Interestingly, in the case of the polynomial kernel, the policy does not use the NF

action at all, whereas the other policies do. This is due to the limited abilities of the

polynomial kernel of degree 2. All policies are excellent in the sense that they can all

balance the pendulum for a long time, practically indefinitely. In all cases, the input

to the SVM or to the NN was just the 2-dimensional state description. For SVMs, the

number of support vectors was normally smaller than the number of rollout states.

The constant C, the trade-off between training error and margin, was set to 1.

Balancing the pendulum is a relatively simple problem for RCPI. The classes are

nearly linearly separable, so good classification performance with modern classifica-

tion methods is not surprising. However, from the reinforcement learning perspective

the noteworthy features are the small number of iterations of policy iteration required

and the non-parametric representation of the policy. Figure 9.14 shows the ability

of the SVM to adapt the representation to match the training data since only the

support vectors are used to represent the policy.
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9.3 Bicycle Balancing and Riding

The goal in the bicycle balancing and riding problem [54] is to learn to balance and ride

a bicycle to a target position located 1 km away from the starting location. Initially,

the bicycle’s orientation is at an angle of 90◦ to the goal. The state description

is a six-dimensional real-valued vector (θ, θ̇, ω, ω̇, ω̈, ψ), where θ is the angle of the

handlebar, ω is the vertical angle of the bicycle, and ψ is the angle of the bicycle

to the goal. The actions are the torque τ applied to the handlebar (discretized to

{−2, 0,+2}) and the displacement of the rider υ (discretized to {−0.02, 0,+0.02}). In

my experiments, actions are restricted so that either τ = 0 or υ = 0 giving a total of

5 actions2. The noise in the system is a uniformly distributed term in [−0.02,+0.02]

added to the displacement component of the action. The dynamics of the bicycle are

based on the model of Randløv and Alstrøm [54] and the time step of the simulation

is set to 0.01 seconds.

The state-action value function Q(s, a) for a fixed action a is approximated by

a linear combination of 20 basis functions obtained after extensive trial-and-error

experimentation:

( 1, ω, ω̇, ω2, ω̇2, ωω̇, θ, θ̇, θ2, θ̇2, θθ̇, ωθ, ωθ2, ω2θ, ψ, ψ2, ψθ, ψ̄, ψ̄2, ψ̄θ )⊺ ,

where ψ̄ = π − ψ for ψ > 0 and ψ̄ = −π − ψ for ψ < 0. Note that the state variable

ω̈ is completely ignored. This block of basis functions is repeated for each of the 5

actions, giving a total of 100 basis functions (and parameters).

The average performance of controllers learned by LSPI is shown in Figures 9.16,

9.17, and 9.18 as a function of the number of training episodes. Training samples

were collected in advance by initializing the bicycle to a small random perturbation

from the initial position (0, 0, 0, 0, 0, π/2) and running each episode up to 20 steps

2Results are similar for the full 9-action case, but required more training data.
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Figure 9.16: Bicycle (LSPI): Average probability of success.
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Figure 9.17: Bicycle (LSPI): Average probability of crash.
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using a purely random policy. The same sample set was used throughout each run

of LSPI and convergence was achieved in about 6 to 8 iterations. For each size of

training episodes, the learned policy was evaluated 100 times in order to estimate

the probability of success (reaching the goal), the probability of crashing, and the

average number of balancing steps (no confidence intervals are presented for this

estimation). This experiment was repeated 100 times for the entire horizontal axis

to obtain average results and the 95% confidence intervals over different sample sets.

Each episode was allowed to run for a maximum of 72000 steps corresponding to 2

kilometers of riding distance. Episodes that reached the goal were considered to be

successful.

LSPI returns excellent policies given a few thousand training episodes. With

5000 training episodes (60000 samples) the expected probability of success is about

95%, the expected probability of crashing is close to 5%, and the expected average

number of balancing steps is about 70000 steps. Figure 9.18 shows also the worst and

best policies obtained during the entire experiment for each sample set size. Notice

that excellent policies that reach the goal are occasionally found with as few as 500

training episodes (10000 samples). With 5000 training episodes even the worst policy

can balance for at least 1 km. Successful policies usually reached the goal riding a

total distance of a little over 1 km, near optimal performance.

An annotated set of trajectories over the two-dimensional terrain is shown in

Figure 9.19 to demonstrate the performance improvement over successive iterations

of LSPI. This run is based on 50000 samples collected from 2500 episodes. This LSPI

run converged in 8 iterations. The policy after the first iteration balances the bicycle,

but fails to ride to the goal. The policy after the second iteration is heading towards

the goal, but fails to balance. All policies thereafter balance and ride the bicycle to

the goal. Note that crashing is occasionally possible even for good policies because
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Figure 9.18: Bicycle (LSPI): Average number of balancing steps.

of the stochastic noise in the input.

A number of design decisions influenced the performance of LSPI on the bicycle

balancing and riding problem. As is typical with this problem, a shaping reward [47]

for the distance to the goal was used. In particular, the shaping reward was 1% of the

net change (in meters) in the distance to the goal. It was also observed that, in full

random trajectories, most of the samples were not very useful; except the ones at the

beginning of the trajectory, the rest occurred after the bicycle had already entered

into a “death spiral” from which recovery was impossible. This complicated the

learning efforts by biasing the samples towards hopeless parts of the space, so it was

decided to cut off trajectories after 20 steps. However, a new problem was created,

because there was no terminating reward signal to indicate failure. This signal was

approximated by an additional shaping reward, which was proportional to the net

change in the square of the vertical angle ω. This addition roughly approximated

the likeliness of falling at the end of a truncated trajectory. Note, however, that the
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Figure 9.19: Bicycle (LSPI): Trajectories of policies.

learner never sees these two shaping rewards separately; they are combined additively

in a single numeric reward value. To verify that the learning problem had not been

reduced through shaping to maximizing immediate reward, experiments were reran

using a discount factor of 0.0. In this case, LSTDQ simply projects the immediate

reward function into the column space of the basis functions. If the problem were

tweaked too much through shaping, acting to maximize the projected immediate

reward would be sufficient to obtain good performance. On the contrary, these runs

constantly produced immediate crashes in all trials. Finally, the discount factor was

set to 0.8, which seemed to yield more robust performance.

The same experiment was repeated with Q-learning using the same linear archi-

tecture, however with each basis function normalized to [−1, 1] to avoid divergence.

Samples were collected in the same manner as in the LSPI case. Q-learning performed

a single pass through the sample set at each run. The learning rate was adjusted

according to the typical schedule (Chapter 5) with α0 = 0.5 and n0 adjusted so that
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Figure 9.20: Bicycle (Q-learning): Average balancing steps.

αt = 0.005 at the last sample in each run. The outcome is shown in Figure 9.20.

Q-learning algorithm did not succeed in riding the bicycle to the goal and was not

able to balance the bicycle for a long time either. A few exceptional runs succeeded

to balance the bicycle for a non-trivial number of steps, but did not make it to the

goal.

The same experiment was also repeated with Q-learning and experience replay

(ER). In this case, Q-learning/ER was allowed to perform 100 passes through the

samples while the learning rate was adjusted according to the typical schedule with

α0 = 0.5 and n0 adjusted appropriately so that αt = 0.01 at the last sample of the

last pass in each run. This was very similar to the way LSPI processed samples, al-

though LSPI was allowed to run for a maximum of only 15 iterations. Q-learning/ER

performed a little better than pure Q-learning, but still nowhere close to LSPI. Fig-

ure 9.21 shows the average number of balancing steps. Q-learning/ER was not able

to ride the bicycle to the goal, although occasionally it managed to balance for the
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Figure 9.21: Bicycle (Q-learning/ER): Average balancing steps.

entire period of the 72000 steps. There was however huge variance and there is no

clear evidence of improvement with additional samples. In this case, the approxi-

mation architecture, although normalized, it is not nicely-behaved because of huge

differences in magnitude that are not necessarily indicative of the appropriate adjust-

ment to each parameter. Performance was also very sensitive to the settings of the

learning rate. The values used in the experiment above represent our best effort in

tuning the learning rate appropriately.

RCPI was also applied to the bicycle balancing and riding problem. Certain

settings were different than the LSPI case, as RCPI did show some sensitivity to the

parameters of the problem, as well as the parameters of the classifier.

For the experiments with SVM classifiers, the shaping reward rt given at each

time step was

rt = (dt−1 − γdt) ,
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Figure 9.22: Bicycle (RCPI): Trajectory of a successful policy (SVM classifier).

as long as |ω| < π/15, and r = 0 otherwise. dt is the distance of the back wheel of the

bicycle to the goal position at time t and γ is the discount factor of the problem. This

shaping reward forms a proper potential field in the sense that the total accumulated

reward between the initial position and the goal position is constant independently

of the path followed. Also, the discount factor was set to 0.95.

RCPI is able to solve the bicycle balancing and riding problem with uniform

sampling and polynomial kernels of low degree. However, it requires a large number

of rollout states (about 5, 000). With sampling from the distribution of the next

policy, RCPI was able to solve the problem with fewer rollout states and both RBF

and polynomial kernels. However, kernels that consistently produced good policies

with reasonable sample sizes have not been identified. (The balancing problem alone

is solved easily using either SVMs or NNs, but riding to the goal seems to be a lot

more difficult.)

Figure 9.22 shows a sample trajectory from the final policy of one of our better
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Figure 9.23: Bicycle (RCPI): policies at successive iterations (NN classifier).

policy iteration runs using SVMs. The bicycle moves in the 2-dimensional plane from

the initial position (0, 0) (left side) to the goal position (1000, 0) (right side). This

policy was produced with a polynomial kernel of degree 3 and 4000 rollout states. In

the final policy, the bicycle rides to the goal, then turns around toward the goal in a

very tight radius. This policy was obtained in just two API iterations, starting with

a uniformly random action selection policy. Similarly to the pendulum, the input to

the SVM was the raw 6-dimensional state description. The constant C, the trade-off

between training error and margin, was set to 1.

For the experiments with the NN classifiers, the shaping reward rt at each time

step was:

rt = 1 + (dt−1 − γdt)

as long as |ω| < π/15, and r = 0 otherwise. dt is the distance of the back wheel of

the bicycle to the goal position at time t. The discount factor was set to 0.99.

Figure 9.23 shows sample trajectories of one of our better RCPI runs with the NN

168



classifier using 30 hidden units. Since the NN classifier only uses positive examples

and not all states successfully produce positive training instances, a set of 8000 rollout

states was used. After the first iteration, the learned policy can only balance the

bicycle for a few steps and it crashes. The policy at the second iteration reaches the

goal, but fails to return to it. Finally, the policy at the third iteration, reaches the

goal faster and stays there. The final NN policy is not as good as the final SVM

policy, but this example is illustrative of the progress of policy iteration.

9.4 Tetris

Tetris is a popular tiling video game. Although the model of the game is rather

simplistic and known in advance, the state-action space is so big (≈ 1061 states and

≈ 40 actions) that one has to rely on approximation and learning techniques to find

good policies. I used 10 basis functions over (s, a) pairs to capture features of state s

and the one-step effects of playing action a in s: the maximum height in the current

board, the total number of “holes”, the sum of absolute height differences between

adjacent columns, the mean height, and the change of these quantities in the next

step, plus the change in score, and a constant term. That results in a single set of 10

parameters for all actions.

Policies learned by LSPI using about 10, 000 samples achieve average score be-

tween 1, 000 and 3, 000 points per game. The training samples were collected using a

hand-crafted policy that scores about 600 points per game (the random policy rarely

scores any point). Since the model is known, this knowledge was incorporated in

LSTDQ to improve the approximation.

Figure 9.24 shows the board of the game after 150 steps into the game for both

the handcoded (left) and the learned (right) player. At this point the handcoded

player has achieved a score of 49 and the learned player a score of 58. Although the
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Figure 9.24: Tetris: handcoded (left) and learned (right) player.

score difference is not that great, the board looks a lot better for the learned player.

These results compare favorably with the results of λ−policy iteration on Tetris

[13], but there are significant differences in the two approaches (summarized in Ta-

ble 9.1). λ−policy iteration collects new samples in each iteration and learns the

state value function; it uses the model for greedy action selection over the learned

function, and the iteration does not finally converge. On the contrary, LSPI collects

Table 9.1: Tetris: differences between LSPI and λ-policy iteration.
λ-Policy Iteration LSPI

Uses the state value function V Uses the state-action value function Q
22 basis functions of state 10 basis functions of state and action
Monte-Carlo style evaluation Bellman equation evaluation
Error minimizing approximation Fixed point approximation
Model used for greedy action selection Model used to improve approximation
Samples collected at each iteration Samples collected only once
Iteration does not converge Iteration converges
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samples only once at the very beginning and learns the state-action value function;

it uses the model only to improve the approximation, and converges in about 10

iterations. In both cases, the learned players exhibit big variance in performance.

9.5 System Administration

The SysAdmin problem [27] consists of a network of n machines connected in a

certain topology (chain, ring, star, ring-of-rings, or star-and-ring topology). The

state of each machine is described by its status (good, faulty, dead) and its load

(idle, loaded, process successful). Jobs can be executed on good or faulty machines

(job arrivals and terminations are stochastic), but a faulty machine will take longer

to terminate. A dead machine is not able to execute jobs and remains dead until it is

rebooted. Each machine receives a reward of +1 for each job completed successfully.

Machines fail stochastically and they are also influenced by their neighbors. Each

machine is also associated with a rebooting agent. Rebooting a machine makes its

status good independently of the current status, but any running job is lost. These

agents have to coordinate their actions to maximize the total reward for the system.

The discount factor is 0.95.

The SysAdmin problem has been studied by Guestrin et al. [27] under the assump-

tion that the model of the process is available as a factored MDP. The state value

function was approximated as a linear combination of indicator basis functions, and

the coefficients were computed using a linear programming (LP) approach. Their de-

rived policies were close to the theoretical optimal and significantly better compared

to policies learned by the distributed reward (DR) and distributed value function

(DVF) algorithms [56].

In this thesis, it is assumed that no model is available and LSPI-TMDP was

applied to learn rebooting policies [28]. To make a fair comparison, comparable sets of
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Figure 9.25: SysAdmin (LSPI-TMDP): star topology, single indicator basis

2 4 6 8 10 12 14 16
3.7

3.8

3.9

4

4.1

4.2

4.3

4.4
Unidirectional Star − Pair Basis Functions

Number of Agents

E
st

im
at

ed
 A

ve
ra

ge
 R

ew
ar

d 
pe

r 
A

ge
nt

 (
20

x1
0 

ru
ns

)

LP 

LSPI 

Utopic Maximum Value 

Distr VF 

Distr Rew 

Figure 9.26: SysAdmin (LSPI-TMDP): star topology, pair indicator basis
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Figure 9.27: SysAdmin (LSPI-TMDP): ring-of-rings topology

basis functions were used. For nmachines in the network, it was found experimentally

that about 600n samples (40n episodes, each 15 steps long) are sufficient for LSPI-

TDMP to learn a good policy. The samples were collected by a purely random

policy. Figure 9.25 shows the results obtained by LSPI-TMDP on the star topology,

Figure 9.26 shows the results on the same topology with a different set of basis

functions, and Figure 9.27 the results on a ring-of-rings topology. For comparison,

the graphs show also the results of LP, DR, and DVF [27]. In both cases, LSPI-

TMDP learns very good policies comparable to the LP approach, but without any

use of the model. It is worth noting that the number of samples used in each case

grows linearly in the number of agents, whereas the joint state-action space grows

exponentially.

Q-learning enhanced with collaborative action selection was also applied to this

problem and was compared with LSPI-TMDP. Figures 9.28, 9.29, 9.30 show the re-

sults in each case. The performance of Q-learning is consistently inferior compared
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Figure 9.28: SysAdmin (LSPI-TMDP, Q-learning): star topology, single indicators
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Figure 9.29: SysAdmin (LSPI-TMDP, Q-learning): star topology, pair indicators
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Figure 9.30: SysAdmin (LSPI-TMDP, Q-learning): ring-of-rings topology

that of LSPI (and of the other algorithms). Further, its behavior seem to be highly

influenced in a surprising way by the number of machines in the problem; this be-

havior cannot be explained easily, provided that it is not due to random fluctuations,

as it becomes evident by the relatively small confidence intervals.

9.6 Power Grid Control

LSPI-TMDP was also tested on the power grid domain of Schneider et al. [56]. The

power grid is composed of a set of nodes. Each node is either a provider (a fixed

voltage source), a customer (with a desired voltage) or a distributor (where control

takes place). Links between nodes are associated with resistances and no customer is

connected directly to a provider. The distributors must set the resistances attached

to them to meet the demand of the customers. If the demand of a particular customer

is not met, then the grid incurs a cost equal to the demand minus the supply. The
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Figure 9.31: Power grid control: benchmark grids [56].

total cost is the sum of all costs for all customers. At every time step, each distributor

decides whether to double, halve, or maintain (3 possible actions) the value of the

resistance at each of its links (6 possible resistance levels). If two distributors are

linked, they share the same resistance and their action choices may conflict. In such

case, a simple conflict resolution schema is applied (detailed description is provided

by Schneider et al. [56]).

Schneider et al. [56] applied a set of algorithms, including DR and DFV, to this

problem. In their set up, each distributor is an agent that observes a set of state

variables directly related to itself and all its neighbors, and makes a local decision

for its links. Therefore, the complexity of each agent depends on the number of

its neighbors. LSPI-TMDP was applied to the same problem with one agent for

each end-point of a link on a distributor node. Thus, it ends up with more, but

simpler and identical, agents. Two simple types of state-action basis functions were

used: NoComm, which contains indicators for each assignment of the state of the

resistor and the action choice, giving a total of 9 indicator bases for each agent; and,
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Table 9.2: Power grid (LSPI-TMDP): Average cost in four grids.

Grid Random DR DVF
LSPI-TMDP

NoComm PairComm

A 29.70 ± 0.13 41.00 ± 0.30 17.17 ± 5.87 28.19 ± 8.30 0.08 ± 0.01
B 52.00 ± 0.24 0.65 ± 0.57 0.32 ± 0.07 37.08 ± 21.85 0.13 0.02
C 96.80 ± 0.31 90.00 ± 1.78 44.00 ± 8.75 83.32 ± 16.57 40.86 ± 1.14
D 44.14 ± 0.37 0.32 ± 0.19 0.17 ± 0.02 28.45 ± 17.83 0.11 ± 0.02

PairComm, which contains indicator bases for each assignment of the resistance

level, action of agent i, and action of agent j for each pair (i, j) of directly connected

agents, giving a total of 27 indicator bases for each pair of agents. In other words,

each agent can only observe its own action, the state of the resistor on the link it is

attached to, and the action of the agent at the other end of the link. Therefore, these

agents observe a much smaller part of the state space than the agents of Schneider

et al. [56].

The average costs incurred by the resulting policies, along with results for a

uniformly random policy, are shown in Table 9.2. The table shows the average cost

over 10 test runs of 60000 steps each along with the 95% confidence intervals on

four grids (A, B, C, D). The four benchmark grids (shown in Figure 9.31 and the

DR and DVF results have been reported by Schneider et al. [56]. LSPI-TMDP used

only 10, 000 training samples for each run (as opposed to 60, 000 used in Schneider et

al. [56]) and the resulting policies were tested for 60, 000 steps (same as in Schneider

et al. [56]). The LSPI-TMDP results with the NoComm basis set are highly sub-

optimal. With some exceptions, most policies were close to random and the resulting

average cost was high (with large confidence intervals). However, the very simple

pairwise coordination strategy obtained from the PairComm basis set yielded near-

optimal policies. These agents incur a lower average cost than the DR and DVF

agents for all grids using less training data and observing a smaller part of the state
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space.

9.7 Two-Player Soccer

This game is a simplification of soccer [41] played by two players on a rectangular

grid board of size R × C. Each player occupies one cell at each time; the players

cannot be in the same cell at the same time. The state of the game consists of the

positions of the two players and the possession of the ball. Initially, the players are

placed randomly in the first and the last column respectively3 and the ball is given

to either player randomly. There are 5 actions for each player : up (U), down (D),

left (L), right (R), and stand (S). At each time step the players decide on which

actions they are going to take and then a fair coin is flipped to determine which

player moves first. The players move one at a time in the order determined by the

coin flip. If there is a collision with a border or with another player during a move,

the player remains in its current position. If the player with the ball (attacker) runs

into the opponent (defender), the ball is passed to the opponent. Therefore, the only

way for the defender to steal the ball is to be in the square into which the attacker

intends to move. The attacker can cross the goal line and score into the defender’s

goal, however the players cannot score into their own goals. Scoring for the agent

results in an immediate reward of +1, whereas scoring for the opponent results in an

immediate reward of −1, and the game ends in either case. The discount factor for

the problem is set to a value less than 1 to encourage early scoring.

The discrete and nonlinear dynamics of the game make it particularly difficult for

function approximation. I experimented with a wide variety of basis functions, but

ultimately settled on a fairly simple, model-free set that yielded reasonable policies. I

3I decided to make this small modification to the original game [41], because good players will never
leave the central horizontal band between the two goals (the goal zone) if they are initialized within
it, rendering the rest of the board useless.

178



believe that one could do better with further experimentation, but these simple basis

functions are sufficient to demonstrate the effectiveness of value function approxima-

tion.

The basic block of this set consists of 36 basis functions. This block is replicated

for each of the 25 action pairs; each block is active only for the corresponding pair of

actions, so that each pair has its own parameters. Thus, the total number of basis

functions, and therefore the number of free parameters in the approximation, is 900.

Note that the exact solution for a 4 × 4 grid requires 12, 000 Q-values, whereas for

a 40 × 40 grid requires 127, 920, 000 Q-values. It is clear that large grids cannot be

solved without relying on some sort of function approximation.

The 36 functions in the basic block are not always active for a fixed pair of actions.

They are further partitioned to distinguish between 4 cases according to the following

binary propositions:

P1 “The attacker is closer to the defender’s goal than the defender”, i.e, there is path for the

attacker that permits scoring without interception by the defender.

P2 “The defender is close to the attacker”, which means that the defender is within a Manhattan

distance of 2 or, in other words, that there is at least one pair of actions that might lead to

a collision of the two players.

The validity of the propositions above can be easily detected given any state of the

game. The basis functions used in each of the 4 cases are as follows:

• P1 and not P2

– 1.0 : a constant term

– DHPAGD : the horizontal distance4 of the attacker from the defender’s goal

– SDV PAG : the signed vertical distance of the attacker from the goal zone

– DHPAGD × SDV PAG

• P1 and P2

4All distances are Manhattan distances scaled to [0, 1].
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– 1.0, DHPAGD, SDV PAG, DHPAGD × SDV PAG

– PAUG : indicator that the attacker is at the upper end of the goal zone

– PALG : indicator that the attacker is at the lower end of the goal zone

– SDHPAPD : the signed horizontal distance between the two players

– SDV PAPD : the signed vertical distance between the two players

• not P1 and not P2

– same as above, excluding SDHPAPD

• not P1 and P2

– DHPAGD, SDV PAG, DHPAGD × SDV PAG, PAUG, PALG

– PDGDL : indicator that the defender is by the goal line of his goal

– PDWG: indicator that the defender is within the goal zone

– 10 indicators for the 10 possible positions5 of the defender within Manhattan distance

of 2

Notice that all basis functions are expressed in the relative terms of attacker and

defender. In all experiments, a value function was always learned from the perspective

of the attacker. Since the game is zero-sum, the defender’s parameters and value

function are simply the negation of the attacker’s. This convenient property allowed

to learn from one agent’s perspective but use the same value function for either offense

or defense during a game.

I conducted a series of experiments with LSPI-MG on a 4×4 grid to compare the

learned player with the optimal minimax player (obtained by exact policy iteration)

for this grid size. Training samples were collected by “random games”, i.e., complete

game trajectories where the players take random actions independently until scoring

occurs. The average length of such a game in the 4×4 grid is about 60 steps. I varied

the number of games from 0 to 500 in increments of 50. In all cases, the training

5There are actually 12 such positions, but two of them (the ones behind the attacker) are excluded
because if the defender was there, P1 would be true.
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Figure 9.32: 4× 4 soccer (LSPI-MG): number of wins and draws for each player
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Figure 9.33: 4× 4 soccer (LSPI-MG): total (discounted) score for each player
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sets had no more than 40, 000 samples. For each data set, LSPI-MG was run until

convergence or until a maximum of 25 iterations was reached. The final policy was

compared against the optimal player in a tournament of 1, 000 games. A game was

called a draw if scoring did not occur within 100 steps. The entire experiment was

repeated 20 times and the results were averaged.

The results are summarized in Figures 9.32 - 9.33, with error bars indicating 95%

confidence intervals. The player corresponding to 0 training episodes is a purely

random player that selects actions with uniform probability. Clearly, LSPI-MG finds

better players with more training data. However, function approximation errors may

prevent it from ultimately reaching the performance of the optimal player.

I also applied LSPI-MG to bigger soccer grids where obtaining the exact solu-

tion or even learning with a conventional method is prohibitively expensive. For

these grids, I used a larger set of basis functions (1400 total) that included several

crossterms compared to the set described above. These terms were not included in

the 4× 4 case because of linear dependencies caused due to the small grid size. Be-

low are listed the extra basis functions used in addition to the original ones listed

above:

• P1 and not P2

– (DHPAGD)2, (SDV PAG)2

– PAUG, PALG, PAWG

• P1 and P2

– (DHPAGD)2, (SDV PAG)2, PAWG

– SDHPAPD × SDV PAPD

• not P1 and not P2

– (DHPAGD)2, (SDV PAG)2, PAWG, SDV PAPD

– (SDV PAPD)2, (SDHPAPD)2

– SDHPAPD × SDV PAPD, PDWG
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Figure 9.34: 8× 8 soccer (LSPI-MG): number of wins and draws for each player

• not P1 and P2

– (DHPAGD)2, (SDV PAG)2, PAWG

I obtained a benchmark player for an 8× 8 grid by generating 2 samples, one for

each ordering of player moves for each of the 201, 600 states and action combinations,

and by using these artificially generated samples to do a uniform projection into the

column space of Φ. In some sense, this benchmark player is the best player I could

hope to achieve for the set of basis functions under consideration, assuming that

uniform projection is the best one. The anecdotal evaluation of this player is that it

was very strong.

I conducted a series of experiments against learned players obtained using training

sets of different sizes. Training samples were again collected by “random games” with

a maximum length of 1, 000 steps. The average length was about 180 steps. I varied

the number of such games from 0 to 2, 000 in increments of 500. In all cases, the
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Figure 9.35: 8× 8 Soccer (LSPI-MG): Discounted Total Score, γ = 0.8

training sets had no more than 400, 000 samples. For each data set, LSPI-MG was

run until convergence, typically about 8 iterations. The final policy was compared

against the benchmark player in a tournament of 1, 000 games. A game was called a

draw if scoring had not occurred within 300 steps. Average results over 10 repetitions

of the experiment are shown in Figures 9.34 and 9.35. Again, LSPI-MG produces a

strong player after a relatively small number of games.

To demonstrate generalization abilities, I took all policies learned in the 8 × 8

grid and tested them in a 40× 40 grid. The anecdotal evaluation of the benchmark

player in the 40 × 40 grid was that played nearly as well as in the 8 × 8 grid. The

learned policies also performed quite reasonably and almost matched the performance

of the benchmark player as shown in Figure 9.36. Note that I am comparing policies

trained in the 8 × 8 grid. I never trained a player directly for the 40 × 40 grid

since random walks in this domain would result mostly in random wandering with

infrequent interaction between players or scoring, requiring a huge number of samples.
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Figure 9.36: 40× 40 Soccer (LSPI-MG): Discounted Total Score, γ = 0.8

9.8 Flow Control

In the router/server flow control problem [2], a router is trying to control the flow of

jobs into a server buffer under unknown, and possibly changing, service conditions.

This problem can be modeled as an MDP with the server being an uncertain part of

the environment. However, to provide worst-case guarantees the router can view the

server as an opponent that plays against it. This viewpoint enables to router to adopt

control policies that perform well under worst-case/changing service conditions.

The state of the game is the current length of the buffer. The router can choose

among two actions, low (L) and high (H), corresponding to a low (PAL) and a

high (PAH) probability of a job arrival to the buffer at the current time step, with

0 < PAL < PAH ≤ 1. Similarly, the server can choose among low (L) and high (H),

corresponding to a low (PDL) and a high (PDH) probability of a job departure from

the buffer at the current time step, with 0 ≤ PDL < PDH < 1. Once the agents
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Figure 9.37: Flow control (LSPI-MG): performance against the optimal.

pick their actions, the size of the buffer is adjusted to a new state according to the

chosen probabilities and the game continues. The immediate cost R(s, a, o) for each

transition depends on the current state s and the actions a and o of the agents:

R(s, a, o) = c(s) + α× PAa + β × PDo,

where c(s) is a real non-decreasing convex function, α ≤ 0, and β ≥ 0. c(s) is

related to the holding cost per time step in the buffer, α is related to the reward

for each incoming job, and β is related to the cost for the quality of service. The

router attempts to minimize the expected discounted cost, whereas the server strives

to maximize it. The discount factor is set to 0.95.

Under these conditions, the optimal policies can be shown to have an interesting

threshold structure, with mostly deterministic choices and randomization in at most

one state [2]. However, the exact thresholds and probabilities cannot be easily de-

termined analytically from the parameters of the problems which might actually be
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unknown. These facts make the problem suitable for learning with function approx-

imation. I used a polynomial of degree 3 (1.0, s, s2, s3) as the basic block of basis

functions to approximate the Q function for each pair of actions. That resulted in a

total of 16 basis functions.

I tested LSPI-MG on a buffer of length 100 with: PAL = 0.2, PAH = 0.9,

PDL = 0.1, PDH = 0.8, c(s) = 10−4s2, α = −0.1, β = +1.5. With these settings

neither a full nor an empty buffer is desirable for either player. Increasing the buffer

size beyond 100 does not cause any change in the final policies, but will require more

training data to cover the critical area (0-100).

Training samples were collected as random episodes of length 100 starting at

random positions in the buffer. Figure 9.37 shows the performance of routers and

servers learned using 0 (random player), 1, or 5 training episodes (the error bars

represent the 95% confidence intervals). Routers are tested against the optimal server

and servers are tested against the optimal router.6 Recall that the router tries to

minimize cost whereas the server is trying to maximize. With about 100 or more

training episodes the learned player is indistinguishable from the optimal player.

9.9 Multiagent Server-Router Flow Control

The multi-agent server-router flow control problem is a team Markov game that in-

volves 10 routers (maximizers) and 10 servers (minimizers). Each router is connected

to one or more servers as shown in Figure 9.38. Each server has a buffer of a certain

capacity (10 jobs in this case) and at each time step each server decides at which

service rate to serve. I have used two service rates, one fast (1.0) and one slow (0.5).

Jobs arrive at the routers at a fixed rate of 0.75 and each router has to decide which

server to send the job to. If the target buffer is full, the job bounces to the first

6The “optimal” behavior for this problem was determined by using a tabular representation and
an approximate model obtained by generating 1000 next state samples for each Q-value.
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Figure 9.38: Multi-agent flow control: Network connections.

available buffer of those connected to the router. If there is no available buffer the

job is discarded. At each time step, the players in each team choose their actions

simultaneously and the routing actions are executed first followed by the service ac-

tions. There is a reward of +1 if the buffers are balanced, in the sense that for any

pair of buffers the difference in their percentage of current load is no more than 25%.

Thus, the goal of the routers is to keep the buffers balanced. Even though the servers

may not be adversarial, they may be regarded as such, so that the routers can still

do a good job even if the servers are misbehaving. The discount factor is set to 0.99.

This fairly modest problem has 1110 states, 34 × 26 = 5184 possible joint actions

for the router team and 210 = 1024 possible joint actions for the server team. Naive

enumeration is clearly intractable on a normal computer. I used two sets of basis

functions for this problem. The set BFL defines basis functions for each pair of a

router and a server that are connected. For each such subgroup, and each possible

joint action of the subgroup it defines two basis functions: a linear and a quadratic

term of the current percent load of the corresponding buffer. There is also a single

constant basis functions resulting in a total of 241 basis functions. The set BFR

defines functions over subgroups that consist of a single router and all the servers it

connects to. Again for all these subgroups, and for each joint action, it lists linear,

quadratic, and pairwise crossterms of the current percent loads of all the buffers

involved. With the constant basis function, the total is 780 basis functions.

In this preliminary experiment, data were collected from 1, 000 100-step long

random episodes in which all players acted randomly and the initial state was chosen
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Table 9.3: Multiagent Flow Control (LSPI-TMG): Empty buffers

Min (servers) \ Max (routers) R BFL BFR

R 2.95 ± 0.25 2.42 ± 0.15 2.95 ± 0.25
BFL 1.88 ± 0.14 1.78 ± 0.12 4.32 ± 0.59
BFR 2.45 ± 0.18 2.00 ± 0.20 2.36 ± 0.21

Table 9.4: Multiagent Flow Control (LSPI-TMG): Half-full buffers

Min (servers) \ Max (routers) R BFL BFR

R 0.80 ± 0.10 0.70 ± 0.08 0.80 ± 0.10
BFL 0.69 ± 0.14 0.73 ± 0.24 4.19 ± 0.87
BFR 0.78 ± 0.09 0.44 ± 0.10 0.56 ± 0.10

Table 9.5: Multiagent Flow Control (LSPI-TMG): Full buffers

Min (servers) \ Max (routers) R BFL BFR

R 6.03 ± 0.44 7.35 ± 0.58 6.03 ± 0.44
BFL 10.17 ± 0.82 13.83 ± 0.29 16.62 ± 1.65
BFR 3.98 ± 0.19 3.66 ± 0.25 3.76 ± 0.29

randomly. That gave a total of 100, 000 samples that were used for learning minimax

policies for each set of basis functions using LSPI-TMG. These two policies along with

the random policy (denoted by R) participated in a tournament. For each pair 200

games were played for each of three initial states (empty, half-full, and full buffers)

and the results were averaged. Tables 9.3, 9.3, 9.3 show the expected return in each

case along with the 95% confidence intervals. The rows of the table are the choices

for the servers (minimizers), whereas the columns are the choices for the routers

(maximizers).

It is not easy to interpret the outcome of this experiment. At first look there

seem to be no winner. Even the random player doesn’t look so bad. However, it is
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important to keep in mind that the teams are playing a minimax strategy which does

not allow exploitation of a weak opponent. Instead, they play cautiously assuming

a worst-case opponent. Therefore, instead of trying to identify the best maximizer

(minimizer) as the team that achieves the highest (lowest) score, it’s more meaningful

to look for the team that maximizes its lowest score (minimizes its highest score).

These teams are marked in boldface font in the tables. Now, a pattern emerges.

BFR is consistently the best minimizer. This is probably expected as these basis

functions “group” subsets of routers together (the servers that connect to a single

router), thereby allowing for collaboration among them. On the other hand, there

is no set of basis functions that groups routers together, and that probably explains

the fact that there is no best maximizer (R and BFR the honor).
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Chapter 10

Discussion and Conclusion

This chapter summarizes the main contributions of this thesis and compares the new

algorithms to other related methods. It points out similarities and differences and

concludes the thesis with future research ideas.

10.1 Summary of Contributions

The main contribution of this thesis are two new reinforcement learning algorithms

for large-scale control problems: least-squares policy iteration (LSPI) and rollout

classification policy iteration (RCPI). The two algorithms are complimentary in the

sense that LSPI is very efficient for problems where sampled experience is sparse

and perhaps costly, whereas RCPI is most appropriate for problems where sampled

experience is available for free through a simulator. LSPI covers a somewhat broader

spectrum of decision making problems as it extends efficiently to multi-agent and

competitive domains, whereas RCPI by its nature is only applicable to the typical

single-agent decision making problem. Both algorithms are based on approximate

policy iteration, a very powerful framework that so far had met with success mostly

among planning problems. The new algorithms open new research directions for the

use of approximate policy iteration in the context of learning.

The main characteristics and highlights of the LSPI algorithm are listed below:

• efficient use of training samples

• no requirement on sample collection

• alternative representations (from exact to approximate)

191



• stability of approximation

• effective generalization in large-scale problems

• tractable computation in multi-agent domains

• wide application to a variety of decision problems

• clear and simple implementation

Similarly, the RCPI algorithm exhibits a number of interesting properties:

• elimination of value function approximation

• simulation-based learning

• alternative representations (range of classifiers)

• stability of learning

• effective generalization in large state spaces

• discovery of structured representations

• wide application to typical decision problems

• clear and simple implementation

The material in this thesis provided the basis for several peer-reviewed publications:

1. Michail G. Lagoudakis and Ronald Parr, “Least–Squares Policy Iteration,” Jour-
nal of Machine Learning Research (JMLR), 4, 2003, pp. 1107–1149.

2. Michail G. Lagoudakis and Ronald Parr, “Reinforcement Learning as Classifi-
cation: Leveraging Modern Classifiers,” Proceedings of the 20th International
Conference on Machine Learning (ICML–03), Washington, DC, U.S.A., August
2003, pp. 424–431.

192



3. Michail G. Lagoudakis and Ronald Parr, “Approximate Policy Iteration using
Large-Margin Classifiers,” Proceedings of the 18th International Joint Conference
on Artificial Intelligence (IJCAI–03), Acapulco, Mexico, August 2003, pp. 1432–
1434.

4. Michail G. Lagoudakis and Ronald Parr, “Learning in Zero–Sum Team Markov
Games using Factored Value Functions,” Proceedings of NIPS*2002: Neural In-
formation Processing Systems, Vancouver, BC, Canada, December 2002, pp.
1659–1666.

5. Michail G. Lagoudakis and Ronald Parr, “Value Function Approximation in
Zero–Sum Markov Games,” Proceedings of the 18th Conference on Uncertainty
in Artificial Intelligence (UAI–02), Edmonton, AB, Canada, August 2002, pp.
283–292.

6. Carlos Guestrin, Michail G. Lagoudakis, and Ronald Parr, “Coordinated Rein-
forcement Learning,” Proceedings of the 19th International Conference on Ma-
chine Learning (ICML–02), Sydney, Australia, July 2002, pp. 227–234.

7. Michail G. Lagoudakis, Ronald Parr, and Michael L. Littman, “Least–Squares
Methods in Reinforcement Learning for Control,” Lecture Notes on Artificial
Intelligence, Vol. 2308, Springer, Proceedings of the 2nd Hellenic Conference on
Artificial Intelligence (SETN–02), Thessaloniki, Greece, April 2002, pp. 249–260.

8. Michail G. Lagoudakis and Ronald Parr, “Model–Free Least–Squares Policy It-
eration,” Proceedings of NIPS*2001: Neural Information Processing Systems,
Vancouver, BC, Canada, December 2001, pp. 1547–1554.

9. Michail G. Lagoudakis and Michael L. Littman, “Learning to Select Branching
Rules in the DPLL Procedure for Satisfiability,” Electronic Notes in Discrete
Mathematics (ENDM), Vol. 9, Elsevier, LICS 2001 Workshop on Theory and
Applications of Satisfiability Testing (SAT–2001), Boston, MA, USA, June 2001.

10. Michail G. Lagoudakis and Michael L. Littman, “Algorithm Selection using
Reinforcement Learning,” Proceedings of the 17th International Conference on
Machine Learning (ICML–00), Stanford, CA, USA, June 2000, pp. 511–518.

10.2 Comparison to Other Methods

Both LSPI and RCPI are approximate policy iteration algorithms. Compared to

other approximate policy iteration algorithms in the actor-critic framework, LSPI

and RCPI eliminate either the actor or the critic part of the actor-critic architecture,

thereby eliminating one potential source of error. Approximate representation is also
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focused on either policies or value functions, but not on both simultaneously, thereby

minimizing unnecessary transfer of information between different formats. Both LSPI

and RCPI are model-free algorithms; they need no access to a model of the process,

nor do they need to learn one.

A desirable property for a reinforcement-learning algorithm is a low sample com-

plexity. This is particularly important when samples are “expensive”, for example,

when there is no generative model available and samples must be collected from the

actual process in real-time, or when there is a generative model available but it is

computationally expensive. Most traditional reinforcement-learning algorithms use

some sort of stochastic approximation. Unfortunately, stochastic approximation is

sample-inefficient. Each sample is processed once, contributes very small changes,

and then is discarded. Given that the learning parameters of these algorithms oper-

ate on a very slow schedule to avoid instabilities, it is obvious that a huge number

of samples is required. The experience replay technique [40], which stores samples

and makes multiple passes over them, remedies this problem, but it does not really

resolve it. In contrast, the approach taken by LSPI makes full use of all samples

independently of their order. RCPI’s sample complexity is high as it is designed to

work with a generative model that provides samples at no cost, however the order of

samples does not affect the the algorithm.

Traditional reinforcement-learning algorithms for control, such as SARSA learn-

ing [55, 66] and Q-learning [73], lack any stability or convergence guarantees when

combined with most forms of value-function approximation. In many cases, their

learned approximations may even diverge to infinity. There are several factors that

contribute to this phenomenon: the learning rate and its schedule, the exploration

policy and its schedule, the initial value function, the distribution of samples, the or-

der in which samples are presented, and the relative magnitude of the gradient-based
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adjustments to the parameters. In contrast, both LSPI and RCPI enjoy the inherent

soundness of approximate policy iteration.

Even in cases where convergence is guaranteed or obtained fortuitously, stochastic

approximation algorithms such as Q-learning, can also become problematic as they

typically require careful tuning of the learning rate and its schedule which often

results in slow and parameter-sensitive convergence behavior. The accuracy of the

approximation at different states or state-action pairs is heavily dependent on the

time, the order, and the frequency of visitation. In the context of linear value-

function approximation, algorithms such as Q-learning can be even more sensitive

to the learning rate and its schedule. The use of a single value for the learning

rate across all parameters can become problematic when there are large differences

in the magnitude of the basis functions. If the learning rate is high, the learning

rule can make large changes for some parameters, risking oscillatory or divergent

behavior. On the other hand, if the learning rate is kept small to prevent such

behavior, the learning rule makes inconsequential changes to some parameters and

learning becomes extremely slow. While this can be mitigated by scaling the basis

functions, the problem remains since many natural choices (polynomials, for example)

produce values that vary widely over the state space. In contrast, LSPI and RCPI

have no learning parameters to tune and do not take gradient steps, which means

there is no risk of overshooting, oscillation, or divergence.

Compared to λ−policy iteration [13], there are some similarities and some signif-

icant differences. λ−policy iteration collects new samples in each iteration to learn

the state value function and, as a consequence, access to a model for greedy action

selection is necessary. In a sense, λ−policy iteration is somewhat closer to RCPI

in terms of sample collection, but significantly different from LSPI. LSPI collects

samples only once and reuses them at each iteration to learn the state-action value
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function which needs no model for greedy action selection. Neither LSPI, nor RCPI

need a model, however, if there is one available, it can be used effectively in the

context of LSTDQ for improving learning.

The Adaptive Policy Iteration algorithm suggested by Bradtke [16] for Linear

Quadratic Regulation (LQR) is probably the algorithm that is closest to LSPI.

Bradtke suggests the use of recursive least-squares methods for estimating the state-

action value function of an LQR controller without a model and then a policy im-

provement step that uses the value function to derive an improved controller in closed

form. There are separate representations for value functions and policies in ADP and

the emphasis is on exploiting the structure of an LQR problem to derive closed form

solutions. Even though ADP is not directly applicable to MDPs and their extensions,

it certainly shares many ideas with LSPI.

A recent algorithm by Fern, Yoon, and Givan [24] designed for learning domain-

specific control in relational domains is the one most closely related to RCPI and was

developed independently at around the same time. Their algorithm uses rollouts to

estimate the state-action values of all actions at certain states and forms a training

set of weighted examples, where the weight is provided by the advantage in value of

each action with respect to the value of the current policy. An inductive learner is

then used to generate a policy biased towards choices with large improvements. The

process repeats itself in a policy iteration fashion. The policy space bias serves as a

means of searching a rich space of policies, while the emphasis in RCPI is on exploit

the abilities of modern classifiers to discover high dimensional structure in policies.

In comparison to the memory-based approach of Ormoneit and Sen [50], LSPI

makes a better use of function approximation. Rather than trying to implicitly

construct an approximate model using kernels, both LSPI and RCPI place approxi-

mation directly in value function or policy space and use samples to perform directly
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the necessary operations (Bellman update and projection, or policy improvement)

without going through any kind of model. As noted also by Boyan[15] in reference to

LSTD, LSTDQ can be considered as a model-based method that learns a compressed

model. This relationship to model-based learning becomes explicit at the extreme

of orthonormal basis functions, but it is less clear in the general case. The use of a

generative model in RCPI does not imply a model-based approach, since RCPI never

learns a model of the process.

In contrast to the variety of direct policy learning methods [49, 48, 7, 63, 39], RCPI

bypasses the hard problem of gradient estimation to solve the easier problem of value

estimation. Direct policy learning methods typically make a large number of relatively

small steps of gradient-based policy updates to a parameterized policy function. In

contrast, RCPI offers a much more powerful representation for policies compared

to any differentiable parametric policy representation. RCPI’s representation needs

no careful feature engineering and has the additional advantage of taking bigger

steps in policy space compared to the infinitesimal steps taken during stochastic

approximation by most direct policy learning algorithms.

Considering teams MDPs, the combination of LSPI and coordinated action se-

lection offers a principled approach to communication and coordination that relates

to the structure of the approximate value function, and also an efficient method for

greedy action selection without complete enumeration of the combinatorial action

space. This approach offers significant advantages over algorithms such as the dis-

tributed reward (DR) and distributed value function (DVF) algorithms [56] that are

based on inefficient tabular representations and ad-hoc communication mechanisms.

Markov games have been studies by Littman [41] as a framework for multi-agent

reinforcement learning. Littman extended tabular Q-learning to a variant called

minimax-Q. Unfortunately, minimax-Q suffers by the same inefficiency problems of
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Q-learning as it requires a huge number of training samples to populate the imprac-

tical tabular representation. In the context of Markov games this inefficiency poses a

severe problem, since for each sample a linear program must be solved and learning

can be extremely slow. In contrast to minimax-Q, LSPI makes very efficient use

of data, thus reducing the number of linear programs required to be solved, and in

combination with function approximation it allows for efficient generalization.

The area of team Markov games has not been explored much. This is evident

also by the fact that there are no benchmark problems or domains available from

this class. LSPI is perhaps the first algorithm that offers a viable approach to the

problem that does not hit the scalability issue immediately.

The experimental results demonstrate the potential of the proposed methods.

They achieved very good performance on a variety of learning tasks either by using

a relatively small number of arbitrarily generated samples or by exploiting a gener-

ative model. Achieving this level of performance did require some engineering and

tweaking, but the transparency of the methods makes the relevant issues much more

obvious than other “black box” approaches.

10.3 Conclusion

This thesis introduced two learning approaches for decision making in the context of

reinforcement learning, but did not answer all questions. In fact, it probably raised

more questions than provided answers. It is a small contribution and a small step

toward a better understanding of the science and art behind learning and decision

making.
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Appendix A

Average Reward Problems

This thesis has focused on the objective of maximizing the expected total discounted

reward. Another optimality measure for the decision problems studies in this thesis

is to maximize the average reward per step. This measure is more suitable for certain

problems. Our algorithms can be easily modified to optimize the average reward per

step.

For LSPI, the starting point is a modified version of the Bellman equation for

average reward [13]:

Qπ = R+ γPΠπQ
π − Z (R+ γPΠπQ

π) ,

where Z is a (|S||A|× |S||A|) matrix with one column of ones and all other elements

zeros. In essence, Z picks a certain pair (s̄, ā) whose state-action value Qπ(s̄, ā) is

subtracted from all Q-values and R(s̄, ā) is subtracted from allR-values. Solving this

equation will yield the average reward per step relatively to the pair (s̄, ā). Starting

from these equations it is straightforward to derive the update equations for LSTDQ-

AR (LSTDQ for average reward):

Ã(t+1) = Ã(t) + φ(st, at)
(
φ(st, at)− γφ

(
s′t, π(s′t)

)
+ φ(s̄, ā)

)
⊺

,

b̃(t+1) = b̃(t) + φ(st, at)(rt −R(s̄, ā)) .

LSPI can then call LSTDQ-AR instead of LSTDQ for evaluating a policy and

there is no need for any other change. It is expected that value functions for aver-

age reward are more amenable to fitting with linear architectures since there is no

exponential drop due to the presence of a discount factor.
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RCPI can also easily be modified for average reward problems. The idea is to

record the average reward per step instead of the total discounted reward while

performing rollouts. Other than this change there is no other change in the algorithm.
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[46] Angelia Nedić and Dimitri P. Bertsekas. Least-squares policy evaluation algo-
rithms with linear function approximation. Discrete Event Dynamic Systems:
Theory and Applications, 13(1–2):79–110, 2003.

[47] Andrew Y. Ng, Daishi Harada, and Stuart Russell. Policy invariance under re-
ward transformations: Theory and application to reward shaping. In Proceedings
of the Sixteenth International Conference on Machine Learning, pages 278–287,
Bled, Slovenia, 1999.

204



[48] Andrew Y. Ng and Michael Jordan. PEGASUS: A policy search method for large
MDPs and POMDPs. In Proceedings of the Sixteenth Conference on Uncertainty
in Artificial Intelligence, pages 406–415, Stanford, California, 2000.

[49] Andrew Y. Ng, Ronald Parr, and Daphne Koller. Policy search via density esti-
mation. In Advances in Neural Information Processing Systems 12: Proceedings
of the 1999 Conference, pages 1022–1028, Denver, Colorado, 2000.

[50] Dirk Ormoneit and Saunak Sen. Kernel-based reinforcement learning. Machine
Learning, 49(2–3):161–178, 2002.

[51] Guillermo Owen. Game Theory. Academic Press, Orlando, Florida, 2nd edition,
1982.

[52] Doina Precup, Richard Sutton, and Sanjoy Dasgupta. Off-policy temporal dif-
ference learning with function approximation. In Proceedings of the Eighteenth
International Conference on Machine Learning, pages 417–424, Williamstown,
Massachusetts, 2001.

[53] Martin L. Puterman. Markov Decision Processes—Discrete Stochastic Dynamic
Programming. John Wiley & Sons, Inc., New York, New York, 1994.

[54] Jette Randløv and Preben Alstrøm. Learning to drive a bicycle using rein-
forcement learning and shaping. In Proceedings of The Fifteenth International
Conference on Machine Learning, pages 463–471, Madison, Wisconsin, 1998.

[55] Gavin A. Rummery and Mahesan Niranjan. On-line Q-learning using connec-
tionist systems. Technical Report CUED/F-INFENG/TR 166, Engineering De-
partment, Cambridge University, Cambridge, United Kingdom, 1994.

[56] Jeff Schneider, Weng-Kenn Wong, Andrew Moore, and Martin Riedmiller. Dis-
tributed value functions. In Proceedings of The Sixteenth International Confer-
ence on Machine Learning, pages 371–378, Bled, Slovenia, 1999.

[57] Paul J. Schweitzer and Abraham Seidmann. Generalized polynomial approxi-
mations in Markovian decision processes. Journal of Mathematical Analysis and
Applications, 110(6):568–582, 1985.

[58] Lloyd S. Shapley. Stochastic games. Proceedings of the National Academy of
Sciences of the United States of America, 39:1095–1100, 1953.

[59] Satinder Singh, Tommi Jaakkola, Michael L. Littman, and Csaba Szepesvári.
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